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Abstract

Large language models are increasingly delivered as hosted AI services, where the key de-
ployment question is how many concurrent users a given configuration can sustain within
acceptable latency. Evidence for this decision remains limited because existing bench-
marks rely on unrealistic workloads, heterogeneous benchmarking methodologies that
hinder comparison, low-concurrency testing, isolated performance metrics, and quantiza-
tion studies focused primarily on accuracy under compression.

This thesis develops a reproducible benchmarking framework for large language model
inference in production AI-as-a-Service environments. A harness generates concurrent
closed-loop workloads from real ShareGPT conversation traces and records request-level
metrics including time to first token (TTFT), inter-token latency (ITL), end-to-end la-
tency, and aggregate throughput, while GPU telemetry and vLLM scheduler state are
captured alongside so that latency can be correlated with KV cache occupancy. All runs
share a common result schema and a uniform analysis pipeline feeding a single set of fig-
ures, tables, and an interactive dashboard, so every configuration is evaluated on identical
terms.

Fourteen configurations spanning dense and mixture-of-experts architectures, includ-
ing multiple quantized variants, were evaluated from 1 to 256 concurrent users on NVIDIA
A100, H100, and H200 GPUs. Scaling proves regime-structured rather than smooth, with
aggregate throughput increasing by factors ranging from 9× to 106× between single-user
and peak operation before saturation of the KV cache drives time to first token up by
an order of magnitude within a single doubling of concurrency. No configuration ranks
first under more than two of six defensible definitions of “best”, and the principal benefit
of quantization is not universally faster inference but greater effective KV cache capacity,
up to 13× for the largest model evaluated. Production deployment decisions therefore re-
quire multi-metric benchmarking under realistic concurrent load rather than comparison
on a single figure of merit.



Declaration on the use of ChatGPT and comparable tools

in the context of examinations

In this work, I have used ChatGPT or another AI as follows:

□ Not at all

✓□ During brainstorming

□ When creating the outline

□ To write individual passages, altogether to the extent of 0% of the entire text

□ For the development of software source texts

✓□ For optimizing or restructuring software source texts

✓□ For proofreading or optimizing

□ Further, namely: -

I hereby declare that I have stated all uses completely.
Missing or incorrect information will be considered as an attempt to cheat.
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Chapter 1

Introduction

This chapter establishes the motivation for developing a production-representative eval-
uation framework for LLM inference. Section 1.1 sets out why organisations deploying
these models on their own infrastructure require performance characterisation under con-
current workloads that existing benchmarking approaches capture only partially, and
Section 1.2 formulates the resulting deployment decision as a constrained multi-objective
problem in which latency, throughput, memory consumption and operating cost must be
balanced within a fixed GPU budget. Section 1.3 identifies the limitations of current eval-
uation practice that motivate this work: the predominant use of synthetic prompts rather
than real conversational data, the non-comparability of results caused by heterogeneous
benchmarking data and analysis, the widespread practice of single-user or low-concurrency
testing that obscures scaling behaviour, the reporting of isolated metrics rather than the
coupled trade-offs that capacity planning requires, and the focus of quantization stud-
ies on optimising accuracy under compression rather than on serving performance under
load. Three research questions follow in Section 1.4: how inference performance scales
under load in a realistic benchmark (RQ1), which performance metrics are most effective
for deployment decisions across different use cases (RQ2), and what impact quantization
has on deployment performance under that load (RQ3). Section 1.5 states the resulting
contributions and Section 1.6 the structure of the thesis. The evaluation spans fourteen
model configurations across four architecture categories, tested at concurrency levels from
1 to 256 with real conversational prompts, providing empirical evidence for organisations
selecting deployment configurations for production infrastructure.

1.1 Context and Motivation

LLM have become central components of modern Artificial Intelligence (AI) systems,
powering applications ranging from conversational assistants to code generation and en-
terprise knowledge retrieval [46, 7]. The release of proprietary models such as GPT-4 [28],
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together with capable open-weight alternatives such as Llama [15] and Qwen [43, 44], has
accelerated adoption across industries. Deploying these models in production, however,
presents challenges that differ fundamentally from those of training.

Whereas training is compute-bound and amenable to parallelisation across large GPU
clusters, inference must serve individual user requests under strict latency constraints and
is, for the dominant decode phase, bound by memory bandwidth rather than arithmetic
throughput [30, 19, 1]. Because generation is autoregressive, each output token depends
on all preceding tokens, and the KV cache that makes this dependence computationally
tractable grows with both sequence length and the number of concurrent requests [30,
42]. Memory capacity and bandwidth, rather than raw compute, therefore determine the
throughput of most production inference workloads.

The economic stakes of this constraint are considerable. Serving LLM applications
at scale requires large deployments of expensive, power-hungry GPUs [29], and for or-
ganisations building AI applications, GPU compute typically represents the single largest
infrastructure cost, in the range of 40–60% of technical budgets [11]. Market analyses
estimate the global AI inference market at $97 billion in 2024, with projections exceeding
$250 billion by 2030 [14]. Service providers consequently face sustained pressure to re-
duce the cost of serving each request while preserving the responsiveness that interactive
applications require.

Reducing the infrastructure cost described above requires two families of techniques.
The first is model quantization, which reduces memory footprint by representing weights,
and in some schemes activations, in lower-precision formats such as FP8, 8-bit Inte-
ger (INT8), and INT4, enabling larger batch sizes and faster memory-bound computation
[13, 21, 41]. The second is serving-engine optimisation. Systems such as vLLM combine
continuous batching with paged KV-cache management, improving throughput by a fac-
tor of two to four over prior state-of-the-art serving systems at comparable latency [19,
45]. Both techniques increase the number of requests a fixed GPU allocation can serve
concurrently, and consequently reduce the cost attributable to each request.

Despite these advances, the conditions under which such techniques are evaluated
rarely resemble the conditions under which they are deployed: published benchmarks sel-
dom combine realistic request distributions, sustained concurrent load, and a coherent set
of latency and throughput metrics [37, 31]. The consequence is borne by the organisations
that operate this infrastructure themselves, since a configuration is chosen at deployment
time and is expensive to revise once hardware has been provisioned. Selecting a model,
a numeric precision, and an operating concurrency therefore depends on measurements
obtained under the conditions the service will actually encounter. This mismatch between
evaluation practice and production reality motivates the present work.
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1.2 Problem Statement

Deploying LLM in production requires solving a constrained multi-objective optimisation
problem [49]. Latency must remain low enough to sustain a responsive user experience,
throughput must be high enough to serve the offered load within a fixed hardware budget,
and memory consumption must stay within accelerator capacity as the KV cache grows
with concurrency [19, 42]. Cost couples these three objectives, since GPU time is paid for
irrespective of utilization and the cost attributable to a request is therefore determined
by the throughput a given allocation sustains at an acceptable latency [11]. These objec-
tives conflict. Batching improves throughput but delays individual requests, aggressive
quantization reduces memory pressure but may alter latency characteristics and output
quality, and provisioning for peak load leaves hardware idle at average load.

Selecting a deployment configuration therefore requires empirical evidence about how
these objectives trade off against one another under realistic conditions. A deployment
configuration comprises a model, a precision format, and a serving engine, operated at
a given level of concurrency. The central problem addressed by this thesis is that such
evidence is largely absent from the existing literature because the evaluation methodolo-
gies in common use, examined in the following section, do not measure the quantities on
which production deployment decisions depend.

1.3 Research Gap

The adoption of LLMs in production has outpaced the development of evaluation method-
ologies capable of characterising their behaviour under operational conditions, so pub-
lished performance figures are poor predictors of deployed behaviour. Five limitations
of current practice define the gap this thesis addresses. They are stated briefly here,
and Chapter 2 develops each with full evidence and summarises the landscape of existing
approaches in a comparative table.

Gap 1: Unrealistic workloads. Published benchmarks predominantly use synthetic,
length-controlled inputs rather than the heterogeneous requests observed in production
services [31, 47]. The divergence is consequential: models achieving 84–89% correctness
on synthetic benchmarks attained only 25–34% on equivalent real-world tasks [31] (Sec-
tions 2.5.3 and 2.6.1).

Gap 2: Non-comparability of results caused by heterogeneous benchmarking
data and analysis. Benchmarking tools produce results in tool-specific formats and
provide their own analysis and visualisation, preventing results from different tools from
being directly combined or compared without manual conversion. They also differ in their
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definitions of common metrics. For example, some include TTFT within Inter-Token La-
tency (ITL), whereas others treat the two separately [25, 4]. Consequently, values reported
under the same metric name do not necessarily measure the same quantity. Recent work
identifies this fragmentation as a major barrier to reproducible and comparable evaluation
[37, 25] (Sections 2.5.2 and 2.6.2).

Gap 3: Single-user and low-concurrency testing. Latency is typically reported for
requests processed in isolation, even though continuous batching makes batched through-
put up to 26.6 times higher than single-request throughput, leaving the scaling behaviour
between these extremes unmeasured [9, 45] (Section 2.6.3).

Gap 4: Isolated metrics. Beyond the inconsistency in metric definitions discussed
above, existing benchmarks typically report latency and throughput independently rather
than as the coupled trade-off required for capacity planning [49, 1]. As a result, the
latency–throughput frontier that characterises serving capacity is often absent from pub-
lished evaluations [37, 9] (Section 2.6.4).

Gap 5: Focus of quantization studies on optimising accuracy under compres-
sion. Post-training quantization preserves accuracy to within 1 to 3% of full precision
on standard benchmarks, although larger degradations are reported on coding and reason-
ing tasks [18, 20]. What remains uncharacterised is how quantized models behave under
sustained concurrent load, where memory pressure rather than accuracy is the binding
constraint (Sections 2.4.4 and 2.6.5).

Underlying several of these limitations is the KV cache, whose linear growth with both
sequence length and concurrency makes it the dominant memory consumer at high load
[42] (Section 2.2). Characterising where cache saturation occurs, and how model archi-
tecture and precision shift it, requires systematic measurement across a wide concurrency
range under realistic workloads. Providing such an evaluation, together with a uniform
pipeline for collecting and analysing its results, is the objective of this thesis.

1.4 Research Questions

The limitations identified above translate into three research questions, in the order in
which the gaps were stated. Gaps 1 to 3 are addressed together by RQ1, because mea-
suring how a system scales under load first requires a benchmark that generates realistic
workloads and produces comparable results (Chapters 3 and 4). Gap 4 motivates RQ2
and Gap 5 motivates RQ3. Figure 1.1 summarises this derivation.
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Figure 1.1: Derivation of the research questions from the five research gaps identified in
current LLM inference evaluation practice, together with the thesis contributions that
address them.

RQ1: How does inference performance scale under load in a realistic bench-
mark? Capacity planning requires knowledge of the full scaling curve, comprising the
concurrency range over which latency grows gracefully, the inflection point at which the
system saturates, and the regime in which service degrades outright. Single-request bench-
marks provide no visibility into this curve, and the consequences of planning without it
are either over-provisioning, which wastes hardware, or under-provisioning, which violates
latency expectations. RQ1 characterises scaling behaviour empirically, from single-user
baselines to stress levels of up to 256 concurrent requests, with particular attention to the
onset of KV-cache saturation.

RQ2: Which performance metrics are most effective for deployment decisions
across different use cases? The inference literature employs a proliferation of met-
rics (End-to-End (E2E) latency, TTFT, TPOT, ITL, aggregate throughput) with little
guidance on which should drive a given deployment decision. The metrics are not in-
terchangeable. TTFT governs perceived responsiveness in streaming applications, ITL
streaming smoothness, E2E latency governs synchronous Application Programming In-
terface (API) calls, throughput governs capacity, and tail percentiles govern service-level
compliance. RQ2 analyses which metrics discriminate between configurations for which
classes of workload, yielding a mapping from use case to the measurements that should
inform its deployment.
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RQ3: What is the impact of quantization on deployment performance under
realistic concurrent load? Prior work has established that post-training quantization
preserves accuracy in controlled settings [20], but whether the associated memory savings
translate into serving-performance gains under load is a separate and largely open ques-
tion. RQ3 therefore evaluates weight-quantization methods, FP8 against full precision on
a dense base model and FP8 and GPTQ-Int4 against full precision on a MoE base model,
not against accuracy benchmarks but against latency and throughput measured under the
same realistic prompt workload used throughout this thesis, to determine which meth-
ods yield genuine efficiency gains in deployment and under what conditions those gains
diminish or reverse.

1.5 Contributions

This thesis makes the following contributions:

1. A reproducible benchmarking framework for evaluating LLM inference under
production-representative conditions. The framework implements closed-loop load
generation with configurable concurrency, draws prompts from the ShareGPT V3
corpus of real conversations, captures per-request metrics (TTFT, TPOT, ITL and
E2E latency), and executes reproducibly on High-Performance Computing (HPC)
infrastructure via SLURM.

2. A uniform analysis pipeline and interactive tooling, comprising a common
results format, a Streamlit dashboard for exploring benchmark data, and a web in-
terface for cross-model comparison, addressing the fragmentation of existing bench-
marking outputs identified above.

3. A large-scale empirical evaluation spanning 14 model configurations in four cat-
egories: dense (Qwen3-8B in BF16 and FP8, Qwen3-14B, Llama-3.1-8B, Gemma-4-
31B), large (Llama-3.3-70B, GPT-OSS-120B), huge (GLM-4.7-FP8, GLM-5.1-FP8),
and MoE (Qwen3-30B-A3B-FP8, Qwen3.6-35B-A3B-FP8, and Qwen3.5-35B-A3B
in BF16, FP8 and INT4), comprising a benchmarking sweep over up to nine con-
currency levels from 1 to 256.

4. A systematic study of concurrency scaling, identifying the interactive oper-
ating region (up to concurrency ∼256 for most configurations) and the dominant
bottleneck: KV-cache saturation around concurrency 256, at which point TTFT de-
grades from hundreds of milliseconds to tens of seconds within a single concurrency
doubling.

5. Empirically grounded deployment guidance mapping configurations to use
cases, including the finding that no single configuration leads on all metrics, the
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identification of small dense models and the Qwen3-30B-A3B-FP8 MoE as the lead-
ing throughput configurations at full reliability, and of Mixture of Experts (MoE)
architectures as the most parameter-efficient option for throughput-oriented work-
loads.

6. An analysis of quantization under load, comparing BF16 against FP8 on a
dense base model and BF16, FP8 and Generative Pre-trained Transformer Quanti-
zation (GPTQ)-Int4 on a MoE base model. The evaluation shows that the effect of
quantization is load-dependent in both magnitude and sign: FP8 improves single-
user latency by roughly a third yet becomes a 10–16% penalty at high concurrency
on the dense base, while Int4 is slightly slower than FP8 at a single user yet 15–22%
faster under load on the MoE base.

1.6 Thesis Outline

The remainder of this thesis is organised as follows. Chapter 2 establishes the techni-
cal foundation, covering the mechanics of autoregressive generation, the role of the KV
cache, modern serving techniques, and quantization methods, and reviews the literature
on inference evaluation, developing in detail the gaps summarised in Section 1.3.

Chapter 3 presents the experimental design: the choice of closed-loop over open-
loop load generation, the mathematical definition of each metric, the ShareGPT-based
workload, and the hardware, software, and protocol specifications required for replication.

Chapter 4 describes the realisation of this design as a benchmarking system, covering
the generation of prompt harness, SLURM integration, telemetry collection, and the anal-
ysis pipeline that transforms raw measurements into the results reported subsequently.

Chapter 5 presents the empirical findings, organised by model category. Each section
examines latency, throughput, and TTFT across the full concurrency range and identifies
the mechanisms behind observed degradation.

Chapter 6 interprets the findings with respect to the three research questions, de-
rives deployment recommendations, compares the results with prior work, and discusses
limitations and threats to validity.

Chapter 7 summarises the contributions and outlines directions for future work.
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Chapter 2

Background and Literature Review

This chapter establishes the conceptual and technical foundations required to understand
the empirical investigation that follows. Section 2.1 traces the path a request takes
through a modern LLM inference system, covering the transformer architecture that gen-
erates text token by token, the prefill and decode phases with their differing resource
profiles, and the shift from traditionally dense models to MoE architectures. Section 2.2
examines the KV cache that makes generation efficient and the memory pressure it creates
at scale. Section 2.3 describes the serving systems that batch and schedule concurrent
requests, and Section 2.4 covers quantization, which reduces model memory footprint by
representing weights in lower precision formats. The latter part of the chapter reviews
how the field measures inference performance. Section 2.5 categorises existing approaches
into standardized benchmark suites, practitioner load-testing tools, and academic mea-
surement studies, Section 2.6 examines the research gaps introduced in Chapter 1, and
Section 2.7 positions this thesis against that body of work. The intent is to establish
concepts and accepted framing, while the exact metric definitions, load-testing design,
and experimental configurations appear in Chapter 3.

2.1 How Large Language Models Generate Text

Understanding how LLMs generate text is essential for interpreting the performance char-
acteristics measured in later chapters. This section introduces the transformer architec-
ture that underlies modern language models, explains why inference splits into two phases
with fundamentally different resource profiles, and describes the shift from traditionally
dense models to MoE architectures.

2.1.1 The Transformer and Self-Attention

Modern large language models are built almost universally on the transformer architec-
ture [38, 46]. Its defining component is self-attention, which lets every token in a sequence
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draw information from every other preceding token. Each token’s embedding is projected
into three vectors: a query, a key, and a value. The relevance of one token to another
is computed as the scaled dot product of the first token’s query with the second’s key,
normalised across the sequence by a softmax. The resulting weights are used to form a
weighted sum of value vectors. A transformer layer applies this operation across mul-
tiple attention heads in parallel, each learning a distinct relational pattern, and follows
it with a position-wise feed-forward network. Stacking many such layers produces the
representational depth that underpins modern model capabilities.

For the purposes of this thesis, the salient property of attention is not its expressiveness
but its cost structure. Computing attention over a sequence of length n requires each
token to attend to all preceding tokens, and reproducing this efficiently during generation
requires retaining the key and value vectors of every preceding token. This requirement,
examined in Section 2.2, contributes substantially to the memory pressure observed in
serving at scale [30].

2.1.2 Prefill and Decode Phases

Inference divides into two distinct computational phases with different resource charac-
teristics [1, 29].

Prefill (Prompt Processing). When a request arrives, the model must first process
the entire input prompt. All prompt tokens can be processed in a single forward pass be-
cause they are known in advance. This phase is compute-bound: the GPU performs dense
matrix multiplications across the full prompt length, achieving high arithmetic intensity
and good hardware utilization. The prefill phase determines TTFT, often considered a
key factor in perceived responsiveness for interactive applications.

Decode (Token Generation). After prefill, the model generates output tokens one
at a time. Each decode step processes only a single new token, but must still access
the full context through the attention mechanism. This phase is memory-bound: the
computational work per token is small relative to the memory bandwidth required to
load model weights and attention state [30, 29]. The decode phase determines TPOT,
which affects how smoothly text streams to users.

This asymmetry helps explain an observation that recurs throughout the experimental
results: TTFT and TPOT respond differently to load. Under high concurrency, TTFT
tends to degrade as prefill operations contend for GPU resources, whereas TPOT often
remains comparatively stable because decode steps are smaller and can batch efficiently
across concurrent requests [1].
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2.1.3 Mixture-of-Experts Architectures

Traditional LLMs are based on dense transformer architectures, in which every parameter
participates in every forward pass. As model sizes have grown, this dense computation has
become increasingly expensive in both memory and compute. Mixture of Experts (MoE)
architectures address this by replacing dense feed-forward layers with a set of parallel
expert networks and a learned router that selects which experts process each token [36,
12].

The key property is sparse activation: although the model contains many parameters
(the total across all experts), only a subset is active for any given token. Mixtral 8x7B,
for example, contains approximately 47 billion parameters but activates only about 13
billion per token [17]. This decouples model capacity from per-token compute cost.

For inference, MoE architectures present a distinct trade-off. Memory requirements
reflect total parameters (all experts must be resident), but compute requirements reflect
only active parameters. This makes MoE models memory-intensive but computationally
efficient per token. Recent MoE models such as Qwen3-30B-A3B, which activates 3 billion
of its 30 billion parameters per token, exemplify this trade-off. How such architectures
perform under concurrent load relative to dense models of comparable active size remains
an open question.

2.2 The Key-Value Cache and the Attention Bottleneck

Recent analyses identify the key-value cache as a primary memory consumer in LLM
inference and a significant constraint on serving capacity at high concurrency [42, 30].
This section explains what the cache stores, why it grows with sequence length and batch
size, and how the field has developed architectural and algorithmic techniques to manage
it.

2.2.1 What the Key-Value Cache Is

Without caching, each decode step would recompute the key and value vectors for every
token in the sequence, repeating work that grows with sequence length at every step. To
avoid this, inference engines cache the key and value vectors of all previously processed
tokens, forming the Key-Value (KV) cache, so that each new token computes only its
own key and value and reuses the rest. The cache trades memory for computation, and
at scale this memory consumption can become a limiting factor [30].
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2.2.2 Attention Head Architectures

The original transformer used Multi-Head Attention (MHA) where each attention head
maintains independent key, value, and query projections [38]. While expressive, MHA
maximises KV cache size.

Multi-Query Attention (MQA) reduces this overhead by sharing a single key-value
head across all query heads [35]. This reduces KV cache size by a factor equal to the
number of heads, at some cost to model quality.

Grouped Query Attention (GQA) provides a middle ground [3]. Instead of one shared
KV head (MQA) or fully independent heads (MHA), GQA groups query heads and shares
KV projections within each group. For example, a model might use 8 KV heads shared
across 64 query heads, reducing cache size by 8× compared to MHA while retaining most
of MHA’s representational capacity. Recent decoder-only architectures have increasingly
adopted GQA because it substantially reduces KV cache memory requirements while
maintaining model quality comparable to MHA [3]. Examples include the LLaMA-2,
LLaMA-3, Mistral, and Qwen model families.

2.2.3 Memory-Efficient Attention Computation: FlashAttention

The KV cache concerns the memory needed to store attention state, and a parallel concern
is the memory traffic generated while computing attention. A standard implementation
materialises the full n × n matrix of attention scores in high-bandwidth memory, so its
memory cost grows quadratically with sequence length and the computation becomes
bound by reads and writes of that matrix.

FlashAttention reorganises the computation to be aware of the GPU memory hier-
archy, processing attention in tiles small enough to remain in fast on-chip SRAM and
never writing the full score matrix to high-bandwidth memory [10]. The result is an
exact attention computation with markedly lower memory traffic and support for longer
sequences. FlashAttention does not change the size of the KV cache, but it addresses a
separate memory bottleneck in the attention kernel itself and has been widely adopted in
production inference engines, including the one used in this study.

While FlashAttention improves the efficiency of attention computation, it does not ad-
dress the challenge of allocating and managing KV cache memory across many concurrent
sequences. This motivates the need for specialised cache management techniques.

2.2.4 Managing the Cache: PagedAttention

Reducing the cache and computing attention efficiently still leaves the problem of allo-
cating cache memory across many concurrent sequences of unpredictable and changing
length. Allocating each sequence a single contiguous region, sized for its maximum possi-
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ble length, wastes memory through internal fragmentation and reserved-but-unused space,
which in turn lowers the number of requests that fit in memory.

PagedAttention addresses this by managing the KV cache the way an operating sys-
tem manages virtual memory: the cache is divided into fixed-size blocks that need not
be contiguous, and blocks are allocated to sequences on demand and reclaimed when se-
quences finish [19]. By nearly eliminating fragmentation, this scheme raises the effective
batch size that fits within a given memory budget and underpins the large throughput
gains reported for the vLLM engine. The mechanism is introduced here at the conceptual
level, and the specific engine version, configuration parameters, and the resulting cache
behaviour observed in this work are detailed in Chapter 3.

2.3 Inference Serving Systems

This section reviews the scheduling and memory management techniques used in modern
LLM inference engines, from continuous batching to chunked prefill, and explains the
selection of vLLM for this study.

2.3.1 From Static to Continuous Batching

Traditional deep learning serving systems use static batching : requests are collected until
a batch is full or a timeout expires, the batch is processed as a unit, and results are
returned together. This approach works well when all requests have similar compute
requirements, but LLM inference violates this assumption [45]. Sequences vary in length,
and generation is autoregressive: one request may finish after 50 tokens while another in
the same batch continues for 500. As illustrated in Figure 2.1a, shorter requests (A1, C1)
must wait for the longest request (B1) to complete, leaving GPU cycles idle (shown in
red).

Continuous batching, introduced by Orca [45], schedules at the granularity of indi-
vidual decode steps rather than complete requests. When a sequence finishes, its slot is
immediately available for a new request, with no waiting for an entire batch to complete.
Figure 2.1b shows how slots are freed immediately when sequences complete, allowing new
requests to fill vacated slots without waiting and eliminating idle time. In the original
Orca evaluation, iteration-level scheduling improved throughput by up to 36.9× compared
with the FasterTransformer serving system at the same level of latency, a gain achieved
purely through better scheduling, with no changes to the model itself [45].

2.3.2 Chunked Prefill and Stall-Free Scheduling

Continuous batching improves decode scheduling but introduces a new tension: prefill
operations, which are large and compute-bound, can stall ongoing decodes and cause
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(a) Static batching- Waiting for Longest Request

(b) Continuous batching- New Requests fill Gaps

Figure 2.1: Comparison of static and continuous batching strategies.

generation delays for requests already in progress. If a new request with a long prompt
arrives, its prefill may block decode steps for all other sequences in the batch, spiking
their inter-token latency.

Sarathi-Serve addresses this through chunked prefills [1]. Rather than processing an
entire prompt in one operation, the prefill is split into chunks of bounded size. Each
chunk is interleaved with decode steps from other sequences, creating stall-free schedules
that maintain smooth token generation even as new requests arrive. Under tail-latency
constraints, this raises serving capacity over baseline vLLM by up to 2.6× for a 7B model
on a single GPU.

2.3.3 The Framework Landscape

Several open-source inference engines implement these techniques:

• vLLM [19]: Combines PagedAttention with continuous batching. Widely adopted
in production and research, with an OpenAI-compatible API.

• Text Generation Inference (TGI) [16]: Hugging Face’s production server, op-
timised for their model hub.

• SGLang [48]: Focuses on structured generation and prefix caching for multi-turn
applications.
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• TensorRT-LLM [26]: NVIDIA’s high-performance backend, optimised for their
hardware.

• Ollama [27]: Desktop-focused runtime for local LLM deployment, prioritizing ease
of use over throughput optimisation.

2.3.4 Why vLLM for This Study

This thesis uses vLLM as its inference engine for several reasons. First, PagedAttention
and continuous batching are implemented in a single, well-documented codebase, provid-
ing a representative implementation of modern serving techniques. Second, vLLM has
been widely adopted in both academic benchmarking and production deployments [19],
facilitating comparison with prior work. Third, its OpenAI-compatible API enables realis-
tic load testing using standard HTTP tooling. Fourth, it supports the full range of models
and quantization formats evaluated in this study. The specific version and configuration
parameters are documented in Chapter 3.

2.4 Quantization for Efficient Inference

The serving techniques discussed above improve scheduling and memory management,
but the fundamental memory cost of model weights and KV cache entries remains tied to
numerical precision. Quantization addresses this by representing values in lower-precision
formats. This section covers the numeric formats and quantization methods used to reduce
model memory footprint, along with the existing evidence on their accuracy impact.

2.4.1 Numeric Formats

Neural network weights and activations are typically trained in 32-bit floating point (32-
bit Floating Point (FP32)) or 16-bit formats (16-bit Floating Point (FP16), BF16) [23].
Quantization reduces precision further to decrease memory footprint and, on supported
hardware, increase computation speed.

• FP16/BF16: 16-bit formats that halve memory compared to FP32. BF16 pre-
serves the exponent range of FP32, improving numerical stability during training.
These formats are commonly used as baseline precision in LLM deployments.

• FP8: 8-bit floating point, available on NVIDIA Hopper (H100) and later architec-
tures [22]. Reduces memory by 2× compared to FP16 while retaining floating-point
dynamics.

• INT8: 8-bit integer quantization. Requires calibration to map floating-point ranges
to integer values.
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• INT4: 4-bit integer quantization, achieving 4× compression over FP16. More
aggressive and typically requires careful calibration or training-aware methods.

2.4.2 Weight-Only vs Weight-and-Activation Quantization

Two quantization strategies exist. Weight-only quantization compresses model parameters
but performs computation in higher precision (typically FP16), decompressing weights on
the fly. This reduces memory footprint and accelerates memory-bound operations but
does not speed up compute-bound phases.

Weight-and-activation quantization quantizes both weights and intermediate activa-
tions, enabling lower-precision arithmetic throughout. Methods like SmoothQuant [41]
migrate quantization difficulty from activations to weights through mathematically equiv-
alent transformations, making INT8 inference practical for large models.

2.4.3 Post-Training Quantization Methods

Several methods enable quantization without retraining:

GPTQ [13] uses approximate second-order information to quantize weights layer by
layer, compensating for quantization error in subsequent layers. It achieves INT4 quanti-
zation with minimal accuracy loss and has been adopted in several inference frameworks
for weight-only compression.

Activation-aware Weight Quantization (AWQ) [21] observes that a small frac-
tion of weights are disproportionately important for maintaining activation magnitudes.
It protects these salient weights during quantization, achieving INT4 compression with
accuracy comparable to GPTQ but often with better hardware efficiency.

FP8 quantization on modern hardware (H100, H200) typically requires minimal cali-
bration. The format’s floating-point nature preserves dynamic range, making it robust
across diverse inputs.

2.4.4 The Accuracy Evidence and Its Limits

Extensive research has characterised the accuracy impact of quantization. On coding
evaluations, 8-bit quantized models achieve 99.9% accuracy recovery and 4-bit methods
recover 98.9% [18]. More broadly, FP8 quantization exhibits negligible accuracy loss across
model scales. Well-tuned INT8 configurations incur 1 to 3% accuracy degradation, and
4-bit weight-only approaches often match 8-bit performance on standard benchmarks [18].
However, not all studies report such small losses. Lee et al. [20] observe substantially larger
degradation on coding and reasoning tasks under their evaluated quantization settings.
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These are valuable findings, but they share a limitation: they emerge from controlled,
low-concurrency evaluations focused on output quality. How quantized models perform
under realistic concurrent load, where memory pressure from the key-value cache can be-
come a significant constraint, remains less well characterised. A 50% memory reduction
may prove counterproductive if it introduces latency penalties when the KV cache sat-
urates under high concurrency. This gap motivates the third research question of this
thesis.

2.5 Evaluating Inference Under Production Conditions

Existing work on evaluating LLM inference performance can be grouped into three cat-
egories according to the primary objective each serves: standardized benchmark suites,
which prioritize reproducible comparison across systems, practitioner load-testing tools,
which prioritize measurement of a specific deployment, and academic measurement stud-
ies, which prioritize insight into particular performance mechanisms. The distinction mat-
ters because recent work on inference benchmarking observes that existing benchmarks
are fragmented, pursuing isolated evaluation goals with incompatible methodologies and
output formats [37]. This section reviews each category and the deployment questions it
leaves unanswered, since those open questions, rather than the capabilities of any indi-
vidual tool, define the space this thesis addresses.

2.5.1 Standardized Benchmark Suites

MLPerf Inference [32] is the industry-standard suite for comparing machine learning sys-
tems under audited, reproducible conditions. It defines fixed deployment scenarios: the
Offline scenario measures maximum batch throughput, while the Server scenario issues
requests with randomized arrival times subject to latency bounds. Later rounds have in-
corporated LLM serving workloads in which time-to-first-token and time-per-output-token
act as explicit latency constraints, and systems are ranked by the maximum throughput
they can sustain while remaining within those bounds [24]. Generated output is addition-
ally validated against reference responses to prevent submissions from trading quality for
speed.

This standardization, however, fixes many of the choices that a deployment decision
must make. Models, datasets, and scenario parameters are prescribed by the benchmark,
so a submission shows what a given hardware and software stack achieves on the reference
workload, rather than helping determine which model, quantization format, or operating
concurrency an organisation should select for its own traffic on its own hardware. MLPerf
establishes which system is fastest under identical conditions, whereas capacity planning
asks which configuration is best under one organisation’s own conditions. Its arrival pro-
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cesses also stand in for production traffic rather than reproducing the request patterns
observed in real services [40], and its aggregate scores summarise overall system perfor-
mance rather than showing how performance changes as concurrency increases.

2.5.2 Practitioner Load-Testing Tools

A second category of tooling supports deployment-specific measurement. The vLLM
project ships serving benchmarks that replay prompts, by default drawn from the ShareGPT
corpus, against a running engine at configurable request rates, reporting time-to-first-
token, time-per-output-token, inter-token latency, and throughput for the run [19]. LLM-
Perf [5] issues a configurable number of concurrent requests against any OpenAI-compatible
endpoint, constructing prompts by sampling unrelated text lines under target input- and
output-length distributions, and reports latency and throughput statistics with percentile
breakdowns. NVIDIA’s GenAI-Perf and AIPerf tools follow a similar model with synthetic
or dataset-driven input, producing command-line reports and per-run plots augmented
with GPU telemetry [25].

These tools are flexible where MLPerf is fixed, but three problems limit what they
can establish. First, they are single-configuration instruments: each invocation measures
one deployment at one load level, so characterising scaling behaviour across a concur-
rency range, or comparing models and precision formats, requires external orchestration,
repeated runs, and manual collation of per-run outputs. Second, their default workloads
are synthetic: LLMPerf’s sampled text lines, for example, are statistically controlled in
length but linguistically artificial, reintroducing the workload-realism concerns examined
in Section 2.6. Third, and least visibly, the tools disagree on metric definitions. LLMPerf
includes time-to-first-token in its inter-token latency computation [25, 4], whereas other
methodologies exclude it. AWS’s inference benchmarking guidance distributes a patch
to LLMPerf whose sole purpose is to realign this definition with prevailing practice [4],
and NVIDIA’s benchmarking documentation draws the same contrast between GenAI-
Perf’s definition and LLMPerf’s [25]. Figures produced by different tools for nominally
the same metric are therefore not directly comparable, an inconsistency that propagates
into published results that rely on them.

2.5.3 Academic Measurement and Workload Studies

Academic studies extend evaluation along individual dimensions. LLM-Inference-Bench [9]
compares inference performance across AI accelerators and serving frameworks under a
consistent methodology, sweeping batch sizes over fixed-length synthetic inputs for models
drawn from the Llama family alone. It does provide an interactive dashboard, but the
dashboard is organised around accelerator, framework, and model selection rather than
around serving behaviour under load, so it establishes which hardware executes a model
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fastest rather than how many concurrent users a deployment sustains. Simulation frame-
works such as Vidur [2] predict serving performance from profiled kernel measurements,
enabling searches over deployment configurations that would be prohibitively expensive
to measure exhaustively on hardware, at the cost of inheriting the fidelity limits of sim-
ulation and of requiring a per-model profiling pass before any comparison can be made.
Bench360 [37] gathers several of these dimensions into a single harness. However, its
scope is local single-GPU deployment under a 24GiB memory budget using benchmark-
task workloads. Consequently, it does not investigate datacentre-scale serving, large dense
and MoE models, real conversational request traces, quantization beyond GPTQ, or con-
currency ranges beyond 64 users.

Several studies have investigated the characteristics of production workloads. LMSYS-
Chat-1M [47] provides one million real conversations from the Chatbot Arena, capturing
the diverse prompts and highly variable response lengths of open-domain chatbot traffic.
ShareGPT contributes approximately 70,000 user-shared ChatGPT conversations with
authentic query patterns [34], from which cleaned and filtered subsets are redistributed
for benchmarking use. BurstGPT [40] adds request traces from production GPT services,
showing that real traffic exhibits temporal burstiness that synthetic arrival processes do
not reproduce. These corpora make realistic evaluation possible, yet synthetic prompts
remain the default across the tools and suites surveyed above.

Each of these studies contributes important evidence, but together they do not pro-
vide a comprehensive view of production deployment. Hardware comparisons hold the
workload fixed, unified harnesses restrict themselves to local hardware, simulators trade
measurement for coverage, and workload characterisations describe traffic without bench-
marking systems against it. No study in this category jointly evaluates how model archi-
tecture, quantization, and request concurrency interact on a real serving stack using real
conversational workloads at large scale, or explores concurrency over a range sufficient to
expose resource saturation.

2.5.4 Comparative Summary

Table 2.1 summarises the approaches reviewed above across five aspects relevant to de-
ployment decisions: workload realism, concurrency, performance metrics, quantization
support, and cross-configuration analysis. The table entries describe what each study
evaluates in its published results rather than every capability of the underlying tool, since
several frameworks can be extended beyond their default configurations.

Overall, the table shows that each approach addresses only part of the deployment
problem. Existing studies examine different aspects of deployment, but none evaluates
workload, concurrency, latency, and quantization at large scale. The following section
explains why considering these aspects together is important for deployment decisions.

Chapter 2 Vansh Mohan 18



Approach Workload Concurrency Metrics Quantization Cross-config
analysis

MLPerf Infer-
ence [32, 24]

Fixed refer-
ence datasets

Prescribed ar-
rival scenarios,
no concurrency
sweep

Throughput
under
TTFT/TPOT
bounds

Permitted
within accu-
racy targets,
not compared

Cross-system
leaderboard

LLMPerf [5] Synthetic,
length-
controlled

Fixed per run,
no GPU-side
instrumenta-
tion

TTFT, ITL
(incl. TTFT),
throughput,
percentiles

Not targeted Raw per-run
files

GenAI-Perf /
AIPerf [25]

Synthetic or
dataset

Fixed per run TTFT, ITL,
throughput,
percentiles,
telemetry

Not targeted Command-line
reports per run

LLM-
Inference-
Bench [9]

Only Llama-
family models,
fixed-length
synthetic in-
puts

Batch-size
sweeps (1–64),
no served con-
currency

Throughput,
TTFT, ITL,
power

Framework-
supported,
not a primary
axis

Interactive
dashboard
(accelerator,
framework,
model)

Bench360 [37] Synthetic
from four task
datasets

Open-loop
Poisson, 8–64
users, 24 GiB
memory bud-
get

TTFT, TPOT,
latency, energy
(means only)

GPTQ only Four engines,
command-line
configuration

Vidur [2] Simulated
traces

Simulated
sweeps

Predicted la-
tency, through-
put, KV cache
utilization

Not in mod-
elled space

Configuration
search, per-
model profiling
required

This thesis Real con-
versations
(ShareGPT
V3)

Measured
closed-loop
sweep, 1–256
users

TTFT, TPOT,
ITL, E2E,
p50/p95/p99,
throughput,
measured KV
occupancy

BF16, FP8,
INT4-GPTQ
compared
directly

Unified
pipeline and
dashboard, 14
configurations
on A100, H100,
H200

Table 2.1: Existing LLM inference evaluation approaches, characterised along the dimen-
sions relevant to deployment decisions. The final row indicates the scope of this thesis.
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2.6 Gaps in Current Evaluation Practice

The preceding section surveyed existing evaluation approaches. This section examines
their limitations when applied to production deployment decisions, identifying recurring
gaps that motivate the research questions of this thesis.

2.6.1 Unrealistic Workloads

Many inference evaluations employ fixed or synthetically generated prompt and response
lengths to improve repeatability, whereas production LLM services exhibit highly hetero-
geneous request characteristics, including substantial variation in prompt lengths, gener-
ation lengths, and request arrival patterns [47].

This distinction is operationally significant. As discussed in Section 2.2, KV cache
memory grows linearly with sequence length, meaning that the distribution of request
lengths directly determines GPU memory consumption, sustainable batch sizes, and ul-
timately serving throughput [42]. Evaluations based on unrealistic sequence-length dis-
tributions may substantially underestimate the memory pressure typically observed in
production LLM serving.

The conversational corpora surveyed in Section 2.5.3 show that realistic request dis-
tributions are readily available, so their limited adoption in published benchmarks re-
flects evaluation practice rather than data scarcity. This thesis draws its workload from
ShareGPT for this reason, with the sampling procedure specified in Chapter 3.

2.6.2 Non-Comparability of Results Caused by Heterogeneous

Benchmarking Data and Analysis

Existing benchmarking tools either visualise individual runs or, where comparative dash-
boards exist, compare hardware and framework choices at fixed operating points [9].
vLLM’s benchmark scripts generate per-run timelines and token distribution plots [19].
NVIDIA’s AIPerf produces per-run plots and reports with GPU telemetry, but no inter-
face for comparing runs [25]. LLMPerf outputs raw metrics to CSV files. Each tool uses
its own output format and visualisation style. Recent work identifies this fragmentation
as a core barrier to informed deployment decisions, noting that existing benchmarks fail
to integrate system and task metrics into a unified framework spanning engines, usage sce-
narios, and quantization levels [37]. That work addresses the problem for local single-GPU
deployment, so unified analysis of served workloads at datacentre scale, across models,
quantization formats, and concurrency levels, remains unaddressed.

For research requiring comparison across dozens of configurations, practitioners must
write custom aggregation scripts or manually collate results. This thesis addresses the gap
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by providing a unified analysis dashboard that accepts benchmark outputs in a common
format and generates comparative visualisations: latency scaling curves across models,
throughput comparisons across quantization methods, and TTFT degradation patterns
across concurrency levels.

2.6.3 Single-User and Low-Concurrency Testing

Much of the literature evaluates inference systems under single-user or low, fixed con-
currency settings. Standardised benchmark suites include single-stream scenarios as core
evaluation cases, while practitioner benchmarking tools are typically used to measure
individual deployment configurations under predefined request rates.

This is a critical limitation because concurrency is one of the primary drivers of re-
source saturation in modern LLM serving systems. The KV cache grows linearly with
the number of active sequences, increasing GPU memory consumption and pushing the
system toward a memory-bandwidth-bound regime during decoding [42]. Performance
characteristics observed at low concurrency do not accurately reflect production condi-
tions, where multi-tenant request streams can significantly influence system behaviour.

Understanding how performance scales with concurrency, including where saturation
occurs and how different configurations respond, remains a key question for deployment
planning. This motivates the first research question.

2.6.4 Isolated Metrics

Inference evaluations often report metrics in isolation rather than as the coupled trade-off
that determines goodput, the request rate a deployment sustains within its latency targets,
under load [49]. A study might characterise latency distributions without examining
throughput, or vice versa. The trade-off curve between these objectives, precisely what
practitioners need to understand for capacity planning, remains unexplored in much prior
work.

The practical consequence is an absence of guidance on which metrics should drive a
deployment decision for a given use case. This motivates the second research question.

2.6.5 Focus of Quantization Studies on Optimising Accuracy un-

der Compression

Quantization is primarily studied from the perspective of model compression and accuracy
preservation rather than its effects on serving behaviour under load. Methods such as
GPTQ and AWQ demonstrate that reduced-precision representations can maintain model
quality while significantly lowering memory requirements [13, 21, 20, 18].
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However, their operational implications extend beyond accuracy: reduced precision
decreases memory footprint for both model weights and the KV cache, potentially alle-
viating memory-bandwidth bottlenecks during autoregressive decoding. Recent work has
begun to evaluate quantization in serving settings, but that evaluation is confined to a
single quantization method on one mid-tier GPU [37], so it remains insufficiently under-
stood how quantization affects sustained throughput, achievable concurrency, and latency
under realistic workloads.

Determining whether theoretical memory savings translate into consistent improve-
ments in production serving performance motivates the third research question.

2.7 Research Positioning

Existing studies have investigated continuous batching, paged attention, quantization,
and architectural sparsity individually, demonstrating substantial gains in controlled set-
tings [19, 1, 13]. However, relatively few studies systematically evaluate how these factors
interact under realistic production workloads incorporating heterogeneous prompts, vari-
able concurrency, and modern serving engines. Consequently, deployment practitioners
lack empirical evidence regarding which combinations of architecture, precision, and serv-
ing configuration yield optimal performance under operational constraints.

This thesis addresses these limitations through a joint evaluation of the principal fac-
tors that influence production inference performance. Rather than evaluating individual
optimisations independently, it investigates the interaction between model architecture
(dense and MoE models), numerical precision (full-precision and quantized variants), and
concurrency under realistic multi-tenant workloads. The three research questions posed in
Chapter 1 map directly to the gaps identified above: quantization under load, concurrency
scaling, and metric selection for deployment decisions.

Addressing these questions requires an experimental methodology that closely reflects
production serving conditions. The following chapter describes this methodology in de-
tail.
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Chapter 3

Methodology

This chapter presents the design of the benchmarking framework used throughout this
thesis. Building upon the research gaps identified in Chapter 1, it introduces the eval-
uation methodology developed to assess serving performance under production-oriented
workloads. Section 3.1 defines the research goals and derives the requirements that guide
the framework design. These requirements shape the system architecture presented in
Section 3.2, comprising a benchmark executor, prompt harness, telemetry collection,
SLURM-based job orchestration, an analysis pipeline, and an interactive dashboard.
Subsequently, Section 3.3 describes the closed-loop load testing methodology and the
ShareGPT dataset used to generate inference workloads via the prompt harness. Sec-
tion 3.4 then defines the performance metrics employed throughout the evaluation, while
Section 3.5 presents the methodology for estimating serving costs comparable with com-
mercial API pricing. Finally, Section 3.6 describes the vLLM serving engine and its
configuration, Section 3.7 details the experimental protocol adopted to ensure repro-
ducibility, and Section 3.8 outlines the statistical methods used to analyse the collected
measurements. Together, these methodological components provide the foundation for
the implementation presented in Chapter 4.

3.1 Research Goals

Chapter 2 identified five limitations in current evaluation practice: synthetic workloads,
non-comparable results, testing at single-user or low concurrency, isolated metrics, and
quantization assessed for accuracy rather than for serving performance. These are limi-
tations of evaluation method rather than of the systems evaluated.

This thesis addresses them with a controlled experiment. A prompt harness developed
from ShareGPT supplies the same request distribution to every run, and the server con-
figuration parameters are held fixed, so that any difference in the results is attributable to
concurrency level, model, or model precision. Each of the three research questions posed

23



in Chapter 1 investigates one of these factors.

• RQ1 (Realistic Benchmark Scaling under Load): By sweeping concurrency
from 1 to 256 simultaneous requests, we characterise the full scaling curve and
identify saturation points.

• RQ2 (Effective Metrics for Deployment): By measuring TTFT, TPOT, ITL,
and latency percentiles simultaneously, we can analyze which metrics matter for
which scenarios.

• RQ3 (Impact of Quantization on Deployment): By testing both full-precision
and quantized variants of the same model architecture under identical conditions,
we isolate the performance effects of quantization.

Answering RQ1 requires measuring the complete scaling curve rather than a single
operating point, which means running the same benchmark at multiple concurrency levels
under otherwise identical conditions. The benchmark executor therefore accepts a list of
concurrency levels and runs the whole sweep within one job, holding the number of in-
flight requests fixed at each level.

RQ2 cannot be answered if latency and throughput are measured in separate exper-
iments, since the question is how the metrics relate to one another. Every metric is
therefore recorded for every request in a single output format. The resulting files are
uploaded directly to the analysis dashboard, which filters and compares configurations
without further scripting.

Comparing across models and concurrency levels requires that every experiment sees
the same requests. The prompt harness is prepared once from ShareGPT and reused
unchanged throughout. For RQ3, a quantized variant is supplied to that same harness in
place of its full-precision counterpart, with the server configuration unchanged, isolating
numerical precision as the only experimental variable.

Section 3.2 presents the architecture that implements these capabilities.

3.2 System Architecture

These requirements are realised by a purpose-built benchmarking system. Figure 3.1
shows its architecture. A benchmark run takes two inputs: the ShareGPT dataset sup-
plying real conversational prompts (Section 3.3.3) and an experimental configuration spec-
ifying the model, concurrency levels, and server parameters. The run is submitted as a
SLURM job, which allocates the GPUs (A100, H100, or H200) and starts a vLLM server
on them. Readiness is verified by polling the server’s health endpoint, and a small num-
ber of warm-up requests are sent first and excluded from all metrics, so that one-time
startup costs do not distort the measurements. The benchmark executor then dispatches
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concurrent streaming Hypertext Transfer Protocol (HTTP) requests against the server’s
OpenAI-compatible /v1/chat/completions endpoint while a telemetry collector polls
the GPUs throughout the run. Per-request metrics, GPU telemetry, logs, and error files
are stored per run as raw results. A Python analysis pipeline parses these files and aggre-
gates performance statistics, and a Streamlit web dashboard provides interactive filtering
and comparison across runs.

Result Analysis Pipeline (Python +
Streamlit Dashboard)

Parses raw results (CSV), computes metrics
and aggregates performance statistics

Inference Backend (LLM Serving)

SLURM starts the inference server on
allocated GPU(s)

vLLM Server

Accessed through OpenAI compatible
server endpoints

Benchmark Execution
Server is ready, Benchmark requests

are sent to the inference server

Web Dashboard

Interactive visualization of raw CSVs and
metrics. Supports filtering and comparison

across multiple runs

¸

Configurations
(Model, Server 

Parameters)

Dataset
(ShareGPT)

Job Submission (SLURM)

Submits the benchmark job to the cluster and
allocates GPUs (A100/H100/H200)

Raw Results Storage

Metrics per request, logs and error files are
stored for each run

Telemetry Collection

Periodic collection of GPU Data for analysis
of Key Value (KV) Cache usage

Figure 3.1: High-level architecture of the benchmarking system. Inputs (dataset and
experimental configuration) are submitted as a SLURM job that allocates GPUs and
starts the vLLM server; the benchmark executor sends concurrent requests to the server,
raw results are stored per run, and the analysis pipeline and web dashboard consume
them.
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The framework comprises five components, each developed for this thesis:

• Benchmark Executor: Dispatches concurrent HTTP requests to the inference
server and captures per-request metrics including TTFT, TPOT, and E2E latency
through streaming response handling.

• Telemetry Collector: Polls GPU utilization, memory consumption, and power
draw throughout each run, enabling KV cache usage calculation and bottleneck
identification.

• SLURM Job Orchestration: Manages reproducible execution on shared HPC
infrastructure with isolated GPU allocation and automated server lifecycle manage-
ment.

• Analysis Pipeline: Transforms raw benchmark outputs into a uniform format,
computes statistical aggregates, and generates figures across configurations.

• Interactive Web Dashboard: Enables users to upload benchmark results, filter
by model and concurrency, and compare configurations through multiple analysis
views without writing custom scripts.

Measurement and analysis are designed as a single workflow rather than as separate
stages. The benchmark executor records every request in a common output format, and
the dashboard consumes these records directly, allowing completed benchmark runs to be
explored and compared without intermediate processing.

This common workflow supports all three research questions. RQ1 can be addressed by
selecting any subset of concurrency levels from one or more benchmark sweeps to examine
scaling behaviour. RQ2 can be addressed by presenting latency, throughput, and TTFT
within the same filtered view, allowing their relationships to be analysed from the same set
of measurements. For RQ3, full-precision and quantized runs can be labelled separately,
one designated as the reference configuration, and the remaining runs compared as per-
metric differences. Section 4.7.3 describes the dashboard implementation.

The remainder of this chapter specifies the design decisions embedded in this archi-
tecture, and Chapter 4 describes how each component is implemented.

3.3 Load Testing Approach

Load testing evaluates system behavior under varying levels of concurrent demand. For
LLM inference, this involves simulating multiple users submitting requests simultaneously.
Two fundamental approaches exist, and the choice between them significantly affects
what the benchmark measures. Section 3.3.1 compares them, Section 3.3.2 justifies the
approach adopted here, and Section 3.3.3 specifies the prompt harness driven through it.
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3.3.1 Open-Loop vs Closed-Loop Testing

Open-loop testing sends requests at a fixed rate regardless of whether previous requests
have completed. If the target rate is 100 requests per second, the system sends 100 re-
quests every second even if the server is overwhelmed and requests are piling up. This
approach models burst traffic scenarios and denial-of-service conditions. It can reveal sys-
tem breaking points but also causes artificial queue buildup that may not reflect realistic
usage patterns.

Closed-loop testing maintains a fixed number of concurrent requests. When one
request completes, another is immediately dispatched to maintain the target concurrency
level. If concurrency is set to 64, there are always exactly 64 requests in flight. This
approach models interactive users: each user waits for a response before sending another
query.

Table 3.1 contrasts the two approaches across the aspects that determine what a
benchmark based on either is able to measure.

Aspect Open-Loop Closed-Loop

Request dis-
patch

Fixed rate regardless of re-
sponses

New request sent when previ-
ous completes

Concurrency Variable (depends on response
time)

Fixed (controlled by worker
count)

Realism Models burst traffic, DoS sce-
narios

Models interactive users

Queue behavior Can cause unbounded queuing Self-regulating
Primary use case Stress testing, capacity limits SLA validation, latency analy-

sis

Table 3.1: Comparison of Load Testing Approaches

3.3.2 Our Approach: Closed-Loop with ThreadPoolExecutor

We employ closed-loop testing because it better represents production chatbot and API
workloads where users interact sequentially. The implementation uses Python’s ThreadPoolExecutor
with the number of workers set to the target concurrency level. Each worker thread repre-
sents a virtual user who sends a request, waits for the complete response, records metrics,
and immediately sends the next request.

This approach provides several advantages:

• Precise concurrency control: Exactly N requests are in-flight at any moment,
enabling clean comparisons across concurrency levels.

• No artificial queuing: The system self-regulates. If responses slow down, request
rate automatically decreases.
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• Accurate per-request metrics: Each request’s latency reflects actual processing
time, not time spent waiting in an artificial queue.

• Reproducibility: Given the same prompts and concurrency level, results are con-
sistent across runs.

The concurrency levels tested span three orders of magnitude: 1, 2, 4, 8, 16, 32, 64,
128 and 256. This range covers single-user baselines through extreme stress conditions,
allowing us to identify optimal operating regions and saturation points.

3.3.3 Dataset Selection

The closed-loop executor adopted in Section 3.3.2 requires a fixed set of prompts to drive
through the server, and what that set contains determines what the benchmark is able
to measure. Synthetic benchmarks with fixed-length random prompts produce clean,
reproducible numbers but fail to capture production behavior.

ShareGPT V3

We use the ShareGPT V3 dataset, a collection of real conversations between users and
ChatGPT. This dataset provides:

• Realistic prompt distribution: Prompt lengths follow a natural distribution
rather than being artificially uniform. Some prompts are short questions, others are
long documents for analysis.

• Task diversity: The dataset includes coding questions, creative writing, factual
Q&A, analysis tasks, and conversational exchanges.

• Natural language patterns: Real user queries contain typos, informal language,
and domain-specific terminology that affect tokenization efficiency.

Dataset Preparation

From the full ShareGPT V3 corpus, we sample 1,000 prompts using the parameters listed
in Table 3.2.
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Parameter Value

Source ShareGPT V3 (HuggingFace)
Sample size 1,000 prompts
Random seed 77
Minimum length 20 characters
Maximum length 2,000 characters
Extraction method First human message per conversation

Table 3.2: Dataset Sampling Parameters

The fixed random seed ensures reproducibility across experimental runs. The same
1,000 prompts are used for all models and concurrency levels, enabling fair comparison.

3.4 Metrics Framework

Evaluating LLM inference requires metrics that capture different aspects of system be-
havior. A single number like “average latency” hides critical information about user expe-
rience and system dynamics. Our framework captures multiple complementary metrics,
each revealing something distinct about performance.

3.4.1 Latency Metrics

End-to-End (E2E) Latency

E2E latency measures the total time from request submission to receipt of the final token.
This is the wall-clock time a user waits for a complete response.

Latencye2e = tlast_token − trequest_start (3.1)

E2E latency matters for synchronous API calls where the client blocks until the full
response is available. It determines perceived speed for non-streaming applications.

Time To First Token (TTFT)

Time to First Token measures how long until the model begins responding. In streaming
applications, this is when the user first sees output appearing.

TTFT = tfirst_token − trequest_start (3.2)

TTFT is critical for perceived responsiveness. Users interpret a system that starts
responding in 200ms as fast, even if the complete response takes 10 seconds. Conversely,
a system with 5-second TTFT feels broken regardless of total latency. TTFT primarily
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reflects the prefill phase where the model processes the input prompt. Under high con-
currency, TTFT degrades faster than generation speed because prefill operations compete
for KV cache space.

Time Per Output Token (TPOT)

Time Per Output Token measures the average time to generate each token after the first
one. This reflects the decode phase performance.

TPOT =
tlast_token − tfirst_token

noutput_tokens − 1
(3.3)

The denominator uses n − 1 because TPOT measures intervals between tokens, and
n tokens have n− 1 intervals. TPOT determines how fast text streams to the user after
generation begins.

Inter-Token Latency (ITL)

Inter-Token Latency is similar to TPOT but includes the first token in the calculation:

ITL =
tlast_token − tfirst_token

noutput_tokens
(3.4)

ITL represents the average gap between consecutive tokens during streaming. Lower
ITL means smoother streaming output. The distinction between TPOT and ITL matters
when analyzing whether the first token’s generation differs from subsequent tokens.

Latency Percentiles

Average latency can be misleading when distributions have long tails. A system with
2-second average latency might have most requests completing in 1 second while some
take 30 seconds. For production systems with SLAs, tail latency often matters more than
averages.

We report three percentiles:

• P50 (median): Half of requests complete faster than this. Represents typical user
experience.

• P95: 95% of requests complete faster than this. Common SLA target.

• P99: 99% of requests complete faster than this. Captures worst-case behavior for
most users.

The ratio P99/P50 indicates latency consistency. A ratio near 1.0 means predictable
performance, while a ratio of 3.0 or higher indicates significant variability where some
users experience much worse performance than others.
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3.4.2 Throughput Metrics

Request Throughput

Request throughput measures completed requests per unit time:

Throughputrequest =
Nsuccessful

Tduration
[requests/second] (3.5)

This metric matters for capacity planning: how many user queries can the system
handle?

Token Throughput

Token throughput measures generated tokens per unit time:

Throughputtoken =

∑︁N
i=1 n

(i)
output

Tduration
[tokens/second] (3.6)

Token throughput better reflects actual computational work, especially when response
lengths vary. Two systems might have identical request throughput but very different
token throughput if one generates longer responses.

Per-Request vs Aggregate Throughput

A crucial distinction exists between per-request and aggregate throughput:

• Per-request throughput: Tokens generated per second for an individual request.
Calculated as noutput/latency for each request.

• Aggregate throughput: Total tokens generated per second across all concurrent
requests.

These metrics move in opposite directions as concurrency increases. Per-request
throughput decreases because each request shares GPU resources with others. Aggre-
gate throughput increases because more requests are being processed in parallel. The
optimal operating point depends on whether the deployment prioritizes individual user
experience (per-request) or system efficiency (aggregate).

3.4.3 Performance Characterization Using Multiple Metrics

Different performance metrics capture different aspects of LLM inference behaviour. Con-
sequently, no single metric is sufficient to evaluate every deployment scenario. Consider
the following two configurations:
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• Configuration A: 100ms TTFT, 5 seconds total latency, 1000 tok/s aggregate
throughput

• Configuration B: 2 seconds TTFT, 4 seconds total latency, 1200 tok/s aggregate
throughput

The preferred configuration depends on the specific application. For a streaming chat-
bot, Configuration A is superior despite higher total latency because users see immediate
feedback. For batch document processing, Configuration B is preferable due to lower
total latency and higher throughput. Our multi-metric framework enables these trade-off
analyses rather than collapsing everything into a single score.

3.5 Performance-Based Cost Modeling

The performance metrics introduced in the previous sections quantify the latency, through-
put, and scalability of an inference deployment. While these metrics are essential for eval-
uating technical performance, production deployments additionally require an estimate
of operational cost. Commercial LLM providers therefore publish separate prices for in-
put and output tokens, reflecting the different computational characteristics of the prefill
and autoregressive decoding phases discussed in Section 2.2. To enable a direct compari-
son between self-hosted deployments and commercial APIs, this thesis derives equivalent
input- and output-token costs from the measured benchmark data.

Estimating these costs is not straightforward. A conventional benchmark records only
the total execution time of an inference workload, during which prompt processing and
token generation occur sequentially and cannot be directly distinguished. Consequently,
a single benchmark provides one observation but contains two unknown quantities: the
effective processing cost of input tokens and the effective processing cost of output tokens.

The proposed benchmarking methodology resolves this ambiguity by executing two
complementary workload profiles with substantially different input/output token ratios.
The resulting measurements provide sufficient information to estimate separate effective
processing times for input and output tokens using a system of linear equations.

3.5.1 Estimating Input and Output Token Processing Costs

Let

• d denote the total wall-clock duration of a benchmark workload,

• i denote the total number of processed input tokens,

• o denote the total number of generated output tokens,
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• ti denote the effective processing time per input token [s/token], and

• to denote the effective processing time per output token [s/token].

Assuming a fixed concurrency level and approximately stationary batching behaviour,
the total execution time can be approximated as the sum of the time spent processing
input and output tokens:

d = i · ti + o · to. (3.7)

This model does not attempt to describe the internal execution of the inference engine.
Instead, it estimates two effective coefficients that characterise the average contribution
of input and output tokens to the observed execution time.

To estimate these coefficients, every evaluated configuration is benchmarked under
two complementary workload profiles:

• Generation-heavy workload, consisting of short prompts and long responses.

• Prefill-heavy workload, consisting of long prompts and short responses.

These measurements produce the linear system

d1 = i1ti + o1to,

d2 = i2ti + o2to,
(3.8)

or equivalently, [︄
i1 o1

i2 o2

]︄[︄
ti

to

]︄
=

[︄
d1

d2

]︄
. (3.9)

Since the two workload profiles intentionally differ in their input/output token ratios,
the coefficient matrix is well-conditioned and the system can be solved uniquely for ti and
to.

As an illustrative example, the Qwen3.5-35B-A3B-FP8 configuration evaluated at con-
currency level C = 1 produced

3302.23 = 35 450 ti + 290 133 to,

5030.33 = 10 397 442 ti + 283 287 to.

Solving the system yields

ti = 1.74× 10−4 s/token, to = 1.14× 10−2 s/token.

The estimated output-token processing time is therefore approximately 65 times larger
than the input-token processing time. This result is consistent with the architectural
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differences between the highly parallel prefill phase and the sequential autoregressive
decoding phase discussed in Chapter 2.

3.5.2 Hardware Cost Model

To convert processing time into monetary cost, the execution time must be multiplied by
the operational cost of the serving hardware. Let Cs denote the effective cost of operating
one inference server for one second.

For illustration, the yearly total cost of ownership (TCO) of a single NVIDIA A100
server is approximated as shown in Table 3.3. The values include hardware amortisation,
electricity, and maintenance costs.

Component Annual Cost (e)

Hardware amortisation 20 000
Maintenance 3 000
Energy 7 000

Total 30 000

Table 3.3: Illustrative yearly total cost of ownership of a single NVIDIA A100 server.

The corresponding cost per second can therefore be calculated as follows

Cs =
30 000

365× 24× 3600
= 9.51× 10−4 e/s. (3.10)

The proposed methodology is independent of this particular estimate. Alternative
hardware platforms or cloud pricing models can be incorporated by substituting an ap-
propriate value of Cs.

3.5.3 Estimating Cost per Million Tokens

The estimated processing costs are converted into monetary prices by multiplying the
effective processing time by the cost of one machine-second:

Pin = tiCs10
6, Pout = toCs10

6, (3.11)

where Pin and Pout denote the estimated prices per million input and output tokens,
respectively.

Using the previous example yields an estimated cost of approximately 0.17e per mil-
lion input tokens and 10.81e per million output tokens.

Since both ti and to vary with concurrency, the resulting prices are also workload
dependent. Consequently, improvements in batching efficiency at higher concurrency
levels directly translate into lower effective inference costs per processed token.
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Building on the benchmark results of this thesis, the cost model was applied to a
subset of frequently deployed configurations for which the dual-workload measurements
were conducted. The resulting price estimates and their dependence on concurrency are
presented in Section 6.7.

3.6 vLLM Serving Engine

vLLM is the inference engine at the core of our evaluation. Understanding its architecture
is essential for interpreting benchmark results.

3.6.1 Continuous Batching

Traditional batching waits for a fixed batch of requests before processing them together.
This creates inefficiency: fast-completing requests must wait for slow ones, and the GPU
idles between batches.

vLLM implements continuous batching, where new requests join ongoing batches with-
out waiting. As soon as one request completes, its GPU resources become available for
new requests. This approach dramatically improves GPU utilization and throughput.

3.6.2 PagedAttention and KV Cache Management

During autoregressive generation, the model must access KV pairs from all previous to-
kens. Naive implementations store these contiguously, leading to memory fragmentation
as sequences of different lengths are processed.

vLLM’s PagedAttention allocates KV cache in non-contiguous blocks, similar to how
operating systems manage virtual memory. This enables efficient memory utilization
across sequences of varying lengths and dynamic reallocation as requests complete.

The KV cache is the critical bottleneck at high concurrency. Each concurrent sequence
requires its own KV cache allocation. When GPU memory fills with KV cache, new
requests must wait for existing sequences to complete before their prefill can begin. This
is why TTFT degrades dramatically at high concurrency while token generation speed
remains relatively stable.
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3.6.3 vLLM Server Configuration

Table 3.4 lists the parameters with which the vLLM server is launched.

Parameter Value Rationale

max-num-seqs 256 Maximum concurrent sequences in a
batch

enforce-eager false Retains hybrid CUDA graph and ea-
ger execution rather than forcing eager-
only

max-num-batched-tokens 8192 Controls prefill chunk size for memory
efficiency

enable-chunked-prefill true Splits long prefills to reduce latency
spikes

tensor-parallel-size ∈ {1, 2, 8} Set per model according to weight foot-
print

Table 3.4: vLLM Configuration Parameters

3.7 Experimental Protocol

Each benchmark run follows a standardized protocol to ensure reproducibility and fair
comparison across models:

1. Server Initialization: Launch vLLM with model-specific configuration. Wait for
the model to load completely.

2. Health Check: Poll the /health endpoint until the server responds (5-minute
timeout). This ensures the model is fully loaded and ready to serve requests.

3. Warm-up Phase: Execute five requests that are excluded from all reported met-
rics. This initializes GPU kernels and server caches before measurement begins,
ensuring that every concurrency level is evaluated from the same steady operating
state. The warm-up is performed once, after the health check and before the con-
currency sweep. Responses generated during this phase are discarded and never
included in the benchmarking results.

4. GPU Telemetry Start: Begin polling nvidia-smi at 1 Hz to capture GPU uti-
lization, memory usage, and power consumption throughout the benchmark.

5. Benchmark Sweep: For each concurrency level in {1, 2, 4, 8, 16, 32, 64, 128, 256}:

• Dispatch all 1,000 prompts via ThreadPoolExecutor with max_workers set to
concurrency level

Chapter 3 Vansh Mohan 36



• Stream each response, capturing timestamp of first token for TTFT calculation

• Record per-request metrics: latency, TTFT, output token count, success/failure
status

• Compute aggregate statistics: percentiles, throughput, success rate

6. Cleanup: Stop GPU telemetry, terminate server, save all results to CSV.

3.7.1 Request Handling

Each request is sent as an HTTP POST to vLLM’s OpenAI-compatible /v1/chat/completions
endpoint with streaming enabled. Streaming is essential for accurate TTFT measurement:
by processing the response as a stream of server-sent events, we can timestamp exactly
when the first token arrives.

3.7.2 Failure Handling

Requests that fail (timeout, server error, malformed response) are recorded with their
error status but excluded from latency statistics. The success rate at each concurrency
level is tracked separately, providing visibility into system stability under load.

3.8 Analysis Methods

Raw benchmark data undergoes systematic analysis to extract actionable insights:

• Statistical aggregation: Per-request metrics are aggregated into percentiles (P50,
P95, P99), means, and standard deviations for each model-concurrency combination.

• Scaling curve analysis: Latency and throughput are plotted against concurrency
to identify linear scaling regions, saturation points, and degradation thresholds.

• Comparative analysis: Models within and across categories are compared at
matched concurrency levels to isolate the effects of architecture, size, and quantiza-
tion.

• Bottleneck identification: Correlation between TTFT spikes and KV cache uti-
lization identifies memory-bound operating regions.

The analysis pipeline is fully automated, enabling rapid iteration as new models or
configurations are tested.
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Chapter 4

Implementation

This chapter describes the implementation of the benchmarking framework designed in
Chapter 3, following the architecture introduced in Section 3.2. Section 4.1 presents the
core benchmarking code, which dispatches concurrent requests and captures per-request
metrics through streaming response handling. Section 4.2 describes the telemetry collected
during each run, which supports the KV cache analysis presented in Chapter 5. The
hardware platform used for all measurements is specified in Section 4.3, and Section 4.4
describes the SLURM-based job orchestration that provides isolated and reproducible
resource allocation on shared HPC infrastructure. Section 4.5 then introduces the fourteen
model configurations spanning four architectural categories. Preparation of the prompt
harness from ShareGPT is described in Section 4.6, followed by the analysis pipeline in
Section 4.7 and the interactive dashboard in Section 4.7.3. Finally, Section 4.8 discusses
the reproducibility measures built into the implementation.

The complete source code for the benchmark framework, SLURM job scripts, analysis
pipeline, analysis dashboard, and supporting scripts developed as part of this research
is available in the following Gitlab repository: https://gitlab.gwdg.de/gwdg-thesis/
msc-vansh-mohan.

4.1 Core Benchmarking Implementation

The benchmarking logic is implemented in benchmark_serve.py, a Python script of ap-
proximately 200 lines that handles request dispatch, metric collection, and result aggre-
gation.

4.1.1 Request Dispatch

The core dispatch mechanism uses Python’s concurrent.futures module. Listing 1
shows the batch execution logic.
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1 def _run_batch(run_id: str, prompts: List[str], endpoint: str, model: str,
2 concurrency: int, max_toks: int):
3 start_batch = time.time()
4 rows = []
5 with requests.Session() as sess, \
6 concurrent.futures.ThreadPoolExecutor(max_workers=concurrency) as ex:
7 futs = [ex.submit(_send_one, i + 1, len(prompts),
8 sess, endpoint, model, p, max_toks)
9 for i, p in enumerate(prompts)]

10 for fut in concurrent.futures.as_completed(futs):
11 row = fut.result()
12 row.update({"concurrency": concurrency,
13 "max_tokens": max_toks, "run_id": run_id})
14 rows.append(row)

Listing 1: Concurrent request dispatch using ThreadPoolExecutor

The ThreadPoolExecutor creates exactly concurrency worker threads. Each thread
executes the _send_one function, which sends a single request and returns its metrics. The
as_completed iterator yields results as they finish, enabling real-time progress tracking.

A shared requests.Session object is used across all threads. This enables HTTP
connection pooling, reducing the overhead of establishing new TCP connections for each
request.

4.1.2 Streaming Response Handling

Accurate TTFT measurement requires processing responses as streams rather than wait-
ing for completion. Listing 2 shows the streaming response handler.

The vLLM server sends responses as Server-Sent Events (SSE), with each token chunk
prefixed by data:. By iterating over lines as they arrive, we capture the exact timestamp
when the first token is received. This streaming approach is essential because a non-
streaming request would only provide end-to-end latency.
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1 def _send_one(idx: int, total: int, sess: requests.Session, endpoint: str,
2 model: str, prompt: str, max_toks: int):
3 start = time.time()
4 try:
5 r = sess.post(endpoint, json=build_payload(model, prompt, max_toks),
6 stream=True, timeout=60)
7 r.raise_for_status()
8 gen_txt, first_tok_t = "", None
9 for ln in r.iter_lines(decode_unicode=True):

10 if not ln or not ln.startswith("data: "):
11 continue
12 if ln.strip() == "data: [DONE]":
13 break
14 chunk = (json.loads(ln[6:])["choices"][0]
15 .get("delta", {}).get("content", ""))
16 if chunk:
17 if first_tok_t is None:
18 first_tok_t = time.time() # TTFT captured here
19 gen_txt += chunk
20 latency = time.time() - start
21 ttft = (first_tok_t - start) if first_tok_t else None
22 return dict(uuid=str(uuid.uuid4()),
23 timestamp=datetime.utcnow().isoformat(),
24 prompt_len=token_len(prompt),
25 output_tokens=token_len(gen_txt), latency=latency,
26 ttft=ttft, status=200, error="")
27 except Exception as e:
28 return dict(uuid=str(uuid.uuid4()),
29 timestamp=datetime.utcnow().isoformat(),
30 prompt_len=token_len(prompt), output_tokens=0,
31 latency=None, ttft=None, status=500, error=str(e))

Listing 2: Streaming response handling with TTFT capture

4.1.3 Metric Calculation

Per-request metrics are computed from timestamps and token counts. Listing 3 shows
the derived metric calculations.

1 # Time Per Output Token (excluding first token)
2 tpot = (latency - ttft) / max(output_tokens - 1, 1)
3

4 # Inter-Token Latency
5 itl = (latency - ttft) / output_tokens

Listing 3: Per-request metric derivation

Aggregate statistics are computed after all requests complete, as shown in Listing 4.
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1 from statistics import median, quantiles, mean
2

3 lats = [r["latency"] for r in successful_rows]
4 p50 = median(lats)
5 p95 = quantiles(lats, n=100)[94]
6 p99 = quantiles(lats, n=100)[98]
7

8 throughput = sum(r["output_tokens"] for r in successful_rows) / duration

Listing 4: Aggregate statistics computation

4.1.4 Output Format

Results are written to CSV using the schema in Table 4.1.

Field Type Description

uuid string Unique request identifier
timestamp ISO 8601 Request start time
prompt_len integer Input token count (word approximation)
output_tokens integer Generated token count
latency float End-to-end latency in seconds
ttft float Time to first token in seconds
status integer HTTP status code (200 = success)
error string Error message if failed
concurrency integer Concurrency level for this batch
max_tokens integer Output token limit
run_id string Batch identifier (e.g., “c64_t512”)

Table 4.1: Benchmark Output CSV Schema

This schema enables flexible post-hoc analysis: filtering by concurrency, aggregating
across runs, or drilling into individual requests.

4.1.5 Request Dispatch Verification

To verify that benchmark requests are correctly dispatched and processed by the inference
server, we examined vLLM’s internal scheduler logs for each benchmark run. Figure 4.1
shows the server’s real-time status output at two representative concurrency levels, dis-
playing the number of requests being processed and the current GPU KV cache usage. At
each concurrency level, the server reports processing the expected number of concurrent
requests, providing assurance that all dispatched requests reach the server and enter the
scheduling pipeline as intended.
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(a) Concurrency level 128: server processing 128 concurrent requests

(b) Concurrency level 256: server processing 256 concurrent requests

Figure 4.1: vLLM scheduler log output during benchmark execution, showing number of
requests being processed and KV cache usage at each concurrency level.

4.2 GPU Telemetry Collection

Understanding GPU behavior during benchmarks provides insight into bottlenecks. A
background thread polls nvidia-smi at 1 Hz throughout each benchmark run, as shown
in Listing 5.

1 def _poll_gpu(stop_evt, path):
2 while not stop_evt.is_set():
3 out = subprocess.check_output([
4 "nvidia-smi",
5 "--query-gpu=timestamp,utilization.gpu,utilization.memory,"
6 "memory.used,power.draw",
7 "--format=csv,noheader,nounits"
8 ], text=True)
9 writer.writerow([x.strip() for x in out.split(",")])

10 time.sleep(1)

Listing 5: GPU telemetry collection via nvidia-smi polling

The telemetry captures following for the supported GPU types:

• GPU Compute Utilization (%): How busy the GPU cores are. High utilization
indicates compute-bound operation, while low utilization during high concurrency
suggests memory bottlenecks.

• Memory Utilization (%): Memory bandwidth utilization. LLM inference is
typically memory-bound.

• Memory Used (MB): Absolute GPU memory consumption. Tracks KV cache
growth as concurrency increases.

• Power Draw (W): Instantaneous power consumption. Enables energy efficiency
calculations.

The polling thread runs as a daemon, automatically terminating when the main process
exits. A threading event (stop_evt) provides clean shutdown.
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4.3 Hardware Configuration

Experiments were conducted on high-performance computing infrastructure with dedi-
cated GPU allocation. Table 4.2 lists the configurations used.

GPU GPUs per run

NVIDIA A100 1
NVIDIA H100 2
NVIDIA H200 8

Table 4.2: GPU configurations used for the benchmark campaign

The A100’s 80GB memory is particularly important for high-concurrency testing, as
KV cache requirements grow linearly with the number of concurrent sequences.

The runtime environment and the components developed for this work are listed in
Tables 4.3 and 4.4.

Component Technology Purpose

Benchmark executor Python Dispatches concurrent stream-
ing requests, records per-
request metrics

Job scripts Bash / SLURM Allocate GPUs, launch vLLM,
run benchmark sweep

Analysis pipeline Python Parses raw CSVs, aggregates
statistics

Web dashboard Streamlit Interactive filtering and com-
parison

Table 4.3: Components developed for this work

Component Version Purpose

vLLM 0.15.1 Inference engine with continuous batching
Python 3.11.9 Runtime environment
GCC 13.2.0 Compiler toolchain
CUDA 12.6.2 GPU acceleration

Table 4.4: Software Environment

4.4 HPC Integration with SLURM

Experiments run on shared HPC infrastructure managed by SLURM. A job script en-
capsulates the complete benchmark workflow, as shown in Listing 6.
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1 #!/bin/bash
2 #SBATCH --job-name=vllm-bench
3 #SBATCH --output=vllm-bench-%j.out
4 #SBATCH --gpus=A100:1
5 #SBATCH --cpus-per-task=16
6 #SBATCH --mem=80G
7 #SBATCH --time=06:00:00
8

9 # Configuration
10 MODEL_PATH=~/Models/Qwen3-8B
11 PROMPTS=~/benchmarking/sharegpt_prompts.txt
12 OUT_DIR=~/benchmarking/results
13

14 # Launch vLLM server
15 python -m vllm.entrypoints.openai.api_server \
16 --model $MODEL_PATH \
17 --max-num-seqs 256 \
18 --enable-chunked-prefill &
19

20 VLLM_PID=$!
21

22 # Wait for server readiness
23 for i in {1..150}; do
24 curl -sf "http://127.0.0.1:8000/health" && break
25 sleep 2
26 done
27

28 # Run benchmark
29 python benchmark_serve.py \
30 --url "http://localhost:8000/v1" \
31 --model $MODEL_PATH \
32 --prompts $PROMPTS \
33 --outdir $OUT_DIR \
34 --concurrency 1,2,4,8,16,32,64,128,256 \
35 --gpu-stats
36

37 # Cleanup
38 kill $VLLM_PID

Listing 6: SLURM job script for benchmark execution

Key aspects of the SLURM implementation:

• Resource isolation: Each job gets dedicated GPU and Central Processing Unit
(CPU) allocation, eliminating interference from other users.

• Reproducibility: The job script documents exact configuration, enabling replica-
tion.

• Server lifecycle: vLLM launches as a background process, with the script waiting
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for health check before benchmarking.

• Timeout handling: The 6-hour allocation accommodates long benchmark sweeps
while preventing runaway jobs.

4.4.1 Health Check Implementation

The health check loop ensures the model is fully loaded before benchmarking begins.
Listing 7 shows the implementation.

1 for i in {1..150}; do
2 if curl -sf "http://127.0.0.1:8000/health" >/dev/null 2>&1; then
3 echo "Server ready (attempt $i)"
4 break
5 fi
6 if [ $i -eq 150 ]; then
7 echo "Server failed to start"
8 exit 1
9 fi

10 sleep 2
11 done

Listing 7: Server health check loop with timeout

This polls the /health endpoint every 2 seconds for up to 5 minutes. Large models
can take several minutes to load, and starting the benchmark before loading completes
would produce invalid results.

4.5 Models Under Evaluation

We evaluate models spanning the four categories listed in Table 4.5, chosen to capture
the diversity of production deployment scenarios.
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Category Models Characteristics

Dense Qwen3-8B, Qwen3-
8B-FP8, Qwen3-
14B, Llama-3.1-8B,
Gemma-4-31B

BF16 or FP8 quantized; all parameters
active during inference

Large Llama-3.3-70B, GPT-
OSS-120B

70B+ parameters; high quality but
resource-intensive

Huge GLM-4.7-FP8, GLM-
5.1-FP8

GLM family with FP8 quantization

MoE Qwen3-30B-A3B-
FP8, Qwen3.6-35B-
A3B-FP8, Qwen3.5-
35B-A3B (BF16, FP8,
INT4)

Mixture-of-Experts with sparse activa-
tion; only 3B parameters active per to-
ken despite 30–35B total

Table 4.5: Model Categories and Characteristics

The Dense category enables direct comparison of quantization effects (Qwen3-8B vs
Qwen3-8B-FP8) and model size scaling (8B vs 14B). MoE models test whether sparse
architectures deliver on their efficiency promises under realistic conditions. The Qwen3.5-
35B-A3B trio additionally provides a quantization comparison (BF16 baseline vs FP8 vs
GPTQ-Int4) on a single MoE base model.

4.6 Dataset Preparation

ShareGPT prompts are prepared by a separate script that downloads from HuggingFace
and extracts user messages. Listing 8 shows the extraction logic.

Chapter 4 Vansh Mohan 46



1 SHAREGPT_URL = ("https://huggingface.co/datasets/anon8231489123/"
2 "ShareGPT_Vicuna_unfiltered/resolve/main/"
3 "ShareGPT_V3_unfiltered_cleaned_split.json")
4

5 data = json.loads(requests.get(SHAREGPT_URL, timeout=300).content)
6

7 prompts = []
8 for conversation in data:
9 for message in conversation.get("conversations", []):

10 if message.get("from") == "human":
11 content = message.get("value", "").strip()
12 if 20 <= len(content) <= 2000 and not content.startswith("["):
13 prompts.append(content)
14 break # first human message only
15

16 random.seed(77)
17 sampled = random.sample(prompts, 1000)

Listing 8: ShareGPT dataset extraction and sampling

The extraction logic:

• Downloads the raw ShareGPT V3 JSON file directly from HuggingFace

• Extracts the first human message from each conversation

• Filters by length (20-2000 characters) to exclude trivial and excessively long prompts

• Samples 1,000 prompts with a fixed random seed for reproducibility

The resulting prompts are saved to a text file, one prompt per line, which the bench-
mark script reads at runtime.

4.7 Analysis Pipeline

Raw benchmark CSVs feed into an analysis pipeline that computes statistics and generates
visualizations.

4.7.1 Statistical Aggregation

The core analysis script loads benchmark results and computes per-model, per-concurrency
statistics. Listing 9 shows the aggregation logic.
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1 by_concurrency = defaultdict(list)
2 with open(file_path) as f:
3 for row in csv.DictReader(f):
4 by_concurrency[int(row["concurrency"])].append(row)
5

6 concurrency_metrics = {}
7 for conc, conc_rows in sorted(by_concurrency.items()):
8 successful = [r for r in conc_rows
9 if r.get("status") == "200" and r.get("latency")]

10 latencies = [float(r["latency"]) for r in successful]
11 ttfts = [float(r["ttft"]) * 1000 for r in successful if r.get("ttft")]
12

13 # Batch wall-clock duration from request timestamps
14 ts = [datetime.fromisoformat(r["timestamp"]).timestamp()
15 for r in conc_rows]
16 duration = max(ts) - min(ts)
17 total_output_tokens = sum(int(r["output_tokens"]) for r in successful)
18

19 concurrency_metrics[conc] = {
20 "lat_p50": median(latencies),
21 "lat_p95": quantiles(latencies, n=100)[94],
22 "lat_p99": quantiles(latencies, n=100)[98],
23 "ttft_mean_ms": mean(ttfts),
24 "throughput_tok_s": total_output_tokens / duration,
25 }

Listing 9: Statistical aggregation of benchmark results

Rows are grouped by concurrency level, and throughput is computed as total generated
tokens divided by the batch wall-clock duration.

4.7.2 Visualization Generation

The pipeline generates publication-ready figures in both PNG and PDF formats:

• Latency vs Concurrency: Line plots showing P50, P95, P99 latency across con-
currency levels

• Throughput Scaling: Dual-axis plots comparing per-request and aggregate through-
put

• TTFT Analysis: Log-scale plots revealing TTFT degradation at high concurrency

• Comprehensive Dashboards: Multi-panel figures combining latency, through-
put, and TTFT

• Heatmaps: Model vs concurrency matrices for cross-model comparison
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Listing 10 shows the plotting approach.

1 import matplotlib.pyplot as plt
2

3 fig, ax = plt.subplots(figsize=(10, 6))
4 for model in models:
5 data = df[df["model"] == model]
6 ax.plot(data["concurrency"], data["latency_p50"], label=model, marker="o")
7

8 ax.set_xlabel("Concurrency")
9 ax.set_ylabel("P50 Latency (s)")

10 ax.set_xscale("log")
11 ax.legend()
12 fig.savefig("latency_vs_concurrency.pdf", bbox_inches="tight")

Listing 10: Publication-ready figure generation with matplotlib

4.7.3 Interactive Dashboard

For exploratory analysis, we provide a Streamlit-based interactive dashboard. Listing 11
shows its core structure.

1 uploaded_files = st.file_uploader(
2 "Upload 2 or more benchmark CSVs",
3 type="csv", accept_multiple_files=True
4 )
5

6 st.sidebar.header("Filters")
7 model_filter = st.sidebar.multiselect("Model", ...)
8 concurrency_filter = st.sidebar.multiselect("Concurrency", ...)
9 max_tokens_filter = st.sidebar.multiselect("Max Tokens", ...)

10

11 tabs = st.tabs([
12 "Latency Bar", "Boxplot", "Violin", "Latency Heatmap",
13 "Throughput Analysis", "Latency vs Output", "TTFT Line",
14 "Best/Worst Latency", "Prompt Len vs Latency", "TPOT vs Concurrency",
15 "Throughput vs Concurrency", "Latency CDF", "Raw Data", "Download"
16 ])

Listing 11: Core structure of the Streamlit dashboard: multi-file upload, sidebar filters,
and fourteen analysis tabs

Figure 4.2 shows the dashboard after loading two benchmark runs. Any number of
raw benchmark CSVs can be uploaded and labeled, and any combination of models and
concurrency levels can be selected for analysis. In the figure, the concurrency selector is
expanded and C=1 is selected. From this selection the dashboard generates performance
insights and an aggregated summary table, recomputed on every filter change.
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Figure 4.2: Dashboard overview with two labeled benchmark runs (Qwen3-8B and Qwen3-
8B-FP8).

Beyond the summary view, fourteen tabs provide different analytical perspectives,
from latency distributions (boxplots, violins, Cumulative Distribution Functions (CDFs))
to throughput scaling and TTFT curves. Figure 4.3 shows the throughput analysis tab
comparing the two runs: the FP8 advantage reported in Chapter 5 is directly visible
here, at every concurrency level, without generating a single offline figure. A baseline
comparison view additionally quantifies the differences between any two labeled runs as
per-metric percentage changes, and any filtered or aggregated view can be exported as
CSV.
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Figure 4.3: Throughput analysis tab comparing the two runs across the concurrency
sweep.

4.8 Reproducibility Considerations

Several design choices ensure experimental reproducibility:

• Fixed random seed: Dataset sampling uses seed 77, producing identical prompt
sets across runs.

• Deterministic dispatch: Prompts are processed in fixed order within each con-
currency batch.

• Configuration logging: All parameters are recorded in output filenames and
metadata.

• Warm-up exclusion: The first 5 requests are excluded, eliminating JIT compila-
tion variance.

While some variance is inherent in GPU execution, these measures minimize confound-
ing factors and enable meaningful comparisons across runs.
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4.9 Summary

The implementation translates the methodology from Chapter 3 into working code:

• benchmark_serve.py implements closed-loop testing with streaming response han-
dling for accurate TTFT measurement

• SLURM integration provides reproducible, isolated GPU access on shared infras-
tructure

• GPU telemetry captures resource utilization for bottleneck analysis

• The analysis pipeline automates statistical aggregation and visualization generation

• Interactive dashboards enable exploratory analysis of results

The complete codebase is structured for extensibility, enabling future addition of new
models, metrics, or analysis methods with minimal modification.
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Chapter 5

Results and Analysis

This chapter presents the empirical findings obtained using the benchmarking framework
designed in Chapter 3 and implemented in Chapter 4. It begins by establishing the scope
of the evaluation in Section 5.1, covering fourteen model configurations evaluated across
multiple concurrency levels using ShareGPT prompts and introducing the performance
metrics reported throughout.

The findings are then presented by model category. Dense models are examined first
in Section 5.2, including a controlled comparison of BF16 and FP8 variants of the same
model. This is followed by the large-model results in Section 5.3, the huge-model evalua-
tion in Section 5.4, and the MoE models in Section 5.5, where three precision variants of
a common base model enable direct comparison of quantization methods. Subsequently,
Section 5.6 compares all fourteen configurations based on throughput at full reliabil-
ity, before Section 5.7 analyses the KV cache telemetry to investigate the memory-side
mechanisms underlying the observed performance characteristics. Finally, Section 5.8
summarises the principal findings.

5.1 Experimental Overview

Benchmarks were executed across 14 model configurations spanning four categories. Each
configuration was tested at up to nine concurrency levels from 1 to 256, with 1,000
ShareGPT prompts per level. Measurements were taken on NVIDIA A100 80GB, H100
and H200 GPUs with vLLM version 0.15.1. Table 5.1 summarises the experimental scope.
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Parameter Value

Total model configurations 14
Model categories Dense (5), Large (2), Huge (2), MoE (5)
Concurrency levels 1, 2, 4, 8, 16, 32, 64, 128, 256
Prompts per level 1,000
Max output tokens 512

Table 5.1: Summary of Experimental Scope

Results are presented with the following metrics for each configuration:

• Latency: P50 (median), P95, and P99 percentiles in seconds

• TTFT: Mean time to first token in milliseconds

• TPOT: Mean time per output token in milliseconds

• Throughput: Aggregate token throughput in tokens/second

• Success Rate: Percentage of requests completing successfully

Latency statistics are computed over successful requests only. All fourteen configu-
rations sustain 100% success at every measured concurrency level, so the reported per-
centiles describe the complete offered workload throughout. Latency heatmaps covering
all respective concurrency levels for each model group can be seen in Appendix A.

5.2 Dense Models

The Dense category includes five models: Qwen3-8B and Qwen3-14B at full precision
(BF16), Llama-3.1-8B at full precision, Gemma-4-31B at full precision, and Qwen3-8B-
FP8 with FP8 quantization. This category enables direct comparison of model size effects
(8B versus 14B versus 31B), architecture at matched size (Qwen3-8B versus Llama-3.1-
8B), and quantization impact (Qwen3-8B versus Qwen3-8B-FP8).

5.2.1 Models Under Test

Table 5.2 lists the five Dense configurations under test.
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Model Parameters Precision Notes

Qwen3-8B 8B BF16 Baseline full-precision
Qwen3-14B 14B BF16 Larger variant for size comparison
Llama-3.1-8B 8B BF16 Alternative architecture
Gemma-4-31B 31B BF16 Upper end of the dense size range
Qwen3-8B-FP8 8B FP8 Quantized for efficiency comparison

Table 5.2: Dense Model Specifications

5.2.2 Comprehensive Performance Dashboard

Figure 5.1 presents a comprehensive view of Dense model performance across all metrics
and concurrency levels.
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Figure 5.1: Performance metrics for dense models across concurrency levels: (a) P50
latency in seconds, (b) aggregate throughput in tokens per second, (c) time to first token
on logarithmic scale, and (d) peak throughput comparison.

The dashboard reveals several key patterns:

• All five Dense models maintain 100% success rates at every measured concurrency
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level, including C=256, so all latency comparisons in this section describe the com-
plete offered workload.

• TTFT remains below 600ms through approximately C=256 for the 8–14B mod-
els, after which it increases by more than an order of magnitude within a single
concurrency doubling, the mechanism is analyzed in Section 5.7.

• End-to-end latency comparisons are affected by response length: Llama-3.1-8B gen-
erates a mean of 243 output tokens per request against 379 for Qwen3-8B, so its
lower medians partly reflect shorter answers rather than faster generation.

5.2.3 Latency Analysis

Figure 5.2 shows latency percentiles across concurrency levels for all Dense models. The
gap between P50 and P99 widens at high concurrency, indicating increased latency vari-
ability under load.
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Figure 5.2: Latency percentiles versus concurrency for Dense models: (a) P50, (b) P95,
(c) P99.

Table 5.3 presents detailed latency measurements at key concurrency levels.
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Model Concurrency P50 (s) P95 (s) P99 (s) Success

Llama-3.1-8B
1 5.07 5.69 5.71 100.00%
64 8.49 9.82 9.84 100.00%
256 16.80 22.93 27.71 100.00%

Qwen3-8B
1 5.78 5.80 5.82 100.00%
64 8.99 9.17 9.29 100.00%
256 20.90 21.70 21.76 100.00%

Qwen3-8B-FP8
1 3.91 3.93 3.95 100.00%
64 8.72 8.92 9.06 100.00%
256 24.24 24.99 25.11 100.00%

Qwen3-14B
1 9.92 9.95 10.07 100.00%
64 15.33 15.59 15.67 100.00%
256 31.56 32.81 32.87 100.00%

Gemma-4-31B
1 10.35 10.41 10.47 100.00%
64 17.08 17.68 17.83 100.00%
256 35.18 48.22 50.36 100.00%

Table 5.3: Dense Models: Latency at Key Concurrency Levels

5.2.4 Throughput Analysis

Figure 5.3 shows throughput scaling behavior for Dense models. Per-request throughput
decreases as resources are shared among concurrent requests, while aggregate throughput
increases with concurrency until saturation.
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Figure 5.3: Throughput scaling for Dense models: (a) per-request throughput, (b) aggre-
gate system throughput.

Table 5.4 reports peak aggregate throughput, the concurrency at which it occurs, and
single-user per-request throughput for comparison.
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Model
Peak Throughput

(tok/s)
@ Concurrency

Level
Per-Request
(tok/s @ C=1)

Qwen3-8B 5,091.27 256 74.75
Llama-3.1-8B 4,419.46 256 69.58
Qwen3-8B-FP8 4,387.92 256 110.45
Qwen3-14B 3,356.37 256 43.16
Gemma-4-31B 2,221.42 256 34.12

Table 5.4: Dense Models: Peak Throughput Performance

The throughput analysis reveals:

1. Qwen3-8B achieves the highest Dense throughput: Peak aggregate through-
put of 5,091.27 tok/s at C=256, reached with 100% success, exceeds Llama-3.1-8B’s
4,419.46 tok/s while producing longer responses (379 versus 243 mean output to-
kens).

2. Throughput continues to scale to the highest measured level: Unlike la-
tency, which saturates, aggregate throughput for all five Dense models still grows
through C=256, indicating that the batch scheduler continues to extract parallelism
even as queueing begins.

3. Per-request versus aggregate trade-off: At C=1, Qwen3-8B-FP8 achieves ap-
proximately 110 tok/s per request. At C=256, per-request throughput drops to
roughly 17 tok/s while aggregate throughput reaches 4,387.92 tok/s.

5.2.5 Time to First Token (TTFT)

TTFT is critical for streaming applications where users expect immediate feedback. Fig-
ure 5.4 shows TTFT behavior for Dense models. TTFT remains stable through approxi-
mately C=256 for the 8–14B models, after which it increases dramatically. Gemma-4-31B
crosses one doubling earlier. The cache telemetry in Section 5.7 examines the memory
side of this behaviour directly.
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Figure 5.4: Mean Time to First Token (TTFT) versus concurrency for Dense models (log
scale).

Model C=1 (ms) C=64 (ms) C=256 (ms)

Qwen3-8B 31.68 111.59 383.89
Qwen3-8B-FP8 22.22 112.81 488.16
Qwen3-14B 74.91 143.53 564.31
Llama-3.1-8B 31.45 59.65 239.58
Gemma-4-31B 38.90 118.04 2,210.90

Table 5.5: Dense Models: TTFT at Key Concurrency Levels

TTFT findings:

1. All Dense models provide near-instant response onset at low load: At C=1,
every model achieves TTFT between 22.22ms and 74.91 ms, and Llama-3.1-8B still
holds 239.58ms at C=256, well inside interactive expectations.

2. TTFT remains interactive through C=256: For the 8–14B models, mean
TTFT stays under 600 ms at C=256. Gemma-4-31B crosses into multi-second ter-
ritory at C=256 (2.21 s), indicating earlier cache pressure.

3. Decode speed is protected at C=256: TPOT remains stable (52.86ms for
Qwen3-8B, 59.86ms for Llama-3.1-8B, 79.75 ms for Qwen3-14B at C=256): admit-
ted requests decode at full speed while any additional load would cause queueing.

5.2.6 Quantization Impact: Qwen3-8B vs Qwen3-8B-FP8

The Dense category includes both full-precision (BF16) and FP8-quantized versions of
Qwen3-8B, enabling direct measurement of quantization effects with model, workload,
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and serving stack held constant. Table 5.6 reports the comparison at a single request,
and Table 5.7 follows the same pair across the concurrency sweep.

Metric @ C=1 BF16 FP8 Difference

P50 latency (s) 5.78 3.91 FP8 32.46% faster
TTFT (ms) 31.68 22.22 FP8 29.84% faster
TPOT (ms) 15.27 10.29 FP8 32.62% faster
Per-request throughput (tok/s) 74.75 110.45 FP8 47.76% higher
Memory footprint ∼16GB ∼8GB FP8 50% smaller

Table 5.6: Single-request comparison of Qwen3-8B in BF16 and FP8.

Concurrency BF16 P50 (s) FP8 P50 (s) Latency change Both success

1 5.78 3.91 −32.46% 100.00% / 100.00%
32 7.49 5.80 −22.52% 100.00% / 100.00%
64 8.99 8.72 −3.01% 100.00% / 100.00%
128 12.68 13.97 +10.19% 100.00% / 100.00%
256 20.90 24.24 +15.99% 100.00% / 100.00%

Table 5.7: Median latency of Qwen3-8B in BF16 and FP8 across concurrency. Latency
change is measured relative to BF16, and a negative value means FP8 latency is lower
and thus FP8 is faster.

Quantization findings:

1. FP8 provides a large latency improvement at low concurrency: At C=1,
FP8 reduces median latency by 32.46% (5.78 s to 3.91 s) and TPOT by 32.62%
(15.27ms to 10.29ms), a direct consequence of halved weight traffic in the memory-
bandwidth-bound decode regime.

2. The advantage decays with load and inverts beyond C=64: The benefit
falls to 22.52% at C=32 and 3.01% at C=64, and from C=128 onward FP8 is
consistently 10–16% slower than BF16 (TPOT 61.21ms against 52.86ms at C=256).
As batching amortises weight reads across concurrent requests, the memory-traffic
saving disappears while the per-step cost of operating on quantized weights remains.

3. Memory savings remain substantial: FP8 reduces the model’s weight footprint
by approximately 50%, independent of load, freeing GPU memory for larger KV
caches or smaller deployments.

4. No reliability impact: Both configurations complete 100% of requests at every
level. FP8 is faster at low concurrency but slower at high concurrency.
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5.2.7 Dense Models Summary

Table 5.8 summarises key findings for Dense models.

Finding Evidence

Best throughput Qwen3-8B: 5,091.27 tok/s at C=256 with 100% success
Best latency profile Llama-3.1-8B: 5.07 s median at C=1, 16.80 s at C=256,

lowest latency at high concurrency, partly reflecting
shorter responses (243 mean output tokens)

Reliability All five models: 100% success at every measured level
Quantization benefit FP8 is load-dependent: 32.46% faster at C=1, decaying

to a 10–16% penalty beyond C=128; memory savings of
∼50% throughout

TTFT threshold 8–14B models: under 600ms through C=256; Gemma-
4-31B crosses into multi-second territory at C=256
(2.21 s)

Scaling bottleneck KV cache saturation causes the TTFT jump while
TPOT plateaus: overload cost is queueing, not slower
decoding

Table 5.8: Dense Models: Summary of Key Findings

5.3 Large Models

The Large category pairs a conventional dense 70-billion-parameter model with a sparse
120-billion-parameter one. Total parameter count predicts neither model’s serving be-
haviour.

5.3.1 Models Under Test

Table 5.9 lists the two Large configurations under test.

Model Parameters Precision Notes

Llama-3.3-70B 70B BF16 Largest dense configuration tested
GPT-OSS-120B 120B (∼5B active) MXFP4 Sparse MoE, grouped here by total size

Table 5.9: Large Model Specifications

5.3.2 Comprehensive Performance Dashboard

Figure 5.5 presents the performance dashboard for Large models.
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Figure 5.5: Performance metrics for large models across concurrency levels: (a) P50
latency in seconds, (b) aggregate throughput in tokens per second, (c) time to first token
on logarithmic scale, and (d) peak throughput comparison.

The dashboard reveals several key patterns:

• GPT-OSS-120B holds the study’s best median latency (2.13 s at C=1) and fastest
decode (TPOT 6.85ms) at every low-to-moderate level, a consequence of sparse
activation with roughly 5B active parameters in MXFP4 and short responses (144
mean output tokens).

• GPT-OSS-120B simultaneously records the study’s worst baseline TTFT (906.96ms
at C=1, twenty-nine times Llama-3.1-8B’s 31.45ms), so the same configuration is
best by one interactive metric and worst by another.

• Llama-3.3-70B sustains 100% success at every concurrency level but is one of the
slowest configurations in single-stream terms (16.85 s median at C=1, 21.99 tok/s
per request).
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5.3.3 Latency Analysis

Figure 5.6 shows latency percentiles for Large models. Both configurations sustain 100%
success across the sweep.
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Figure 5.6: Latency percentiles versus concurrency for Large models: (a) P50, (b) P95,
(c) P99.

Table 5.10 presents latency percentiles and success rates at key concurrency levels.

Model Concurrency P50 (s) P95 (s) P99 (s) Success

GPT-OSS-120B
1 2.13 2.18 2.20 100.00%
64 7.55 7.67 7.76 100.00%
256 12.11 12.34 12.49 100.00%

Llama-3.3-70B
1 16.85 18.26 18.30 100.00%
64 20.30 22.04 22.06 100.00%
256 32.66 44.65 48.63 100.00%

Table 5.10: Large Models: Latency at Key Concurrency Levels

The Llama-3.3-70B rows document a reliable but slow large model rather than a
provisioning failure. The model completes 100% of requests at every level, but it is one
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of the slowest configurations end-to-end: its C=1 median of 16.85 s corresponds to a
per-request rate of 21.99 tok/s, the lowest measured. Latency then grows smoothly with
load—20.30 s at C=64, 32.66 s at C=256—without abrupt failure. TTFT stays interactive
(below 300ms) through C=128, then climbs to 1.89 s at C=256. This onset coincides with
KV cache saturation: the cache reaches 100% occupancy at C=256 (Section 5.7), and
an admission queue appears at the same level, so requests wait for cache blocks before
their prefill can begin. The queueing inflates first-token latency while every request still
completes.

5.3.4 Throughput Analysis

Figure 5.7 shows throughput scaling for Large models.
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Figure 5.7: Throughput scaling for Large models: (a) per-request throughput, (b) aggre-
gate system throughput.

Table 5.11 reports peak aggregate throughput, the concurrency at which it occurs,
and single-user per-request throughput for comparison.

Model
Peak Throughput

(tok/s)
@ Concurrency

Level
Per-Request
(tok/s @ C=1)

GPT-OSS-120B 3,852.60 256 91.81
Llama-3.3-70B 2,334.42 256 21.99

Table 5.11: Large Models: Peak Throughput Performance

The throughput analysis reveals:

1. Sparse activation delivers large-model throughput at small-model cost:
GPT-OSS-120B sustains 3,852.60 tok/s at C=256 with 100% success, in the same
class as Qwen3-14B, despite a total parameter count nearly nine times larger.
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2. Full-weight decode caps throughput: Llama-3.3-70B peaks at 2,334.42 tok/s
at C=256 with full reliability, 39.41% below the sparse GPT-OSS-120B at the same
level.

3. Healthy large deployments trade per-request speed steeply: GPT-OSS-
120B’s per-request throughput falls from 91.81 tok/s at C=1 to roughly 15 tok/s at
C=256 while aggregate throughput grows 42-fold.

5.3.5 Time to First Token (TTFT)

Figure 5.8 shows TTFT behavior for Large models.
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Figure 5.8: Mean Time to First Token (TTFT) versus concurrency for Large models (log
scale).

Model C=1 (ms) C=64 (ms) C=256 (ms)

GPT-OSS-120B 906.96 3,165.34 4,959.77
Llama-3.3-70B 67.07 154.12 1,889.69

Table 5.12: Large Models: TTFT at Key Concurrency Levels

TTFT findings:

1. GPT-OSS-120B has an inverted profile: It pairs the study’s best latency and
decode speed with its worst baseline TTFT (906.96ms at C=1, rising to 4.96 s at
C=256), a heavy-prefill signature. No single metric summarises this model.

2. Llama-3.3-70B holds the widest interactive TTFT envelope of the pair:
TTFT stays below 300ms through C=128, then rises to 1.89 s at C=256 as prefill
queues, while every request still completes.
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3. Its TTFT jump aligns with cache saturation: The rise at C=256 coincides
with the KV cache filling (Section 5.7).

5.3.6 Large Models Summary

Table 5.13 summarises key findings for Large models.

Finding Evidence

Metric disagreement GPT-OSS-120B: best median latency (2.13 s) and
TPOT (6.85ms) in the study, worst baseline TTFT
(906.96ms), at the same operating points

Sparse efficiency 3,852.60 tok/s peak at 100% success from ∼5B active
parameters

Reliable at scale Llama-3.3-70B: 100% success at every level; latency-
bound at C=1 (16.85 s, ∼22 tok/s/req) with a 2,334.42
tok/s throughput ceiling

Cache-bound TTFT Llama-3.3-70B TTFT stays below 300ms to C=128,
then rises with KV saturation at C=256 (1.89 s) without
lost requests

Table 5.13: Large Models: Summary of Key Findings

5.4 Huge Models

The Huge category tests whether the behaviours observed so far extend to frontier-scale
FP8 releases, and produces the study’s widest intra-category divergence.

5.4.1 Models Under Test

Table 5.14 lists the two Huge configurations under test.

Model Precision Sample Notes

GLM-4.7-FP8 FP8 (native) 1,000 req/level Frontline model, ∼350B-parameter model
GLM-5.1-FP8 FP8 (native) 1,000 req/level Swept from C=2, GPU allocation constrained

Table 5.14: Huge Model Specifications

5.4.2 Comprehensive Performance Dashboard

Figure 5.9 presents the performance dashboard for Huge models.
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Figure 5.9: Performance metrics for ultra-large models across concurrency levels: (a) P50
latency in seconds, (b) aggregate throughput in tokens per second, (c) time to first token
on logarithmic scale, and (d) peak throughput comparison.

The dashboard reveals several key patterns:

• GLM-4.7-FP8 keeps mean TTFT below one second at every measured level and
completes 100% of requests throughout. Its cost of load appears entirely in decode
speed.

• GLM-5.1-FP8 operates beyond the interactive envelope of this deployment at every
measured level, with mean TTFT of 6.90 s already at C=2, while remaining fully
stable (100% success).

• Both models thus differ from the dense pattern: neither queues admissions into
timeout, and neither preserves decode speed under load.

5.4.3 Latency Analysis

Figure 5.10 shows latency percentiles for Huge models.
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Figure 5.10: Latency percentiles versus concurrency for Huge models: (a) P50, (b) P95,
(c) P99.

Table 5.15 presents latency percentiles and success rates at key concurrency levels.

Model Concurrency P50 (s) P95 (s) P99 (s) Success

GLM-4.7-FP8
2 9.04 9.13 9.26 100.00%
64 45.47 47.21 47.55 100.00%
256 67.58 70.17 70.74 100.00%

GLM-5.1-FP8
2 13.57 13.99 14.47 100.00%
64 83.73 87.90 88.18 100.00%
256 152.58 155.26 155.62 100.00%

Table 5.15: Huge Models: Latency at Key Concurrency Levels

Notably, GLM-4.7’s percentile spread is tight even at C=256 (P99 within 4.67% of
P50), the signature of a scheduler that treats all in-flight requests relatively equally rather
than queueing some behind others.

5.4.4 Throughput Analysis

Figure 5.11 shows throughput scaling for Huge models.
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Figure 5.11: Throughput scaling for Huge models: (a) per-request throughput, (b) aggre-
gate system throughput.

Table 5.16 reports peak aggregate throughput, the concurrency at which it occurs,
and single-user per-request throughput for comparison.

Model
Peak Throughput

(tok/s)
@ Concurrency

Level
Per-Request
(tok/s @ C=2)

GLM-4.7-FP8 1,247.42 256 40.84
GLM-5.1-FP8 95.10 256 4.21

Table 5.16: Huge Models: Peak Throughput Performance

The throughput analysis reveals:

1. Scale drives throughput down sharply: GLM-4.7 peaks at 1,247.42 tok/s, while
the larger GLM-5.1 manages only 95.10 tok/s.

2. Throughput keeps growing to C=256 for both models: Because neither
model rejects or times out requests, aggregate throughput rises monotonically across
the entire sweep, at the price of continuously degrading per-token speed.

3. GLM-5.1 is a batch-only configuration on this hardware: With interactive
metrics out of range at every level but full stability, its viable operating mode on
this deployment is offline or batch processing.

5.4.5 Time to First Token (TTFT)

Figure 5.12 shows TTFT behavior for Huge models.
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Figure 5.12: Mean Time to First Token (TTFT) versus concurrency for Huge models (log
scale).

Table 5.17 reports mean TTFT at low, moderate and high concurrency.

Model C=2 (ms) C=64 (ms) C=256 (ms)

GLM-4.7-FP8 55.00 268.89 420.16
GLM-5.1-FP8 6,901.65 41,080.25 74,196.67

Table 5.17: Huge Models: TTFT at Key Concurrency Levels

TTFT findings:

1. GLM-4.7 holds TTFT below half a second under load: 46.23ms at C=1
rising to only 420.16ms at C=256, well inside a one-second interactive threshold.

2. The cost is paid per token instead: GLM-4.7’s mean TPOT grows 8.82-fold,
from 23.57 ms at C=1 to 207.90ms at C=256, the opposite of the dense pattern in
which TPOT is protected and TTFT explodes.

3. Two saturation modes, two failure signatures: Dense models under overload
produce timeout-dominated failures with normal streaming for admitted requests
(delayed start), while GLM-4.7 produces slow-stream degradation with immediate
starts. The appropriate alerting metric differs accordingly: TTFT for the former,
TPOT for the latter.

5.4.6 Huge Models Summary

Table 5.18 summarises key findings for Huge models.
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Finding Evidence

Distinct saturation mode GLM-4.7: TTFT under 1 s at all levels, TPOT grows
8.82× (23.57ms to 207.90ms at C=256): decode degra-
dation instead of admission queueing

Full reliability Both models: 100% success at every measured level
Interactive envelope GLM-5.1 exceeds interactive thresholds at every level

on this deployment (TTFT 6.90 s at C=2); viable as a
batch configuration only

Throughput cost of scale Peaks of 1,247 (GLM-4.7) and 95 (GLM-5.1) tok/s

Table 5.18: Huge Models: Summary of Key Findings

5.5 MoE Models

The MoE category contains five configurations. Three of these cover Qwen3.5-35B-A3B
at BF16, FP8 and Int4, so the effect of quantization can be compared directly on one
base model.

5.5.1 Models Under Test

Table 5.19 lists the five MoE configurations under test.

Model Parameters Precision Notes

Qwen3-30B-A3B-FP8 30B (3B active) FP8 Full sweep across all nine levels
Qwen3.6-35B-A3B-FP8 35B (3B active) FP8 Successor family variant
Qwen3.5-35B-A3B 35B (3B active) BF16 Quantization-comparison baseline
Qwen3.5-35B-A3B-FP8 35B (3B active) FP8 Quantization-comparison variant
Qwen3.5-35B-A3B-Int4 35B (3B active) GPTQ-Int4 Quantization-comparison variant

Table 5.19: MoE Model Specifications

5.5.2 Comprehensive Performance Dashboard

Figure 5.13 presents the performance dashboard for MoE models.
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Figure 5.13: Performance metrics for mixture-of-experts models across concurrency levels:
(a) P50 latency in seconds, (b) aggregate throughput in tokens per second, (c) time to
first token on logarithmic scale, and (d) peak throughput comparison.

The dashboard reveals several key patterns:

• The four quantized configurations complete 100% of requests at every measured level
and share the same saturation pattern: protected decode speed through C=256.
The BF16 baseline is the exception, saturating its KV cache at C=64 and reaching
77.00 s TTFT at C=256.

• Qwen3-30B-A3B-FP8 is the category’s standout: 9.39ms TPOT at C=1 (second
only to GPT-OSS-120B) and a median of 21.37 s at C=256, in the same class as the
best dense configurations while generating longer responses.

• Within the Qwen3.5-35B family, quantization decides both speed and usable capac-
ity: FP8 leads at C=1 and INT4 is 15–22% faster from C=64 upward, while BF16
trails at C=1 and is the only variant to exhaust its KV cache under load.

Chapter 5 Vansh Mohan 72



5.5.3 Latency Analysis

Figure 5.14 shows latency percentiles for MoE models.
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Figure 5.14: Latency percentiles versus concurrency for MoE models: (a) P50, (b) P95,
(c) P99.

Table 5.20 presents latency percentiles and success rates at key concurrency levels.
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Model Concurrency P50 (s) P95 (s) P99 (s) Success

Qwen3-30B-A3B-FP8
1 3.56 3.59 8.59 100.00%
64 12.33 12.60 12.79 100.00%
256 21.37 22.89 22.98 100.00%

Qwen3.6-35B-A3B-FP8
1 3.41 8.42 8.45 100.00%
64 15.21 15.64 15.69 100.00%
256 34.80 37.17 37.35 100.00%

Qwen3.5-35B-A3B (BF16)
1 3.96 4.00 4.02 100.00%
64 28.09 31.83 37.31 100.00%
256 107.62 114.33 116.67 100.00%

Qwen3.5-35B-A3B-FP8
1 3.40 3.41 3.42 100.00%
64 15.36 16.05 16.10 100.00%
256 34.44 38.07 38.13 100.00%

Qwen3.5-35B-A3B-Int4
1 3.63 3.64 3.69 100.00%
64 11.95 12.75 12.83 100.00%
256 29.13 32.59 32.73 100.00%

Table 5.20: MoE Models: Latency at Key Concurrency Levels

5.5.4 Throughput Analysis

Figure 5.15 shows throughput scaling for MoE models.
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Figure 5.15: Throughput scaling for MoE models: (a) per-request throughput, (b) aggre-
gate system throughput.

Table 5.21 reports peak aggregate throughput, the concurrency at which it occurs,
and single-user per-request throughput for comparison.
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Model
Peak Throughput

(tok/s)
@ Concurrency

Level
Per-Request
(tok/s @ C=1)

Qwen3-30B-A3B-FP8 4,793.97 256 115.87
Qwen3.5-35B-A3B-Int4 2,845.18 256 92.70
Qwen3.5-35B-A3B-FP8 2,405.36 256 98.60
Qwen3.6-35B-A3B-FP8 2,399.32 256 89.72
Qwen3.5-35B-A3B (BF16) 768.04 256 84.43

Table 5.21: MoE Models: Peak Throughput Performance

The throughput analysis reveals:

1. Qwen3-30B-A3B-FP8 reaches dense-class throughput with 3B active pa-
rameters: Its 4,793.97 tok/s peak at C=256, achieved at 100% success, places it
second in the entire study, within 5.84% of Qwen3-8B, while activating roughly a
tenth of the parameters a dense model of equal quality class would.

2. Per-request speed at C=1 is the category’s strength: 84–116 tok/s per
request across all five configurations, reflecting the low active-parameter decode
cost.

3. The 35B family clusters roughly half the 30B peak: Quantized variants reach
2,399–2,845 tok/s.

4. The BF16 baseline is throughput-limited by its cache: it peaks at only
768.04 tok/s at C=256 (with 77.00 s TTFT indicating near-saturation), well below
the 2,405.36 tok/s of the same model in FP8.

5.5.5 Time to First Token (TTFT)

Figure 5.16 shows TTFT behavior for MoE models.
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Figure 5.16: Mean Time to First Token (TTFT) versus concurrency for MoE models (log
scale).

Table 5.22 reports mean TTFT at low, moderate and high concurrency.

Model C=1 (ms) C=64 (ms) C=256 (ms)

Qwen3-30B-A3B-FP8 165.22 127.35 402.57
Qwen3.6-35B-A3B-FP8 334.74 191.61 655.53
Qwen3.5-35B-A3B (BF16) 58.99 7,613.96 77,002.73
Qwen3.5-35B-A3B-FP8 51.07 181.26 662.30
Qwen3.5-35B-A3B-Int4 53.20 162.94 584.44

Table 5.22: MoE Models: TTFT at Key Concurrency Levels

TTFT findings:

1. Sub-second TTFT holds through C=256, except for the BF16 baseline:
Four of the five configurations stay between 400 and 670ms at C=256. The BF16
Qwen3.5-35B-A3B is the exception, reaching 7.61 s by C=64 as its smaller cache
fills.

2. TPOT remains stable through C=256: TPOT saturates at 55.68ms for the
30B and 97–115 ms for the 35B family at C=256, indicating the admission-queueing
pattern where decode speed is protected.

3. INT4 provides lower latency than FP8 at C=256: The INT4 variant achieves
29.13 s median latency versus 34.44 s for FP8, consistent with faster decode freeing
cache earlier.
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5.5.6 Quantization Impact: Qwen3.5-35B-A3B in BF16, FP8 and

INT4

The Qwen3.5-35B-A3B model was served at three precisions, isolating the effect of quan-
tization on an identical MoE base model. Table 5.23 reports the single-request metrics,
and Table 5.24 follows the two deployable precisions across the load range.

Metric @ C=1 BF16 FP8 INT4

P50 Latency (s) 3.96 3.40 3.63
TTFT (ms) 58.99 51.07 53.20
TPOT (ms) 13.32 11.42 12.16
Per-request throughput (tok/s) 84.43 98.60 92.70

Table 5.23: Quantization Impact at C=1: Qwen3.5-35B-A3B in BF16, FP8 and INT4

Concurrency FP8 P50 (s) INT4 P50 (s) Latency change Both success

1 3.40 3.63 +6.68% 100.00% / 100.00%
64 15.36 11.95 −22.24% 100.00% / 100.00%
128 22.15 17.52 −20.91% 100.00% / 100.00%
256 34.44 29.13 −15.44% 100.00% / 100.00%

Table 5.24: Median latency of Qwen3.5-35B-A3B in FP8 and INT4 across concurrency.
Latency change is measured relative to FP8, and a negative value means INT4 latency is
lower and thus INT4 is faster.

Quantization findings:

1. The BF16 baseline saturates earliest: The baseline is already behind at C=1
(3.96 s against 3.40 s for FP8) and exhausts its KV cache at C=64, reaching 77.00 s
TTFT at C=256 while FP8 and INT4 remain responsive.

2. The method ordering depends on load: FP8 is 6.68% faster at C=1, but INT4
is 15–22% faster at every level from C=64 through C=256, with proportionally lower
TPOT (96.80ms versus 114.19ms at C=256).

3. Combined with the Dense result, no method wins universally: On the dense
pair FP8 wins at low load and loses at high load, while on this MoE pair INT4 loses
at low load and wins at high load. Neither the magnitude nor the ordering of
quantization methods is stable across operating points and architectures.

4. No reliability impact from either method: Both configurations complete 100%
of requests at every measured level.
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5. Quality is out of scope here: Output accuracy was not measured in this study.
The accuracy dimension of these methods is covered by the literature reviewed in
Chapter 2.

5.5.7 MoE Models Summary

Table 5.25 summarises key findings for MoE models.

Finding Evidence

Best MoE performer Qwen3-30B-A3B-FP8: 4,793.97 tok/s peak at 100% suc-
cess, 9.39ms TPOT at C=1, second-highest throughput
in the study

Saturation pattern Protected decode speed through C=256 with TPOT
plateau; the BF16 baseline saturates at C=64

Method ordering under load INT4 15–22% faster than FP8 from C=64 through
C=256 on the same base model, despite being slower
at C=1

Reliability 100% success at every measured level for all five con-
figurations; the BF16 baseline exhausts its KV cache
at C=64 and degrades in latency rather than reliability
(77.00 s TTFT at C=256)

Table 5.25: MoE Models: Summary of Key Findings

5.6 Cross-Category Analysis

Table 5.26 ranks all 14 configurations by peak aggregate throughput at full reliability over
the measured range (C ≤ 256), with the concurrency at which that peak occurs.
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Model Peak (tok/s) @ Concurrency Success

Qwen3-8B 5,091.27 256 100.00%
Qwen3-30B-A3B-FP8 4,793.97 256 100.00%
Llama-3.1-8B 4,419.46 256 100.00%
Qwen3-8B-FP8 4,387.92 256 100.00%
GPT-OSS-120B 3,852.60 256 100.00%
Qwen3-14B 3,356.37 256 100.00%
Qwen3.5-35B-A3B-Int4 2,845.18 256 100.00%
Qwen3.5-35B-A3B-FP8 2,405.36 256 100.00%
Qwen3.6-35B-A3B-FP8 2,399.32 256 100.00%
Llama-3.3-70B 2,334.42 256 100.00%
Gemma-4-31B 2,221.42 256 100.00%
GLM-4.7-FP8 1,247.42 256 100.00%
Qwen3.5-35B-A3B (BF16) 768.04 256 100.00%
GLM-5.1-FP8 95.10 256 100.00%

Table 5.26: All Configurations: Peak Throughput Ranking

The cross-category comparison reveals:

1. Throughput leadership belongs to the smallest configurations: Qwen3-8B,
the 30B-A3B-MoE, and Llama-3.1-8B form the top tier at full reliability, and the
30B MoE reaches that class with an order of magnitude fewer active parameters
than its dense peers.

2. The saturation boundary scales with memory footprint: TTFT remains
interactive through C=256 for 8–14B dense and most MoE configurations, while
saturation appears between C=128 and C=256 at 31B and for the 70B deployment,
and as early as C=64 for the Qwen3.5-35B-A3B BF16 baseline with its small KV
cache.

3. Two distinct overload modes coexist across the evaluated models: Ad-
mission queueing (dense and MoE: TPOT plateaus, TTFT explodes) and decode
degradation (GLM family: TTFT stays sub-second, TPOT grows continuously).
The two modes imply different alerting metrics and different user experiences under
overload.

4. Percentiles require success rates: the Qwen3.5-35B-A3B BF16 baseline’s high
latency (P50 107.62 s at C=256 with 100% success) demonstrates a deployment
operating near its limit, where small increases in load would cause reliability to
degrade.
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5.7 KV Cache Utilization Analysis

The latency and throughput trends observed in the previous sections suggest that memory-
related effects may contribute to performance degradation under increasing concurrency.
To investigate one possible mechanism directly, this section analyzes the GPU KV cache
utilization recorded during every benchmark run.

During benchmark execution, vLLM periodically reports the allocated KV cache size
and its current utilization through the server log. These telemetry records were parsed
and aggregated across all benchmark runs. For each configuration, the maximum observed
cache occupancy was retained for every evaluated concurrency level.

Model Capacity Capacity Peak Peak Saturation
(GiB) (103 tokens) (%) (GiB)

Dense — 1× A100
Llama-3.1-8B 55.1 451.5 19.8 10.9 —
Qwen3-8B 54.6 397.7 26.1 14.3 —
Qwen3-8B-FP8 61.0 444.0 30.0 18.3 —
Qwen3-14B 42.3 277.1 43.7 18.5 —
Gemma-4-31B 36.8 80.3 100.0 36.8 C=256

Large — 2× H100
Llama-3.3-70B 13.0 85.1 100.0 13.0 C=256
GPT-OSS-120B 43.2 1,258.5 6.2 2.7 —

Huge — 8× H200
GLM-4.7-FP8 76.2 1,737.2 7.1 5.4 —
GLM-5.1-FP8 30.3 324.7 44.5 13.5 —

MoE — 1× A100
Qwen3-30B-A3B-FP8 40.9 447.2 26.8 11.0 —
Qwen3.6-35B-A3B-FP8 34.6 452.0 59.7 20.6 —
Qwen3.5-35B-A3B 3.7 48.6 100.0 3.7 C=64
Qwen3.5-35B-A3B-FP8 34.6 453.0 59.7 20.6 —
Qwen3.5-35B-A3B-Int4 48.2 631.5 42.8 20.6 —

Table 5.27: Allocated KV Cache Capacity and Peak Utilization Over the Evaluated Con-
currency Range (C=1 to C=256)

Table 5.27 summarises the results. Capacity (GiB) is the GPU memory that vLLM
allocates for the KV cache at startup, i.e. the memory remaining on the assigned hardware
after the model weights are loaded. Capacity (103 tokens) expresses the same allocation as
the number of tokens whose KV state it can hold. This conversion depends on the model
architecture (layers, attention heads, KV precision), so equal memory does not imply equal
token capacity. Peak (%) is the highest cache occupancy observed at any concurrency
level within the evaluated range of C=1 to C=256, relative to the model’s own capacity,
and Peak (GiB) states the same maximum in absolute terms, since percentages are not
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comparable across capacities that differ by two orders of magnitude. Saturation is the first
concurrency level at which peak occupancy reaches 99% of capacity, and a dash means
the cache never filled.

Figure 5.17 plots the same occupancy against concurrency for each category.

(a) (b)

(c) (d)

Figure 5.17: Peak GPU KV cache usage versus concurrency, by model category: (a) Dense
(1× A100), (b) Large (2× H100), (c) Huge (8× H200), (d) MoE (1× A100). Usage is
relative to each model’s own allocated KV cache capacity, which varies by two orders of
magnitude across configurations (Table 5.27).

The utilization data reveals:

1. Cache capacity is set by what the weights leave behind: Within the same
hardware allocation, capacity is determined by the weight footprint. On a single
A100, the allocated cache ranges from 61.0GiB for Qwen3-8B-FP8 down to 3.7GiB
for Qwen3.5-35B-A3B in BF16, whose weights consume most of the device and leave
room for only 48,576 cached tokens.

2. Two utilization regimes: Most configurations never exceed 60% of capacity even
at C=256. The exceptions — Qwen3.5-35B-A3B in BF16, Gemma-4-31B, and
Llama-3.3-70B — reach 100% occupancy at C=64, C=256, and C=256 respectively,
with each onset coinciding with the degradation reported for that model earlier.
The onsets follow token capacity (48.6, 80.3, and 85.1 thousand tokens) rather than
memory.
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3. Percentages mislead without absolute context: Llama-3.1-8B at its peak
occupies 19.8% of its capacity, corresponding to roughly 89,000 cached tokens.
Gemma-4-31B at 100% occupancy holds only 80,300 tokens. The model report-
ing one-fifth utilization therefore caches more token state than the fully saturated
one. A percentage is meaningful only against its own capacity, which varies by two
orders of magnitude across configurations.

4. Low occupancy rules the cache out elsewhere: GPT-OSS-120B peaks at only
6.2% occupancy despite its heavy-prefill profile: its performance ceiling is not a
memory limit. The interpretation of this observation follows in Chapter 6.

5.8 Summary of Key Findings

Table 5.28 consolidates the principal findings of this chapter. Their interpretation with
respect to the research questions follows in Chapter 6.

Theme Finding

Scaling regimes Three regimes in every healthy configuration: near-flat
(to ∼C=32), roughly linear, and saturated. The bound-
ary shifts with model memory footprint

Saturation modes Admission queueing (dense, MoE) versus decode degra-
dation (GLM family). TTFT and TPOT are the respec-
tive indicator metrics

Quantization Effects are load- and architecture-dependent in mag-
nitude and direction: dense FP8 is 32.46% faster at
C=1 but 16% slower beyond C=128, while MoE INT4
is 6.68% slower at C=1 but 15 to 22% faster from C=64

Throughput Top tier at full reliability (C=256): Qwen3-8B (5,091.27
tok/s), Qwen3-30B-A3B-FP8 (4,793.97), Llama-3.1-8B
(4,419.46)

Reliability All 14 configurations at 100% success at C=256. The
Qwen3.5-35B-A3B BF16 baseline operates near its limit
(77.00 s TTFT)

Metric disagreement GPT-OSS-120B is simultaneously best (latency, TPOT)
and worst (TTFT) at the same operating point. No
single metric ranks all configurations consistently

Table 5.28: Chapter Summary: Principal Findings Across All Categories
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Chapter 6

Discussion

This chapter interprets the results presented in Chapter 5 with respect to the research
questions posed in Chapter 1. It begins in Section 6.1 with a cross-category synthe-
sis, which compares all fourteen configurations across a range of evaluation criteria and
establishes the themes that structure the discussion that follows.

The individual dimensions of a deployment decision are then considered in turn. Quan-
tization is examined first in Section 6.2, together with its consequences for KV cache ca-
pacity. The saturation boundary and its implications for Service Level Objectives (SLOs)
are analysed in Section 6.3, followed by the latency–throughput trade-off in Section 6.4
and behaviour under sustained load in Section 6.5. Section 6.6 then compares the serv-
ing efficiency of dense and MoE architectures, before Section 6.7 demonstrates how the
benchmarking developed in this thesis can be extended to estimate per-token serving
costs, using practical examples of models in deployment. These analyses are consolidated
into practical guidance in Section 6.8, and Section 6.9 states the limitations that qualify
the findings.

6.1 Cross-Category Synthesis

Figure 6.1 ranks all configurations by peak aggregate throughput. Total parameter count
is a poor predictor of this ordering. The top tier consists of an 8-billion-parameter dense
model (Qwen3-8B, 5,091.27 tok/s), a 30-billion-parameter MoE activating roughly 3 bil-
lion per token (4,793.97 tok/s), and a second 8B dense model (4,419.46 tok/s), all reached
at C = 256 with 100% success. At the same time, a 120-billion-parameter model records
the lowest median latency in the study, while a reliable 70-billion-parameter model reaches
only 2,334.42 tok/s on the same infrastructure. Model size alone therefore provides little
guidance for deployment decisions. Architecture, precision, and provisioning are the more
informative factors.
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Figure 6.1: Peak aggregate throughput by model, coloured by category, annotated with
the concurrency at which the peak occurs. All bars are peaks at full reliability.

Table 6.1 makes the same point by metric rather than by model: each row names a
plausible definition of "best," and the winner changes with the definition.

Criterion Winner Evidence (Chapter 5)

Peak throughput Qwen3-8B 5,091.27 tok/s at C = 256,
100% success

Lowest median latency GPT-OSS-120B 2.13 s at C = 1
Fastest decode (TPOT) GPT-OSS-120B 6.85ms at C = 1
Lowest TTFT at scale Llama-3.1-8B 239.58ms at C = 256
Flattest latency scaling Llama-3.3-70B 16.85 s to 32.66 s across C =

1 to 256 (1.94×)
Throughput per active parameter Qwen3-30B-A3B-FP8 4,793.97 tok/s from ∼3B ac-

tive

Table 6.1: Best-performing configuration under different evaluation criteria. No configu-
ration leads on more than two criteria.

Table 6.1 indicates that the question of which model performs best is underspecified:
it becomes answerable only once a metric and an operating point are fixed, and the re-
mainder of this chapter is organised around exactly those two qualifications: Sections 6.2
through 6.7 examine how the answer shifts along each dimension, and Section 6.8 assem-
bles the shifted answers into guidance per use case.

Chapter 6 Vansh Mohan 84



6.2 The Quantization Story

The study contains two controlled quantization comparisons: BF16 against FP8 on a
dense 8B base, and FP8 against GPTQ-INT4 on a 35B MoE base (Tables 5.7 and 5.24).
Tables 6.2 and 6.3 follow each pair across the load range. The BF16 variant of the MoE
base is deliberately absent from this speed comparison: it saturates its KV cache early
and exhibits severe latency degradation (77.00 s mean TTFT at C = 256), so its loaded la-
tencies are not comparable to the quantized variants. Its contribution to the quantization
question is reliability, taken up in Section 6.2.1. Read together, the two comparisons ad-
dress the third research question, and the evidence supports a more conditional conclusion
than the accuracy-centred framing of the quantization literature suggests.

Concurrency Latency Change
Dense: FP8 vs BF16

1 −32.19%
32 −22.37%
64 −3.38%
128 +10.12%
256 +16.87%

Table 6.2: Change in mean latency of Qwen3-8B in FP8 relative to BF16 across concur-
rency. A negative value means FP8 latency is lower and thus FP8 is faster.

The dense pair exhibits a sign change. At a single user, FP8 is 32.19% faster end-
to-end and 32.62% faster per token, consistent with the expected behaviour of weight
quantization in the memory-bandwidth-bound decode regime [30, 21]: each decode step
must stream the model weights, and reducing their size reduces the dominant cost. A
plausible explanation for the subsequent decay is that continuous batching amortises
each weight read across a growing number of requests, so the memory-traffic saving that
FP8 provides shrinks with concurrency, while the per-step cost of operating on quantized
representations remains. By C = 128 the net effect has turned a 32.19% advantage
into a 10–17% penalty that persists through C = 256. A load-dependent ordering of
quantized formats across serving regimes is consistent with observations reported in the
quantization-evaluation literature [18]. Figure 6.2 traces the full curve.
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Figure 6.2: Change in median latency across the concurrency sweep (C = 1 to 256).
(a) Dense pair on Qwen3-8B, where negative values indicate lower latency for FP8 than
BF16. (b) MoE pair on Qwen3.5-35B-A3B, where negative values indicate lower latency
for INT4 than FP8.

Concurrency Latency Change
MoE: INT4 vs FP8

1 +6.92%
32 −17.95%
64 −21.57%
128 −19.69%
256 −15.07%

Table 6.3: Change in mean latency of Qwen3.5-35B-A3B in INT4 relative to FP8 across
concurrency. A negative value means INT4 latency is lower and thus INT4 is faster.

The MoE pair inverts the pattern. INT4 is 6.92% slower than FP8 at C = 1 but
15–22% faster at every level from C = 32 upward, with proportionally lower TPOT
and lower TTFT at C = 256 (584.44ms against 662.30ms). A possible explanation is
that the smaller INT4 expert weights reduce the per-token weight traffic that dominates
MoE decoding, an effect that would grow in importance as batching raises the volume of
expert reads. The present measurements cannot isolate the kernel-level cause, and the
observation is therefore reported without a definitive attribution. The direction of the
load effect is thus not even consistent between the two pairs: load erodes the quantization
advantage on the dense base and creates one on the MoE base.

With respect to the question of how quantization strategies affect inference perfor-
mance under realistic concurrent load, the evidence therefore supports a conclusion of
conditional, not general, benefit. The effect of a quantization method is a property of the
triple (method, architecture, operating point), and neither its magnitude nor its sign sur-
vives changing any element of that triple. A single-request benchmark of the dense pair
would recommend FP8, while a benchmark at C = 256 would advise against it. A single-
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request benchmark of the MoE pair would mildly prefer FP8, and any loaded benchmark
would strongly prefer INT4. The practical corollary is that quantization decisions must
be made from measurements taken at the intended concurrency, because no other operat-
ing point’s result transfers reliably. Three boundaries on this conclusion should be stated
plainly: both comparisons concern weight quantization on a single serving stack, output
quality was not measured, so the accuracy dimension established in the literature [20,
18] must be weighed separately, and the memory saving of quantization (roughly 50%
of weight footprint for FP8, more for INT4) holds at every operating point regardless of
the speed effect, which matters wherever GPU memory rather than time is the binding
budget.

6.2.1 KV Cache Capacity and Quantization

The KV cache telemetry of Section 5.7 complements the throughput and latency findings
above with a memory perspective. Both quantization pairs of this study were served on a
single A100, isolating the effect of weight precision on KV cache capacity under identical
conditions.

BF16 FP8 INT4

KV cache capacity (GiB) 3.7 34.6 48.2
KV cache capacity (tokens) 48,576 453,024 631,488
Capacity relative to BF16 1.0× 9.3× 13.0×
Peak usage (%) 100.0 59.7 42.8
Saturation onset C=64 none none

Table 6.4: Effect of Weight Quantization on KV Cache Capacity, Qwen3.5-35B-A3B (1×
A100)

Most of the GPU memory released through weight quantization becomes available for
KV cache allocation. Moving from BF16 to FP8 expands the KV cache capacity by a
factor of 9.3, and to INT4 by a factor of 13 (Table 6.4). The consequence is visible in
the utilization data of Table 5.27: the BF16 deployment exhausts its KV cache at C=64
and cannot scale beyond it, while the FP8 and INT4 deployments peak at 59.7% and
42.8% occupancy and complete the entire sweep without filling their allocation. For the
evaluated configuration, quantization does not merely improve throughput but prevents
KV cache exhaustion within the evaluated concurrency range.

Figure 6.3 illustrates the relationship between KV cache utilization and TTFT for the
BF16 deployment. At low concurrency, TTFT exhibits the expected sub-second response
times characteristic of interactive serving: 58.99ms at C = 1, 65.34ms at C = 2, 133.54ms
at C = 4, 259.61ms at C = 8, and 222.89ms at C = 32. Throughout this range, KV
cache occupancy climbs steadily from 4% to 70%. At C = 64, the cache reaches 100%
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occupancy and TTFT rises sharply to 7.61 seconds—a 34.16-fold increase within a single
concurrency doubling. Beyond this saturation point, TTFT continues to escalate (32.46 s
at C = 128, 77.00 s at C = 256) while the cache remains at full occupancy.

Figure 6.4 shows the corresponding throughput behaviour. Prior to saturation, ag-
gregate throughput scales with concurrency as additional requests are admitted and pro-
cessed in parallel. Once KV cache occupancy reaches 100%, throughput plateaus at
approximately 768 tok/s and remains effectively constant through C = 256, indicating
that no additional requests can be admitted regardless of the offered load. The temporal
coincidence of cache saturation, TTFT escalation, and throughput plateau is consistent
with an admission queueing mechanism: when the cache fills, incoming requests wait for
existing sequences to complete and release their KV blocks before receiving service.
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Figure 6.3: KV cache utilization versus mean TTFT for Qwen3.5-35B-A3B in BF16
precision. The vertical line marks the saturation point (C = 64), where cache occupancy
reaches 100% and TTFT increases by a factor of 34.16.
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Figure 6.4: KV cache utilization versus aggregate throughput for Qwen3.5-35B-A3B in
BF16 precision. Beyond the saturation point, throughput plateaus at approximately
768 tok/s despite increasing concurrency, indicating that the system cannot admit addi-
tional requests.

BF16 FP8

KV cache capacity (GiB) 54.6 61.0
KV cache capacity (tokens) 397,696 444,032
Capacity relative to BF16 1.0× 1.12×
Peak usage (%) 26.1 30.0
Saturation onset none none

Table 6.5: Effect of Weight Quantization on KV Cache Capacity, Qwen3-8B (1× A100)

The dense pair exhibits the same mechanism at a smaller magnitude (Table 6.5).
Qwen3-8B-FP8 obtains a capacity of 61.0GiB against 54.6GiB for the BF16 variant, an
increase of 12%, because an 8B model’s weights occupy a small share of GPU memory.
Both variants complete the sweep with comparable headroom, so the precision choice for
this model is not governed by memory. In the evaluated pairs, the capacity benefit of
quantization therefore grows with the ratio of model size to GPU memory: marginal for
the 8B model, decisive for the 35B model, whose BF16 weights left almost no memory
for the KV cache. The throughput parity between BF16 and FP8 observed for the 8B
pair should consequently not be generalized to larger models, where the same precision
change altered the scaling behaviour rather than only the token rate.
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6.3 The Time-to-First-Token Cliff and Interactive Ca-

pacity Limits

In contrast to the conditional quantization results, the time-to-first-token behaviour is uni-
form across the evaluated models. Every configuration that saturates does so abruptly:
mean TTFT rises by an order of magnitude or more within a single concurrency dou-
bling. Within the evaluated range (C ≤ 256), the cliff is visible for three configurations:
Qwen3.5-35B-A3B in BF16 rises from 222.89ms at C = 32 to 7.61 s at C = 64 (a 34.16×
increase, Table 5.22), Gemma-4-31B jumps jumps from 229.16 ms at C = 128 to 2.21 s at
C = 256 (a 9.65× increase), and Llama-3.3-70B from 275.34ms to 1.89 s over the same
doubling (Table 5.12). Nine configurations maintain sub-second TTFT through C = 256,
indicating their cliff lies beyond the measured range. Figure 6.5 shows all configurations
against a one-second interactive reference line.
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Figure 6.5: Mean TTFT across the concurrency range (C = 1 to 256) for all configura-
tions. The dashed line marks a one-second threshold for interactive responsiveness.

Table 6.6 summarises the curves as a quantity directly usable for capacity planning:
the highest measured concurrency at which each configuration keeps mean TTFT below
one second. The one-second value is adopted here as a representative interactive SLO,
and the capacities below scale accordingly if a deployment sets a different target.
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Model Max C (TTFT < 1 s) TTFT at C = 256

Llama-3.1-8B 256 239.58ms
Qwen3-8B 256 383.89ms
Qwen3-30B-A3B-FP8 256 402.57ms
GLM-4.7-FP8 256 420.16ms
Qwen3-8B-FP8 256 488.16 ms
Qwen3-14B 256 564.31 ms
Qwen3.5-35B-A3B-Int4 256 584.44ms
Qwen3.6-35B-A3B-FP8 256 655.53ms
Qwen3.5-35B-A3B-FP8 256 662.30ms

Llama-3.3-70B 128 1.89 s
Gemma-4-31B 128 2.21 s

Qwen3.5-35B-A3B (BF16) 32 77.00 s
GPT-OSS-120B 2 4.96 s
GLM-5.1-FP8 — 74.20 s

Table 6.6: Interactive capacity per configuration. Max C is the highest concurrency at
which mean TTFT remains below the one-second interactive SLO. Models in the top
group maintain sub-second responsiveness across the full evaluated range. Those below
the dividers saturate earlier or never achieve interactive latency.

Three aspects of this table are relevant for interpretation.
First, the boundary clusters: nine configurations maintain sub-second TTFT through

C = 256 despite spanning 8B dense to 35B MoE. Although KV cache consumption
grows with the volume of concurrent sequences rather than with parameter count as
such [19], the telemetry of Section 5.7 shows these configurations peaking at 7–60% KV
cache occupancy. As a rough guide, a peak occupancy above 70% indicates that saturation
is close, while a peak below 50% indicates comfortable headroom for load spikes. The
shared ceiling therefore does not arise from KV cache exhaustion and instead reflects the
serving stack’s concurrency limit. The deviating thresholds belong precisely to the models
whose KV caches measurably fill or whose prefill is heavy: the BF16 baseline saturates
at C = 32, Gemma-4-31B and Llama-3.3-70B at C = 128, and GPT-OSS-120B never
reaches sub-second TTFT.

Second, the transition is abrupt. Gemma-4-31B jumps from 229.16 ms to 2.21 s be-
tween C = 128 and C = 256, a tenfold increase within one concurrency doubling. This
sharpness makes the boundary difficult to predict from sparse measurements and moti-
vates the dense sweep approach of this study. A measurement taken only at low concur-
rency gives no indication that such a boundary exists, since nothing in the sub-threshold
behaviour anticipates it.

Third, the two configurations with no interactive headroom fail for opposite reasons.
GPT-OSS-120B has heavy prefill at any load, while its KV cache peaks at 6.2% of ca-
pacity, or 2.68GiB, the smallest absolute footprint in the study, so its ceiling is not a
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memory limit. GLM-5.1-FP8 is instead under-provisioned relative to its sibling on iden-
tical 8×H200 hardware, receiving 324.7 thousand tokens of cache in 30.3GiB against
1,737.2 thousand in 76.2GiB for GLM-4.7-FP8, while holding the larger live working set
of the two at C = 256 (144.5 against 123.3 thousand tokens). The distinction matters
because only the second is addressable with additional hardware.

This addresses the first part of the first research question, concerning where scal-
ing degrades: performance scales gracefully, indeed almost flatly, up to a concurrency-
determined boundary. The boundary appears first in TTFT rather than in decode speed,
and it arrives within a single concurrency doubling. The second part, concerning be-
haviour beyond the boundary, is examined in Section 6.5.

6.4 The Latency–Throughput Trade-off Frontier

Figure 6.6 plots each configuration’s trajectory through latency–throughput space as con-
currency increases, and Figure 6.7 places all configurations in TTFT–TPOT space at the
common healthy operating point C = 256. Together they provide the empirical basis for
addressing the second research question.
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Figure 6.6: Median latency against aggregate throughput across the concurrency sweep
(log-log). Each curve is one configuration. Moving along a curve trades individual-request
speed for system capacity.
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Figure 6.7: All configurations at C = 256 in metric space: mean TPOT (streaming
smoothness) against mean TTFT (responsiveness, log scale). Points are numbered in
order of increasing TTFT. The key maps numbers to configurations. No configuration
occupies the dominant lower-left corner.

The central observation is rank inversion. GPT-OSS-120B holds the study’s best
median latency and fastest decode alongside its worst baseline responsiveness, 906.96ms
TTFT at a single user. GLM-4.7-FP8 shows the opposite profile: it holds TTFT sub-
second through C = 256 (420.16ms) while its TPOT degrades to 207.90ms, the second-
highest in the study. Llama-3.1-8B’s leading end-to-end latency is itself partly an artifact
of response length, since it generates 243 output tokens on average against 379 for Qwen3-
8B (Table 5.3). Per token, Qwen3-8B decodes faster (52.86 ms against 59.86ms TPOT at
C = 256, Table 5.5), and the peak-throughput ranking (Table 5.26) accordingly inverts
the latency ranking between the two. Table 6.7 collects the inversions in one place.

Comparison Metric A prefers Metric B prefers Explanation

GPT-OSS-120B vs all others P50, TPOT:
GPT-OSS

TTFT: almost any
other

Sparse decode,
heavy prefill

GLM-4.7-FP8, internal TTFT: sub-second
to C = 256

TPOT: 207.90ms,
13th of 14

Decode degrades
while admission
does not

Llama-3.1 vs Qwen3-8B E2E latency:
Llama

TPOT, through-
put: Qwen

Response-length
confound

FP8 vs BF16 (dense) At C ≤ 64: FP8 At C ≥ 128: BF16 Load-dependent
sign

Table 6.7: Rank inversions at matched operating points: the model preferred by one
metric is disfavoured by another.

Because no configuration dominates on all metrics, the choice of metric determines
which configuration appears preferable. Metric selection should therefore be treated as
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part of the deployment decision rather than as a reporting detail. The mapping that the
evidence supports is direct. Streaming chat is governed first by TTFT, since users perceive
the wait for the first token as the system’s responsiveness, and second by TPOT, which
typically only needs to remain below human reading speed [6]. By these criteria GLM-4.7
passes the first and fails the second, since its 207.90ms TPOT at C = 256 corresponds
to 4.81 tok/s, below reading speed. GPT-OSS-120B fails the first while decoding fastest
in the study, the opposite of their end-to-end latency ranking (Table 6.1). Synchronous
API calls are governed by end-to-end tail percentiles (P95/P99), since a caller blocks on
the whole response. Here the tight distributions of the dense models at moderate load,
and the widening tails as concurrency approaches C = 256 reported in Chapter 5, are the
relevant observations. Batch processing is governed by aggregate throughput read jointly
with success rate, the joint reading being non-negotiable for the reason Section 6.5 demon-
strates. This mapping from use case to governing metric, together with the observation
that the preferred configuration changes with the metric, constitutes the answer to the
second research question. Its practical form is the recommendation table of Section 6.8.

6.5 Reliability Under Load

Within the evaluated concurrency range (C ≤ 256), all fourteen configurations maintain
100% request success. This uniformity is itself a finding: the serving stack handles the
full load without dropping requests, and the latency degradation observed in Section 6.3
reflects queueing rather than failure.

Two distinct degradation patterns are nevertheless visible in the latency data. Most
configurations exhibit admission queueing : TPOT remains stable while TTFT grows,
indicating that admitted requests stream at full speed after waiting in a queue. GLM-
4.7-FP8 shows the opposite pattern, decode degradation: TTFT stays sub-second through
C = 256 while TPOT grows continuously. In practice, a monitoring system should
track both TTFT and TPOT. If TTFT rises while TPOT stays flat, the system is
queueing admissions: scale up or expand KV cache capacity. If TTFT remains low but
TPOT climbs, token generation is slowing: consider faster hardware or lighter models.
Monitoring only one metric will miss the other failure mode.

The methodological implication extends beyond this study. Any benchmark or dash-
board that reports latency without accompanying success rates risks misrepresenting a
degrading deployment as stable. This study’s peak-throughput figures are reported at full
reliability precisely to avoid such survivor bias. Together with Section 6.3, this completes
the answer to the first research question: scaling is regime-structured, performance de-
grades gracefully up to a concurrency-determined boundary, and the degradation mode
(queueing vs decode slowdown) varies by configuration.
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6.6 Dense versus MoE Economics

The peak-throughput ladder of Section 6.1 contains an economic argument worth isolating.
Qwen3-30B-A3B-FP8 reaches 4,793.97 tok/s, 94.16% of the study-best dense figure, while
activating roughly 3 billion parameters per token. It does so with the second-fastest single-
user decode among the evaluated models (9.39 ms TPOT), the same C = 256 interactive
headroom as the dense models, and 100% success across all nine measured concurrency
levels. Relative to active parameter count, this is the highest throughput observed in
this study. GPT-OSS-120B provides a complementary observation at larger scale: with
roughly 5 billion active parameters it delivers 3,852.60 tok/s, 65.03% more than the dense
70B model on the same infrastructure.

Three qualifications apply. First, active parameter count alone does not set the ceil-
ing: the quantized 35B-A3B configurations, with the same nominal 3B active parameters
as the 30B, cluster at 2,399–2,845 tok/s, roughly half the 30B figure, so expert count,
routing, and implementation maturity evidently matter as much as the headline sparsity
figure. Second, the memory footprint of a MoE is that of its total parameters, not its
active ones. The efficiency is in compute and bandwidth per token, not in the GPU
memory bill. The BF16 baseline demonstrates the consequence: its full-precision weights
leave 3.7GiB for the KV cache, which it exhausts at C = 64, capping its throughput
at 768 tok/s while the quantized variants continue to scale. Third, this study measured
serving behaviour only, and the quality class of a 3B-active MoE against an 8B dense
model is precisely the comparison a deployment would need from the accuracy litera-
ture before acting on the throughput numbers. Prior MoE releases have reported quality
matching substantially larger dense models [17], but this must be established per model
family rather than assumed. Within these bounds, the conclusion holds: for throughput-
oriented serving where the model’s quality class is sufficient, sparse architectures offer
a substantial efficiency advantage, and the 30B-A3B result shows this advantage being
realised at dense-class performance rather than merely approaching it.

6.7 Deployment Cost Analysis

The cost model of Section 3.5 was developed alongside this thesis and applied to the
benchmarking results. Dual-workload measurements, and therefore separated input and
output token costs, were obtained for five frequently deployed configurations. The analysis
below is consequently an extension of the benchmark campaign rather than a complete
costing of all fourteen configurations, and the model can be applied to the remaining
configurations as the corresponding measurements become available.

Table 6.8 reports the estimated prices per million input and output tokens at three
operating points, using the machine-second cost of Equation 3.10. For GPT-OSS-120B,
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which was served on two GPUs, the machine-second cost was doubled to approximate the
two-GPU deployment at the single-node rate.

C=1 C=64 C=256

Model Pin Pout Pin Pout Pin Pout

Qwen3.5-35B-A3B-FP8 0.17 10.80 0.23 0.75 0.25 0.41
Qwen3.5-35B-A3B-Int4 0.14 11.49 0.15 0.59 0.17 0.36
Qwen3.6-35B-A3B-FP8 0.14 11.87 0.16 0.76 0.19 0.42
Gemma-4-31B 0.22 31.59 0.35 0.80 0.27 0.44
GPT-OSS-120B 0.19 25.75 0.01 1.45 0.01 0.48

Table 6.8: Estimated prices per million input and output tokens (e/M) at three concur-
rency levels. The rightmost column (C = 256) is the highest concurrency evaluated.

Three observations follow. First, concurrency dominates the unit cost: between C = 1

and the optimal operating point, the output price falls by a factor of 26 (Qwen3.5-FP8)
to 71 (Gemma-4-31B), a direct monetary restatement of the batching gains documented
in Chapter 5. A deployment sized for single-user latency pays more than an order of
magnitude more per token than the same hardware operated near its saturation boundary.
Second, at their respective optima the five configurations converge to a narrow band
of 0.36–0.48e per million output tokens despite spanning a factor of three at C = 1:
once batching efficiency is realised, the choice among these configurations is driven by
quality and latency requirements rather than by unit cost. The INT4 variant achieves the
lowest output price, consistent with its throughput behaviour in Section 6.2. Third, input
and output prices differ by roughly two orders of magnitude at low concurrency, which
quantifies why commercial providers price the two token types separately. Notably, GPT-
OSS-120B reaches input prices below 0.02e/M under load, reflecting the high parallel
prefill capacity of its two-GPU deployment.

These estimates carry the assumptions of Section 3.5: the machine-second cost is
illustrative, the linear time model holds at fixed concurrency, and prices exclude idle
capacity, so they represent the cost of a fully utilized deployment rather than a guaranteed
production price. Within those bounds, the analysis demonstrates that the benchmark
data collected in this study suffices to derive API -comparable price estimates for self-
hosted serving, and that the derived prices depend on the operating point as strongly as
on the model itself.

6.8 Deployment Recommendations

The analyses of this chapter can be consolidated into a single procedure: identify the
metric that governs the use case (Section 6.4), find the saturation boundary for the candi-
date configuration (Section 6.3), and operate at or below one doubling under it, verifying
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success rates jointly with latency (Section 6.5). Table 6.9 applies this procedure to the
evaluated configurations.

Use case Governing
metric

Recommended
configuration

Operate at Caveat

Interactive chat
(typing-speed
streaming)

TTFT, then
TPOT

Llama-3.1-8B or
Qwen3-8B

C ≤ 256 Both maintain sub-second
TTFT and stable TPOT
through the full range

Latency-critical
single calls

P50 / P95
end-to-end

GPT-OSS-120B any mea-
sured

906.96 ms baseline TTFT
rules out streaming-first in-
terfaces

High-throughput
batch

Aggregate
tok/s + suc-
cess

Qwen3-8B or
Qwen3-30B-A3B-
FP8

C = 256 Peak throughput at full
reliability; 5,091.27 and
4,793.97 tok/s respectively

Cost- and
memory-
constrained
serving

TPOT +
memory

Qwen3-8B-FP8
(low load);
Qwen3.5-35B-
Int4 (high load)

per pair
analysis

Quantization ordering flips
with load; measure at the
intended concurrency

Frontier-model
interactivity at
scale

TTFT at load GLM-4.7-FP8 up to C =
256

Maintains 420.16 ms TTFT
at C = 256; accept degrad-
ing TPOT (207.90ms)

Large dense
models

all Llama-3.3-70B
with provisioning

C ≤ 128 for
interactive

Flattest scaling (1.94×)
but high baseline latency
(16.85 s at C = 1)

Table 6.9: Deployment recommendations by use case, derived from the measured config-
urations. Operating concurrency is per replica of the studied deployment.

Three general rules extend beyond the table.
First, plan capacity from the TTFT boundary, not the throughput peak.

The data reveals a consistent pattern: the throughput peak lies one to three concurrency
doublings beyond the point where TTFT becomes unacceptable.

• Gemma-4-31B: TTFT remains acceptable at C = 128 (229.16ms), but peak
throughput (2,221.42 tok/s) occurs at C = 256 where TTFT has degraded to 2.21
seconds. A deployment sized for peak throughput would serve users waiting over
two seconds for their first token.

• Qwen3.5-35B-A3B BF16 : TTFT is 222.89ms at C = 32 but explodes to 7.61
seconds at C = 64, while peak throughput only appears at C = 256, three doublings
later, where TTFT reaches 77.00 seconds.

• Qwen3-8B: TTFT remains below one second at the throughput peak (383.89ms
at C = 256), allowing safe operation at maximum capacity.

Second, measurements do not transfer across operating points. The quan-
tization sign changes, the rank inversions, and the survivorship artifacts documented in
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this study are all cases where a number measured at one concurrency actively misleads
at another. Always measure at the concurrency you intend to serve.

Third, inspect KV cache capacity before load testing. The four configurations
that reached full KV cache occupancy did so in ascending order of allocated capacity, and
only the smallest allocation, the BF16 baseline’s 3.7GiB, saturated early enough to cap
throughput within the evaluated range (Section 5.7). A deployment whose weights leave
only a few gigabytes for the KV cache will be memory-bound regardless of available com-
pute. Weight quantization offers the least expensive mitigation, expanding the allocation
by up to 13× relative to BF16 (Table 6.4).

6.9 Limitations and Threats to Validity

The conclusions above hold within boundaries that should be stated as plainly as the
findings.

Single serving stack. Measurements derive from NVIDIA A100 80GB, H100 and
H200 GPUs running vLLM version 0.15.1. The saturation boundaries, the quantization
sign changes, and the GLM scheduling behaviour are all properties of this stack as much as
of the models. Different kernels, schedulers, or memory configurations could shift every
threshold reported. The cross-configuration comparisons are protected by the shared
platform, but the absolute numbers are platform-specific.

One workload. All prompts derive from ShareGPT conversations issued under a
closed-loop protocol with a 512-token output cap. Real traffic exhibits temporal burstiness
and length distributions that a fixed-concurrency closed loop does not reproduce, and
closed-loop measurement is known to understate queueing effects relative to open arrival
processes [33]. The regime structure and saturation mechanisms are expected to persist
under open workloads, but the specific boundary locations may not.

Single run per cell. Each (model, concurrency) cell was measured once with 1,000
requests. The large per-cell sample yields tight percentile estimates, and the smoothness
of the observed curves across nine levels argues against run-level flukes, but no formal
between-run variance is available, and small differences (for example the 0.25% peak-
throughput gap between Qwen3.5-35B-A3B-FP8 and Qwen3.6-35B-A3B-FP8) should not
be over-read.

Hardware heterogeneity. Most dense and MoE models run on 1× A100, Large
models on 2× H100, and Huge models on 8× H200. Cross-category comparisons should
account for these differences.

Telemetry sampling. The KV cache occupancy figures of Section 5.7 derive from
engine telemetry emitted at roughly ten-second intervals. Short-lived occupancy spikes
between samples may be missed, so reported peaks are lower bounds.

Modeled aggregate throughput. The throughput figure (T̄ out/L̄) · C is a steady-
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state estimate that assumes full occupancy of all concurrency slots. It matches the figure-
generation pipeline and is applied consistently across all configurations, but it is not a
wall-clock measurement and inherits the biases of the means it is built from, including
survivor bias where success is degraded.

Quality unmeasured. No output-quality evaluation accompanies the quantized con-
figurations. The serving-side ordering of FP8 and INT4 established here is one axis of
a two-axis decision whose other axis, accuracy, is deliberately delegated to the literature
reviewed in Chapter 2.

None of these limitations undermines the chapter’s central claims, which are com-
parative rather than absolute. They do, however, define the future work described in
Chapter 7: open-loop replay, multi-platform replication, repeated runs, and joint quality–
performance measurement.
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Chapter 7

Conclusion

This thesis set out to answer three questions about LLM inference that existing bench-
marks leave open: how inference performance scales under load in a realistic benchmark,
which performance metrics are most effective for deployment decisions, and what impact
quantization has on that performance under realistic concurrent load. Section 7.1 answers
each of the three in turn.

To answer them, a benchmarking framework was built from scratch. A prompt harness
generates closed-loop load from ShareGPT conversation traces at controlled concurrency,
records every request from submission to completion, and runs reproducibly on HPC in-
frastructure through SLURM. A uniform analysis pipeline transforms raw outputs into a
common format, and an interactive dashboard enables comparison across models, quan-
tization methods, and concurrency levels in a single interface. This addresses a core limi-
tation of existing tools, which emit fragmented, tool-specific outputs that require manual
collation for cross-configuration analysis. With this setup, fourteen model configurations
were evaluated at up to nine concurrency levels, delivering the reproducible benchmark-
ing framework, the uniform analysis pipeline and interactive tooling, and the large-scale
empirical evaluation set out in Section 1.5.

The measurements were verified against the vLLM logs directly. Throughout every
run, the serving engine’s logs report how many requests it is processing and how many
are waiting. These server-side counts match the client’s offered concurrency exactly.
Every request sent was received; no run shows a server-side error. The engine’s scheduler
bounds concurrent sequences via max_num_seqs1, so the analysis focuses on the range
where offered and processed concurrency match. The findings below describe what the
system verifiably did. The concurrency scaling study and the analysis of quantization
under load follow from the answers in Section 7.1; results that emerged beyond the three
questions are collected in Section 7.2, and Section 7.3 turns both into the deployment
guidance the thesis promised. Section 7.4 bounds these claims, Section 7.5 outlines what

1See vLLM documentation on scheduler configuration [39].
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the framework makes possible next, and Section 7.6 closes the thesis.

7.1 Answers to the Research Questions

RQ1: How does inference performance scale under load in a realistic bench-
mark? Scaling follows a three-phase pattern. At low concurrency, latency is nearly
flat: additional users are absorbed by batching at almost no individual cost. In the middle
range, aggregate throughput climbs steeply (9–106× from C = 1 to peak, varying by con-
figuration) while per-request latency degrades only moderately. Then, at a configuration-
specific boundary, the system saturates: TTFT jumps by an order of magnitude within
a single concurrency doubling.

Two distinct degradation modes exist. Most configurations exhibit admission
queueing : TPOT remains stable while TTFT grows, meaning admitted requests stream
at full speed after waiting. GLM-4.7-FP8 shows decode degradation: TTFT remains below
one second from C = 1 to C = 256 (growing from 46.23ms to 420.16ms), while TPOT
increases 8.82-fold over the same range (from 23.57ms to 207.90ms). In practice, monitor
both metrics. If TTFT rises while TPOT stays flat, the system is queueing admissions:
scale horizontally or increase KV cache capacity. If TTFT remains low but TPOT climbs,
token generation is slowing: consider faster hardware or lighter models. Watching only
one metric will miss the other failure mode.

RQ2: Which performance metrics are most effective for deployment deci-
sions across different use cases? No single metric characterises serving per-
formance. Rankings shift depending on the metric, and each metric taken alone misleads.

GPT-OSS-120B holds the study’s lowest median latency (2.13 s at C = 1) and fastest
decode (6.85ms TPOT at C = 1), but also its worst baseline responsiveness (906.96ms
TTFT at C = 1). Qwen3-8B leads on peak throughput (5,091.27 tok/s at C = 256)
while Qwen3-30B-A3B-FP8 leads on throughput per active parameter (4,793.97 tok/s at
C = 256 from approximately 3B active).

Scaling ratios mislead without absolute baselines. Llama-3.3-70B exhibits the
flattest latency growth (1.94× from C=1 to C=256), which sounds stable. But it starts
from 16.85 s median at C = 1, so “stable” means stably slow. A ratio without its baseline
invites the wrong decision, which is why Chapter 6 reports both.

Aggregate rankings mislead. Ranked across six definitions of “best” (peak through-
put, median latency, token pacing, first-token latency at scale, scaling flatness, efficiency
per active parameter), no configuration wins more than two (Table 6.1). The question
“which model is optimal?” is ill-posed. The answerable question is “optimal for what?”.

Latency and success rate must be reported together. From both service
provider and user perspectives, a latency number without success rate can make a failing
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system look like an improving one. All peak-throughput figures in this thesis are reported
at full reliability for this reason.

The right approach is a metric pair per use case, checked against human
thresholds. For interactive streaming: TTFT below roughly one second (the threshold
above which responsiveness feels non-interactive) and token pacing at or above human
reading speed. Adults read at approximately 238 words per minute [8], roughly four
words per second, which translates to around five tokens per second.

Applying both thresholds at C=256: eight of fourteen configurations pass. The six
failures fail for different reasons: three because KV cache saturated, one because of prefill
cost, one because its measurements are not comparable (Section 6.9), and one because its
token pacing falls below the threshold. GLM-4.7-FP8 operates at the pacing threshold
(207.90ms per token, 4.81 tok/s), just below the 5 tok/s benchmark. This shows how a
configuration can appear responsive (sub-second TTFT) while operating at the edge of
usable streaming speed.

RQ3: What is the impact of quantization on deployment performance un-
der realistic concurrent load? Quantization effects depend on the operating
point. On Qwen3-8B (dense), FP8 is 47.76% faster than BF16 at C = 1 (110.45 versus
74.75 tok/s) but 13.81% slower at peak throughput (4,387.92 tok/s versus 5,091.27 tok/s
at C = 256). The advantage inverts as batching amortises the memory-bandwidth savings
that made FP8 attractive. On Qwen3.5-35B-A3B (MoE), the pattern runs opposite: INT4
is 5.98% slower than FP8 at C = 1 but 18.28% faster at C = 256 (2,845.18 tok/s versus
2,405.36 tok/s), because smaller expert weights reduce per-token traffic that dominates
MoE decoding at scale. A possible explanation is that batching interacts differently with
weight access in each architecture: on dense models, all tokens read the same weights, so
batching amortises the quantization savings equally across requests. On MoE, each token
routes to different experts, multiplying weight accesses under load. Smaller INT4 weights
thus compound their advantage as batch size grows.

Quantization also determines whether concurrent serving is possible. On
Qwen3.5-35B-A3B, the BF16 baseline leaves only 3.7GiB for the KV cache (enough for
48,576 tokens) and reaches 77.00 seconds mean TTFT at C = 256, effectively unusable.
The number of tokens that fit in the cache depends on the model’s layer count and atten-
tion heads, so a small memory allocation becomes even more restrictive for deeper models.
Relative to this BF16 baseline, FP8 increases KV cache capacity by a factor of 9.3 (to
34.6GiB), and INT4 by a factor of 13 (to 48.2GiB). Both quantized configurations remain
responsive at C = 256. The practical rule: measure quantization at the concurrency you
intend to serve, not the concurrency convenient to test.
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7.2 Key Insights Beyond the Research Questions

Beyond the research questions, several findings carry practical weight.

Parameter count is a poor predictor of throughput. At peak throughput, the 8B
Qwen3 model achieves 5,091.27 tok/s, outperforming the 70B Llama-3.3 (2,334.42 tok/s)
by 2.18× and the 31B Gemma-4 (2,221.42 tok/s) by 2.29×. Architecture, implementation
maturity, and serving-stack interaction evidently matter more than headline size.

Active parameters matter more than total parameters for MoE. Qwen3-30B-
A3B-FP8, activating roughly 3B parameters per token, achieves 4,793.97 tok/s at peak.
This is 94.16% of the highest dense-model throughput (5,091.27 tok/s from Qwen3-8B).
But the quantized 35B-A3B configurations, with the same nominal active count, cluster
at roughly half that figure at peak (2,399–2,845 tok/s), and the BF16 variant reaches
only 768.04 tok/s. The practical implication: active parameter count alone does not
predict MoE throughput. Qwen3-30B-A3B-FP8 and Qwen3.5-35B-A3B both activate 3B
parameters per token, yet the former achieves nearly twice the throughput of the latter.

The flattest scaling is not the best scaling. Llama-3.3-70B exhibits the flattest
latency growth (1.94× from C = 1 to C = 256) because its C = 1 baseline is already
16.85 s, so load has proportionally less impact. For interactive use, a model that scales
6.00× from 3.56 s at C = 1 (Qwen3-30B-A3B-FP8, reaching 21.37 s at C = 256) is still
more useful than one that scales 1.94× from 16.85 s to 32.66 s. A ratio without its absolute
baseline invites the wrong decision.

KV cache capacity is the hidden constraint. Three of the configurations whose
TTFT crosses into multi-second territory within the evaluated range (Qwen3.5-35B-A3B
BF16 at C = 64, Gemma-4-31B and Llama-3.3-70B at C = 256) are those whose weights
leave the least memory for the KV cache. GPT-OSS-120B crosses at C = 4 and GLM-5.1-
FP8 from C = 2 for reasons of prefill cost and provisioning rather than weight footprint
(Section 6.3). Quantization expands this allocation by up to 13× relative to BF16, trans-
forming an unusable deployment into a responsive one. The throughput and latency
benefits of quantization documented in literature are real, but the capacity benefit may
be more decisive.

7.3 Implications for Practice

Four recommendations follow from the findings:
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1. Do not benchmark at C = 1. Single-request measurements miss the quantization
sign changes, the scaling cliffs, and the overload modes that determine production
behaviour. A deployment decision based on C = 1 latency may be directionally
wrong.

2. Quantize for KV headroom, not just speed. The memory freed by weight
quantization flows to the KV cache, which determines how many concurrent se-
quences the deployment can serve. A model that is faster but memory-constrained
may be worse than one that is slower but has headroom.

3. Match the metric to the use case. Streaming chat requires low TTFT and
stable TPOT; synchronous APIs require tight P95/P99; batch processing requires
high throughput at full reliability. Optimising the wrong metric yields the wrong
configuration.

4. Expect the cliff and plan below it. The TTFT boundary, when it arrives,
is sharp enough that a deployment sized for its throughput peak may already be
serving ten-second response times. If TTFT crosses one second at C = 128, operate
at C = 64. Do not plan capacity for the concurrency where saturation begins.

7.4 Limitations

The conclusions are bounded by the study’s scope. All measurements derive from a single
serving stack (vLLM) on the hardware tiers documented in Chapter 4: single A100 GPUs
for the dense and MoE categories, multi-GPU H100 and H200 nodes for the large and
huge categories, with serving-stack versions listed in Section 6.9. Cross-configuration
comparisons are protected by the shared methodology. Absolute numbers are properties
of this infrastructure.

7.5 Future Work

Seven extensions follow from this work:

• Other serving engines: The framework is currently built around vLLM and
its OpenAI-compatible endpoint. Extending it to other serving engines, such as
SGLang and TensorRT-LLM, would reveal how much of the observed behaviour
is specific to vLLM, and would make the serving engine itself a comparison axis
alongside model, quantization, and concurrency.

• Vision Language Model (VLM): Extending the evaluation to VLMs where
image encoding adds significant prefill latency and memory pressure from visual
tokens.

Chapter 7 Vansh Mohan 104



• Prefix caching: Measuring how KV cache reuse across requests with shared system
prompts changes throughput and latency characteristics.

• Complex workloads: Evaluating agentic workflows with tool calls, multi-turn
reasoning chains, and RAG pipelines that better reflect production usage patterns.

• Quality–performance trade-offs: Coupling throughput measurements with ac-
curacy benchmarks (MMLU, HumanEval) to enable joint optimisation.

• Server-side token accounting: Counting generated tokens from engine statistics
rather than visible content, making reasoning-style models comparable and quanti-
fying their hidden generation cost.

• Per-token cost modelling: The dual-workload methodology of Section 6.7, which
separates input and output token throughput, can be extended to all evaluated
models given sufficient infrastructure availability. A comprehensive cost matrix
across configurations would enable per-million-token pricing directly comparable to
commercial APIs, supporting total cost of ownership analysis for build-versus-buy
decisions at production scale.

7.6 Closing Remarks

The central finding of this thesis is that LLM serving performance is regime-structured :
the best configuration depends on the metric, the metric depends on the use case, and the
measured values depend on the operating point. A benchmark that ignores any of these
dependencies provides guidance that may be directionally wrong at production scale.
When evaluating LLM serving, require: (1) measurements at your target concurrency,
not just C = 1; (2) both latency metrics relevant to your use case (TTFT and TPOT
for streaming, P95/P99 for synchronous APIs); (3) workload traces representative of
production, not synthetic prompts.

The fourteen configurations evaluated here span dense and sparse architectures, three
quantization formats, and model sizes from 8B to 120B parameters. None dominates.
The 8B model that leads on throughput (Qwen3-8B) trails on single-user TTFT. The
120B model that leads on median latency (GPT-OSS-120B) trails on baseline TTFT. The
model with the flattest scaling (Llama-3.3-70B) starts too slow to use. Every deployment
decision is a trade-off, and the contribution of this work is to make that trade-off visible:
to show where the cliffs are, which metrics invert, and how the numbers change with load.

Beyond the empirical findings, this thesis contributes a reusable evaluation pipeline:
a benchmarking harness, a uniform results format, and an interactive dashboard that en-
ables cross-configuration comparison without custom aggregation scripts. The framework
is designed to extend to new models, serving stacks, and workloads as the field evolves.
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The core methodological principle remains constant: performance must be measured
at the concurrency the deployment will serve, not the concurrency that is convenient to
test.
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Appendix A

Additional Materials

This appendix gives the complete latency grid for all respective concurrency levels. Each
cell is the P50 latency over the 1,000 requests issued at that level. Every configuration
completed every request, so no cell is computed over a reduced sample.

Colour is logarithmic and scaled within each mode group, so shades are comparable
between models in the same group but carry no meaning between groups.

The intermediate levels are where the quantization crossover discussed in the results
and discussion chapters becomes visible. Qwen3-8B-FP8 holds a 22 to 32% latency ad-
vantage over BF16 from C = 1 through C = 32, narrows to 3% at C = 64, and is 10 to
16% slower at C = 128 and above.
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Figure A.1: Dense models: P50 latency (s) at each concurrency level.
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Figure A.2: Large models: P50 latency (s) at each concurrency level.
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Figure A.3: Huge models: P50 latency (s) at each concurrency level.
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Figure A.4: MoE models: P50 latency (s) at each concurrency level.
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