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Abstract

Large Language Models (LLMs) have become increasingly capable of solving complex
tasks, but their inference is associated with high computational costs and latency. In
multi-round conversations, previous conversation histories and shared contexts have to
be processed repeatedly, which increases the prefill time. Persistent KV caching provides
an approach to avoid these repeated computations by retaining previously computed
KV tensors beyond their original request and reusing them for subsequent requests with
matching prefixes. While existing works already propose different approaches for persis-
tent KV caching, they commonly consider specific caching methods, fixed cache sizes or
only a limited number of cache replacement policies.

In this thesis, the impact of persistent KV caching on the prefill time in LLM infer-
ence is investigated for different persistent KV caching methods, cache sizes and cache
replacement policies. For this purpose, a benchmark was designed and implemented that
simulates a workload in which multiple users each perform an individual multi-round con-
versation while sharing the same context. Using this benchmark, a series of experiments
was conducted with different configurations of persistent KV caches.

The results demonstrate that persistent KV caching can significantly reduce the prefill
time. The achievable speedup depends on the storage backend used by the persistent
KV caching method, with the GPU achieving the highest Time to First Token (TTFT)
speedup of approximately 21.1x compared to no persistent KV caching. Furthermore,
increasing the cache size generally reduces the prefill time and exhibits threshold behavior,
where a significant reduction occurs once the complete shared context can be retained
in the cache. Finally, the results show that the cache replacement policy also has a
significant impact on the prefill time. For the evaluated workload, policies that consider
the frequency of cache accesses achieve some of the best results, with Least Frequently
Used (LFU) providing the highest TTFT speedup of approximately 8.59x compared to
the RAND baseline.
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Exploiting KV Caches to reduce Prefill Time in LLM Inference

1 Introduction

Section 1.1 briefly explains the motivation behind this thesis. Based on this, section 1.2
specifies the research questions that this thesis aims to address. The resulting contributions
of this research are detailed in section 1.3. Finally, section 1.4 provides an outline for the
rest of this thesis.

1.1 Motivation

In recent years, Large Language Models (LLMs) have gained significant attention within
the research community, leading to a continuous increase in the number of related re-
search contributions [Nav-+25|. Alongside this extensive research, LLMs have become
increasingly advanced and evolved into a state-of-the-art technology for natural language
processing [Nav+25|. Specifically, LLMs have developed supplementary emergent abilities
including reasoning, planning, decision making and in-context learning [Nav+25]. These
additional capabilities enabled LLMs to solve more complex tasks and led to a widespread
use of LLMs in a variety of fields ranging from question answering and autonomous agents
to robotics [Nav+25|. However, the ability of LLMs to solve such complex tasks results in
slow inference, extensive hardware requirements, and higher running costs, which restricts
their widespread adoption [Nav+25]. Consequently, it is imperative to increase the speed
and reduce the costs of LLM inference.

One common way of interacting with an LLM in order to solve more complex tasks
is through multi-round conversations |[Gao+24; YLL25|. More complex tasks may not
be solved within a single request but require multiple consecutive contextually connected
requests to be sent to the LLM over the course of a conversation |[Nav+25; Zhe+24|.
Thereby, subsequent requests can refer to previous requests and responses of the con-
versation. By considering these previous requests and responses, the LLM is able to
understand the context of the conversation and respond accordingly [Gao+24]. How-
ever, since LLMs serving systems are stateless across requests, the previous conversation
history has to be included in the request again, whenever another request of the same
conversation is sent to the LLM [YLL25|. Due to the way LLM inference engines process
these requests, the previous conversation history needs to be processed again for each
additional request of the same conversation [YLL25; Gao+24|. This leads to repeated
recomputations of parts that have already been computed during prefill and consequently
increases the prefill time |Gao-+24].

Furthermore, an LLM can be provided with an additional context at the beginning
of a conversation, which the LLM should consider throughout the following conversation
|Gim+24; Ye+24|. For example, this context can be a document about which the user
wants to ask questions or which the LLM should consider when generating its responses
|Gim+24|. Another example is a system prompt that provides instructions regarding how
the LLM should behave during the conversation |Gim+24; Ye+24|. Depending on the
use case, the same context may be shared across requests from multiple or even all users
[Ye+24; Gim+24]. Therefore, this additional context also has to be processed again with
every additional request. Consequently, this further increases the prefill time, especially
for long contexts [Jia+24].

Figure 1 shows the composition of the total inference time observed for a benchmark
conducted in this thesis. This benchmark simulates the previously described workload,
where multiple users each perform their own multi-round conversation and share the same

Section 1 Torben Immanuel Heine 1
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Composition of total time into process intervals
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Figure 1: This figure shows the composition of the total inference time into the differ-
ent processing intervals of a request for the benchmark workload without persistent KV
caching.

context. For this simulated workload, the prefill time accounts for 52.9% of the total
inference time, while the decode time accounts for the remaining 47.1%. Thus, the prefill
time constitutes the majority of the total inference time. Consequently, reducing the
prefill time provides an opportunity to reduce the total inference time for this workload.

A possible approach to avoid these repeated recomputations is persistent KV caching
|Gao+24; YLL25; Zhe+24]. During the decode of a single request, the Key and Value
tensors of previously computed tokens are already stored in a KV cache to avoid recom-
puting them for each next token [Gao+24]. However, once the request is completed the
corresponding KV cache is discarded by default [Zhe+24; Gao+24]. Instead of discarding
the KV cache, it can be stored persistently beyond the processing of its origin request
|Gao+24; YLL25; Zhe+24]. This allows subsequent requests with a matching prefix to
reuse these KV tensors instead of having to compute them during prefill [Zhe+24|. In a
multi-round conversation, subsequent requests can therefore reuse the KV tensors of the
previous conversation history [Gao+24; YLL25|. Consequently, persistent KV caching can
avoid repeated recomputations during prefill and thereby reduce the prefill time |[Gao+24|.

Other existing works have already proposed different approaches for persistent KV
caching |Gao+24; YLL25; Zhe+24|. This thesis further investigates the impact of per-
sistent KV caching on the prefill time of LLM inference for multiple users performing
multi-round conversations with a shared context. For this purpose, different methods of
persistent KV caching, different cache sizes and different cache replacement policies are
investigated.

1.2 Research Questions

With the motivation stated in section 1.1 in mind, several research questions arise re-
garding the impact of persistent KV caching. Below, the different research questions are
presented. The research questions themselves are addressed in section 6, more specifically
in section 6.1.

RQ1: How does the prefill time in LLM inference differ for different methods of persistent
KV caching?

RQ2: How does the size of the persistent KV cache impact the prefill time in LLM
inference?

RQ3: How does the prefill time in LLM inference differ for different cache replacement
policies?

This thesis attempts to examine and answer the research questions mentioned above.

Section 1 Torben Immanuel Heine 2
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1.3 Contributions

In this thesis, I designed and implemented a benchmark that simulates a workload in
which multiple users each perform their own multi-round conversation and share the
same context.

Furthermore, several additional cache replacement policies were implemented for LM-
Cache:

e Second-Chance as an extension of FIFO.

e LFUDA as an extension of LFU.

e MQ), which extends the concept of LRU by using multiple LRU queues.
e RAND as a baseline cache policy with random eviction.

Additionally, the built-in LFU cache policy of LMCache was refactored to simplify the
integration of LFUDA.

In order to execute the benchmark, a Python program was developed, which imple-
ments the benchmark and integrates vLLM, LMCache and the additionally implemented
cache policies.

Using this program, multiple experiments were conducted to investigate the impact
of persistent KV caching on the prefill time in LLM inference. Specifically, separate
experiments were conducted to investigate:

e the impact of different persistent KV caching methods.
e the impact of the size of the persistent KV cache.
e the impact of different cache replacement policies for the persistent KV cache.

The resulting measurements were then evaluated and discussed.

1.4 Outline

The remainder of this thesis is structured in the following manner. Section 2 covers the
essential background knowledge necessary to understand this thesis. Section 3 reviews re-
lated work and how it connects to this thesis. The methodology used to address the posed
research questions is described in section 4. The resulting findings are then presented and
evaluated in section 5. In section 6, the implications of these results for the research
questions and the limitations of this work are discussed. Finally, section 7 concludes this
thesis and provides an outlook for future work.

Section 1 Torben Immanuel Heine 3
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2 Background

This section provides the background knowledge required to understand this thesis fully.
Section 2.1 introduces Large Language Models and explains the process of LLM inference.
Section 2.2 describes the Transformer architecture and its underlying attention mecha-
nism. Section 2.6 explains cache replacement policies and describes the different policies
used in this thesis. Section 2.3 explains the KV cache and how it is used during LLM in-
ference. Section 2.4 introduces vLLM and its mechanisms for memory-efficient KV cache
management and reuse. Section 2.5 introduces LMCache and its support for storing and
reusing KV caches using different storage backends.

2.1 LLM

In [Nav+25] Naveed et al. explain that Large Language Models (LLMs) are a type of
Artificial Intelligence (AI), which are designed to perform tasks of natural language pro-
cessing. LLMs are typically based on the transformer neural architecture. By learning
statistical patterns in natural language, LLMs are able to analyze and generate human
language. LLMs can predict the next word in a sequence and thereby perform tasks
such as translation, summarization, conversational interaction etc. On top of that, LLMs
can be fine-tuned for specific tasks or extended to multi-modal LLMs supporting various
modalities like text, audio, video or images. Usually LLMs contain up to billions of model
parameters, which enhances their overall performance. Due to this large scaling in train-
ing, LLMs have developed supplementary abilities such as reasoning, planning, decision
making, in-context learning etc. These abilities led to LLMs being used in more complex
fields like robotics, question answering or autonomous agents.

2.1.1 Model inference

Model inference! is the process of interacting with an AI model that has already been
trained and is ready to use, to create a prediction for unseen data. Regarding LLMs, this
could mean predicting a text output for a corresponding input. “It requires significantly
less computational power and memory resources than training.” This is, among other
things, because data required for training, such as optimizer states and gradients, do not
need to be kept in memory. Even with CPUs that are capable of running models, GPUs
perform better on model inference. Inference usually happens on special inference servers
and can be sped up if multiple devices are used.

LLM inference can generally be divided into two phases: the prefill phase and the
decode phase. During the prefill phase, the input sequence of a request is processed and
the corresponding attention states, including the key and value tensors, are computed for
the input tokens. Due to the large number of matrix operations that are performed in
this phase, the prefill phase is generally compute-bound. Afterwards, the decode phase
generates the remaining output tokens autoregressively, one token at a time. In contrast
to the prefill phase, the decode phase is generally memory-bound.

Furthermore, the inference process of a request can be divided into several time inter-
vals. In the following, the queue time, prefill time, decode time, TTFT and total inference
time are briefly described. The definitions of these intervals used in this thesis are based

!Machine and Deep Learning Frameworks - HPC Wiki, Accessed on 10 December 2025: https:
//hpc-wiki.info/hpc/Machine_and_Deep_Learning_Frameworks
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on those used by vLLM?2. Figure 2 illustrates these different processing intervals and their
relation to each other.

Queue time The queue time is the time a request spends waiting in the scheduler queue
before it is processed. More precisely, it is the time between the request being added
to the scheduler queue and the request being scheduled for execution.

Prefill time The prefill time is the time spent processing the prefill phase of a request.
More precisely, it is the time between the request being scheduled for execution and
the generation of the first output token.

Decode time The decode time is the time spent processing the decode phase of a request.
More precisely, it is the time between the generation of the first output token and
the generation of the last output token.

Time to First Token The Time to First Token (TTFT) is the time between the arrival
of a request and the generation of its first output token. Therefore, the TTFT
consists of both the queue time and the prefill time.

Total inference time The total inference time is the time spent performing the actual
inference of a request. Therefore, the total inference time consists of both the prefill
time and the decode time.

Engine Core

( T > QUEUED )

Queue

TTET SCHEDULED
Prefill

FIRST TOKEN \
«— - ITL

/ NEW_TOKEN — Inference

<«

-/
ITL Decode

NEW_TOKEN
«— T
<«

NEW_TOKEN
/ o _\
ITL
LAST _TOKEN ¢ ) ) )

/ _

Figure 2: Illustration of the different processing intervals for the inference of a request,
based on the visualization provided in the vLLM metrics documentation.

2Metrics - vVLLM, Accessed on 13 August 2026: https://docs.vllm.ai/en/v0.18.0/design/metri
cs/
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2.2 Transformer

Transformers are a type of deep learning model architecture introduced back in 2017 by
Vaswani et al. in the paper “Attention Is All You Need” [Vas+17]. The transformer was
the first model architecture that was based entirely on attention to perform sequence
transduction tasks. The attention mechanism enables the transformer to achieve the
“modeling of dependencies without regard to their distance in the input or output sequence”
[Vas+17]. Using only attention, a majority of the calculations can be performed in parallel,
which leads to significantly faster training and computation.

Output
Probabilities

Linear

Add & Norm
Feed
Forward
I Add & Norm |<_:
Add & Norm Mult-Head
Feed Attention
Forward ) J) M=
—
N Add & Norm
(—D-| Add & Morm | Masked
Multi-Head Multi-Head
Attention Attention
_t it
L\_ S L _'J
Positional o) & Positional
Encoding Encoding
Input Output
Embedding Embedding
Inputs Qutputs
(shifted right)

Figure 3: The model architecture of the transformer, taken from [Vas+17|.

Structure The original transformer model architecture is based on an encoder-decoder
structure. The encoder fulfills the purpose to map “an input sequence of symbol represen-
tations [...] to a sequence of continuous representations” [Vas+17|. The decoder maps the
symbol representations of the already generated output sequence, together with the out-
put of the encoder, to ultimately generate the next symbol. By “consuming the previously
generated symbols” |Vas+17| transformers follow the auto-regressive property. To obtain
the symbol representations for the inputs of both the encoder and decoder, input and
output tokens are converted using a learned embedding and positional encoding. Both
the encoder and the decoder are comprised of multiple identical layers.

Encoder Each encoder layer consists of one multi-head attention layer and one fully
connected feed-forward network. The multi-head attention in the encoder is a self at-
tention layer, where every symbol in the input sequence attends to every other symbol
in the input sequence. The layer computes a hidden representation as its output which

Section 2 Torben Immanuel Heine 6
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becomes the input for the next layer. The feed-forward network computes yet another
hidden representation which enables the model to learn more complex non linear patterns.
This is done for each symbol independently and identically and can thus be performed in
parallel.

Decoder Like each layer of the encoder, each layer of the decoder consists of one multi-
head attention layer and one fully connected feed-forward network as well as one masked
multi-head attention layer. Unlike in the encoder, the multi-head attention in the decoder
is a cross attention layer, where every symbol in the output sequence can attend to all
symbols of the input sequence. Similar to the multi-head attention in the encoder, this
layer also computes a hidden representation as its output which becomes the input for the
next layer. The masked multi-head attention in the decoder is a self attention layer, where
every symbol of the output sequence can attend to all symbols of the output sequence
before and including itself. This is crucial to prevent information flow from subsequent
symbols to previous ones and is required to maintain the auto-regressive property. This
layer also computes a hidden representation as its output which becomes the input for
the next layer. The feed-forward network acts the same as in the encoder.

In both the encoder and the decoder, all layers are followed by a normalization. Lastly,
a learned linear embedding and softmax function are applied to the output of the decoder
to obtain a set of output probabilities to generate the next symbol of the output sequence.
Figure 3 illustrates the model architecture.

2.2.1 Attention

Vaswani et al. describe attention in general as follows:

“ An attention function can be described as mapping a query and a set of
key-value pairs to an output, where the query, keys, values, and output are all
vectors. The output is computed as a weighted sum of the values, where the
weight assigned to each value is computed by a compatibility function of the
query with the corresponding key  [Vas+17|

The attention layers used in the original transformer model architecture can be divided
into two main types.

Self attention An attention layer where the queries, keys and values originate from the
same sequence is called self attention layer.

Cross attention An attention layer where the queries originate from a different sequence
than the keys and values is called cross attention layer.

Single-head attention The original transformer model architecture uses an attention
function called Scaled Dot-Product Attention. Contrary to the previous description, this
attention function takes a matrix ) of queries, rather than a single vector, to evaluate
the function for a sequence of queries in parallel. The keys and values are also passed as
matrices K and V', respectively. Each query and each key is of dimension dj and each value
of d,. The compatibility function is a probability distribution of a dot product, scaled
by the square root of the dimension of the keys, hence the name Scaled Dot-Product
Attention. This is achieved by multiplying @ and K7, dividing by v/d; and taking the

Section 2 Torben Immanuel Heine 7
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softmax. Lastly, a matrix multiplication of these intermediate results and V' computes
the weighted sum. A notation of the attention function is shown in eq. (1).

T

Vdj,

Attention(Q, K, V') = softmax( A% (1)

Taken from [Vas+17|.

Normal dot product attention without scaling performs worse for larger values of dy
compared to other commonly used attention functions. However, dot product attention
can be computed much faster due to the implementation of “highly optimized matrix
multiplication code” [Vas+17|. This leads to an increased motivation to prefer the dot

product attention. To compensate the worse performance, the dot product is scaled by
1

Vi ©

Multi-head attention Instead of calculating the attention in one high dimensional
operation, transformers have multiple low dimensional attention heads which perform the
attention calculation in parallel. Per head;, the queries, keys and values are projected
into a lower dimensional embedding, using different learned linear projections, VVZ»Q, WK
and WY respectively. After all attention heads have calculated the attention, all output
values then are concatenated and projected back into the original embedding space using
a last learned linear projection W°. Equation (2) illustrates this.

MultiHead(Q, K, V) = Concat(heady, - - - , head;) W

2
where head; = Attention(QVViQ, KWE, vy )

Taken from |[Vas+17].

By using multi-head attention, the model is able to learn multiple dependencies simul-
taneously for different symbols, due to projecting the queries, keys and values in “ different
representation subspaces” [Vas+17]. Since the individual attention heads operate in fewer
dimensions, “the total computational cost is similar to that of single-head attention with
full dimensionality.” [Vas+17|

2.3 KV Cache

During the attention calculation described in eqs. (1) and (2), key and value tensors are
computed for each token. When generating subsequent tokens, the key and value tensors
of all preceding tokens are required for the attention calculation. Therefore, these tensors
are stored in GPU memory in a KV cache to avoid recomputing them for every subsequent
token [Gao+24|. After a request has completed, the corresponding KV cache is typically
discarded to free the occupied GPU memory |Gao+24]. In persistent KV caching, the
KV cache is not discarded after the corresponding request has completed. Instead, it is
retained beyond the processing of its original request, allowing the cached KV tensors to
also be reused by subsequent requests.

2.4 vLLM

vLLM|Kwo+23] is an LLM inference and serving engine that aims to achieve high through-
put through memory-efficient KV cache management. A higher throughput can be

Section 2 Torben Immanuel Heine 8



Exploiting KV Caches to reduce Prefill Time in LLM Inference

achieved by batching multiple requests and processing them in parallel, but the possi-
ble batch size is limited by the available memory for the KV cache. To address this
problem, vLLM uses an attention algorithm called PagedAttention, which applies the
concepts of virtual memory management and paging from operating systems to the KV
cache to reduce memory fragmentation. PagedAttention divides the KV cache of a request
into fixed-size blocks, where each block contains the keys and values of a fixed number
of tokens. These blocks do not need to be stored contiguously in physical memory and
can instead be allocated dynamically as they are needed. This reduces internal mem-
ory fragmentation and eliminates external memory fragmentation, allowing the available
memory to be utilized more efficiently and consequently enabling larger batch sizes and
higher throughput.

2.4.1 Automatic Prefix Caching

vLLM provides a feature called Automatic Prefix Caching (APC)3, which is a form of
persistent KV caching that enables the reuse of previously computed KV tensors across
requests. Instead of discarding the KV cache after a request has completed, full KV
cache blocks can remain cached in GPU memory beyond the processing of their original
request, until they are evicted. When a subsequent request contains a matching prefix,
the corresponding cached KV blocks can be reused instead of being recomputed during
prefill. Each KV cache block is identified by a hash derived from the tokens contained
in the block and the hash of its preceding prefix. This allows vLLM to determine which
previously computed KV cache blocks can be reused for the prefix of a subsequent request.

2.5 LMCache

LMCache|Liu+25| is a KV caching layer for LLM inference engines, such as vLLM. It
provides functionality for efficiently storing and managing KV caches independently of
the inference engine. For this purpose, LMCache acts as an intermediate layer between
the inference engine and different storage backends. Among other features, LMCache
supports KV cache offloading for storing KV caches outside of GPU memory for later
reuse.

2.5.1 KYV Cache offloading

LMCache|Liu+25| supports KV cache offloading as a form of persistent KV caching.
Instead of discarding the KV cache after a request has completed, LMCache extracts
KV tensors generated by the inference engine and persistently stores them in lower-tier
storage backends. It supports several different storage backends, including CPU memory
and local disk. When a subsequent request contains a matching prefix, the corresponding
KV tensors can be loaded back into GPU memory and reused instead of being recomputed
during prefill.

2.6 Cache Replacement Policies

Cache replacement policies originate from the challenges of virtual memory management
and paging in operating systems [Tan09|. The purpose of the cache replacement policy

3 Automatic Prefix Caching - vLLM, Accessed on 18 August 2026: https://docs.vllm.ai/en/v0.1
8.0/design/prefix_caching/
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or just cache policy is to decide which page to evict from memory to make room for a
new one. The problem of finding the right page to evict does not only occur in operating
system paging but also in many other fields of computer science, including KV caches.

In the case of operating systems, pages of virtual memory are evicted to make room for
the virtual memory of another process. In the case of LLM inference, the pages correspond
to blocks that contain the keys, values and intermediate results of the attention calculation
from corresponding tokens. Across multiple requests, these blocks are evicted to make
room to store the blocks of another request for later reuse. Within a request, they are
evicted to make room to store the computation results during the generation of new
tokens.

Even though in theory it is possible to simply select an arbitrary page to evict from
memory, in practice it is better in terms of performance to choose a page that is not used
often. Otherwise it is very likely that the page will have to be reloaded back into memory
shortly thereafter, given that it is needed again. In the following subsections various cache
replacement policies are explained in detail.

2.6.1 Optimal

The optimal cache policy would be the one that always has the fewest possible page faults
[Tan09]. Therefore, the best possible cache policy should always choose to evict the page
that will not be referenced the longest. “ The only problem with this algorithm is that it is
unrealizable.” |Tan09] When an eviction is needed to free up space in memory, no system
has any way to determine which page will be referenced next out of the ones in memory.

However, the optimal cache policy can be utilized to measure the effectiveness of an
implemented cache policy. This can be done by running a program on a specific input
and keeping track of the page references.

The following cache policies seek to approximate this optimal algorithm.

2.6.2 FIFO

FIFO is a relatively simple cache policy with low overhead |Tan09]. It is based on main-
taining all pages in a list in First-In, First-Out (FIFO) order. Pages are stored in the list
in the order they arrive in memory.

When an eviction is needed, the oldest page, which is the head of the list, is chosen.
This is based on the assumption that the oldest page is the one that is most likely no
longer needed because it has been around the longest. Nevertheless, this could still lead to
pages being evicted that will be frequently referenced in the near future. For that reason,
FIFO is rarely ever used in its pure form.

2.6.3 Second-Chance

Tanenbaum describes the Second-Chance cache policy as “a simple modification to FIFO”
[Tan09], designed to address the issue that the oldest page that FIFO would evict might
be a page that is referenced frequently. This is achieved by combining the approach
of identifying the oldest page with the consideration of whether it has been referenced
recently. In order to know whether a page was referenced or not, every page has a reference
bit which can be set to either true or false. While true means that the page was referenced
in recent time, a value of false means that it was not referenced recently.

Section 2 Torben Immanuel Heine 10



Exploiting KV Caches to reduce Prefill Time in LLM Inference

Like FIFO, the Second-Chance cache policy evicts the oldest page but only if it was not
referenced in recent time. However, if the current page that would be evicted according to
FIFO was referenced in recent time, then the page is effectively treated like a page newly
inserted into memory. The page’s reference bit is reset to false and the page is moved
to the tail of the FIFO list. Afterwards, the algorithm continues with the next page in
the list, which is now the new head. “If all the pages have been referenced, second chance
degenerates into pure FIFO.” [Tan09| Therefore, the algorithm terminates after finitely
many steps.

In the case that all pages have their reference bit set and the algorithm runs a full cycle
through all pages before degenerating into FIFO, all pages are moved to the tail of the
list one by one. This results in an unnecessary performance overhead. To counteract this,
Second-Chance can be implemented with a circular list and a pointer to the current page.
This approach is often referred to as the clock algorithm and is more efficient.|Tan09|

2.6.4 LFU

Least Frequently Used (LFU) is a cache policy, which is based on the frequency of page
accesses. It evicts the page that has been referenced the least often [Vog01]. To achieve
this, LF'U needs to keep track of how often a page has been referenced. It stores a counter
for each page that is incremented every time the corresponding page is accessed. At the
moment of eviction, LFU chooses the page with the lowest reference count.

A problem that LFU may encounter is cache pollution, which occurs when formerly
popular pages remain in the cache and prevent newer, more relevant pages from replac-
ing them [ALO1]. Pages that have been referenced frequently in the past but now are
referenced less frequently or not at all still retain a high reference count. As a conse-
quence, these pages remain in the cache whenever an eviction is required, while pages
with a lower reference count are evicted instead, despite being referenced more frequently
in recent time than the pages with a higher reference count.

2.6.5 LFUDA

LFU with Dynamic Aging (LFUDA) is a modification to LFU, which addresses the cache
pollution problem LFU can encounter with aging. Usually aging is used to periodically
decrease the reference count of all pages in the cache [ALO1]. In LEUDA, dynamic aging
is used to “accommodate shifts in the set of popular objects.” [JN10] LEUDA incorporates
a cache age factor into the pages’ reference counts, whenever a page is inserted into the
cache or referenced.

In this thesis, this mechanism is realized as follows: LFUDA holds a counter which
stores the global age of the cache in terms of the number of accesses. When a new page
is inserted into the cache, its reference count is initialized with the cache’s current age.
Similar to LFU, LFUDA increments a page’s reference counter by one every time the
corresponding page is referenced and evicts the page with the lowest reference count.
However, whenever a page is evicted, the cache’s age is set to the reference count of the
evicted page. Thereby, the cache age is always less than or equal to the lowest reference
count of all pages in the cache.
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2.6.6 LRU

Least Recently Used (LRU) is a cache policy, which is based on the recency of page
accesses. It is “a good approximation to the optimal algorithm” [Tan09]. LRU evicts the
page that has not been referenced the longest, out of all pages in memory. It is based
on the principle of temporal locality, which is the observation that pages that have been
used recently are probably accessed again in the near future. Vice versa, pages that have
not been used for a long time are unlikely to be needed again in the near future.

Looking at the performance, LRU is a rather expensive algorithm. To know which
page is the Least Recently Used, LRU has to maintain a linked list of all pages in memory,
which needs to be sorted by access time. This list must be updated on every memory
access using time-consuming operations, as pages need to be found and moved to the tail
of the list.

2.6.7 MRU

The Most Recently Used (MRU) cache policy is the direct opposite of LRU. Instead of
evicting the page that has not been referenced the longest, MRU evicts the page that was
referenced most recently.

2.6.8 MQ

Multi-Queue (MQ)[ZPLO01] is a cache policy developed by Zhou, Philbin, and Li, specif-
ically designed for the access patterns of a server’s second level buffer cache. Since the
access patterns from first level caches differ from those of second level caches, cache policies
that work well on the former perform worse on the latter. This occurs because the second
level cache is only accessed if an access misses in the first level cache. MQ improves the
performance of second level caches by adapting to these access patterns. Furthermore,
Zhou, Philbin, and Li claim that “/Multi-Queue/ is robust for different workloads and
cache sizes” [ZPLO1].

MQ uses several numbered LRU queues to keep blocks for different durations depend-
ing on their access frequencies as well as one size restricted FIFO queue to store the access
frequencies of formerly evicted blocks. Blocks that are kept in LRU queues of higher level
have a longer lifetime than blocks in lower ones. For example, a block in queue 1 is evicted
earlier than one in queue 2.

When a block in the cache is hit, its access frequency is incremented and a queue
number function calculates the number of the new queue the block belongs to, depending
on this access frequency. The block is then removed from its old queue and inserted at
the tail of the new queue. Depending on the function and the block’s access frequency,
the old queue and the new queue can be the same.

When a block needs to be evicted, “MQ evicts the head of the lowest non-empty queue”
[ZPLO1]. After eviction, the block’s identifier and access frequency are stored in the FIFO
queue for potential later reuse.

When a block is put into the cache and its identifier is present in the FIFO queue, its
old access frequency is loaded back and incremented by one. If the block’s identifier is
not present in the FIFO queue its access frequency is set to one. Afterwards, the block
is inserted at the tail of the LRU queue, corresponding to its access frequency and its
identifier and access frequency are removed from the FIFO queue.
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To prevent blocks from remaining in higher level queues indefinitely, MQ also employs
a demotion mechanism. FEach time a block is accessed or inserted into the cache, its
expiration time is set based on the current time and a configurable life Time. Afterwards,
the head block of each LRU queue, except the lowest one, is checked. If the expiration
time of a block has passed, the block is moved to the tail of the next lower queue and
receives a new expiration time. Consequently, blocks that are not accessed for a longer
period are gradually moved to lower level queues until they can eventually be evicted from
the lowest queue.

The number of LRU queues as well as the lifeTime are tunable parameters.

Section 2 Torben Immanuel Heine 13



Exploiting KV Caches to reduce Prefill Time in LLM Inference

3 Related Work

This section discusses related work and compares it with this work.

Existing approaches to reduce the prefill time in LLM inference can broadly be separated
into computation-oriented techniques and reuse-oriented techniques. MInference|Jia+24],
XAttention[Xu+25] and FlashAttention|Dao+22; Dao24; Sha+24| focus on accelerat-
ing the prefill by reducing the inference costs of an individual request. In contrast,
RadixAttention|Zhe+24], ChunkAttention|Ye+24|, Pensieve|YLL25] and CachedAtten-
tion|Gao+24| focus on avoiding unnecessary recomputation. This thesis focuses on the
latter category.

Computation-Oriented MiInference and XAttention both identify that the quadratic
complexity of the attention calculation in LLMs is the main bottleneck for the prefill
time in long context inference. Since the attention matrix for long context inference is
highly sparse, both works use sparse attention rather than exact attention in order to
reduce the costs of the attention calculation. However, the distribution of said attention
is highly dependent on the given input. Consequently, the corresponding sparse indices
need to be determined dynamically for each input during inference. Both MInference and
XAttention each propose a method to dynamically determine these sparse indices for the
attention calculation.

Specifically, MInference identifies three patterns in the attention matrices of long con-
text inference and performs an offline search to determine which of these are optimal
for each attention head. During inference, these patterns are then used to dynamically
determine the input-dependent sparse indices of the attention matrix, in order to perform
the sparse attention calculation.

In contrast, XAttention uses the sum of antidiagonal values of the attention matrix to
determine which blocks of the attention matrix are important, in order to perform block
sparse attention.

FlashAttention also identifies the quadratic complexity of the attention calculation in
LLMs as a main bottleneck for the prefill time in long context inference but also argues
that attention algorithms are not 10 aware and do not account for memory transfers be-
tween differently fast regions of GPU memory. Specifically, the standard implementation
of the attention calculation repeatedly moves data between slower GPU High Bandwidth
Memory (HBM) and faster GPU SRAM. These frequent memory transfers slow down
the inference. FlashAttention optimizes the inference by proposing an exact attention
algorithm that is IO aware and avoids these unnecessary memory transfers between the
HBM and SRAM of the GPU.

Overall, MInference, XAttention and FlashAttention reduce the prefill time by opti-
mizing the processing of individual requests. However, they do not address the reuse of
previously computed attention states across different requests. Consequently, when sub-
sequent requests contain prefixes that have already been processed by previous requests,
the corresponding attention states still have to be recomputed again. In contrast, this
thesis focuses on reducing the prefill time by using persistent KV caching to allow subse-
quent requests to reuse previously computed KV tensors of a matching prefix, instead of
recomputing them.

Reuse-Oriented
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ChunkAttention ChunkAttention divides the KV cache into chunks and organizes
them in a prefix tree, leading to a prefix-aware KV cache that can automatically detect
matching prompt prefixes. Similar to this work, during prefill, attention states from
matching prefixes can be reused across requests, while only the attention from unmatched
suffix tokens needs to be computed. However, ChunkAttention only stores the KV cache
of requests that are currently in decode. After a request is completed, the corresponding
KV cache is discarded and can therefore not be reused for later requests that share the
same prefix. In contrast, in this thesis, the KV cache of a request is stored persistently and
can be reused for requests with matching prefixes after the original request is completed.

RadixAttention Similar to ChunkAttention, RadixAttention also uses a tree struc-
ture to manage the KV cache. Specifically, RadixAttention uses a radix tree rather than a
prefix tree to efficiently handle the matching, insertion, and eviction of KV tensors for dif-
ferent reuse patterns. Furthermore, RadixAttention stores the KV tensors in a persistent
LRU cache. Consequently, the KV tensors are retained after the corresponding request
has completed and can be reused for later requests with matching prefixes, until they are
evicted due to memory pressure. Therefore, RadixAttention is related to this thesis, as
both approaches perform persistent KV caching in order to enable the reuse of the KV
cache across different requests with matching prefixes. However, while RadixAttention
considers a single approach with a fixed cache size and an LRU eviction policy only, this
thesis investigates the impact of different persistent KV caching methods, cache sizes and
cache policies.

Pensieve Like RadixAttention, Pensieve also uses persistent KV caching to en-
able the reuse of the KV cache across different requests with matching prefixes. Unlike
ChunkAttention and RadixAttention, Pensieve employs a hierarchical multi-tier cache
consisting of GPU and CPU memory, where KV tensors are transferred from GPU to
CPU memory, instead of being discarded when memory becomes scarce. For this, Pen-
sieve utilizes its own cache policy. Similar to Pensieve, this thesis also uses persistent KV
caching to reuse previously computed KV tensors across requests with matching prefixes.
However, while Pensieve considers a single hierarchical caching method that combines
GPU and CPU memory, this thesis investigates the impact of different persistent KV
caching methods that use different storage backends, including GPU, CPU and Disk. Ad-
ditionally, Pensieve uses a fixed cache size and evaluates its custom cache policy against
LRU, whereas this thesis compares different cache sizes and multiple cache policies.

CachedAttention Similar to Pensieve, Cached Attention also employs a hierarchical
KV caching system to persistently store the KV Cache and enable its reuse across different
requests with matching prefixes. However, Cached Attention uses not only GPU and CPU
memory but also the Disk as a storage medium for the KV cache. Furthermore, it also
adopts a custom scheduler-aware cache policy to control the eviction. CachedAttention is
closely related to this thesis, as both perform persistent KV caching and investigate the
impact of different cache sizes and storage backends. However, while Cached Attention uses
a hierarchical system, this thesis investigates different methods of persistent KV caching
on different storage backends independently. Additionally, CachedAttention evaluates its
custom cache policy against LRU and FIFO only, whereas this thesis compares multiple
different cache policies.
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4 Methodology

This section describes the methodology used to address the posed research questions. Sec-
tion 4.1 utlines the design decisions, covering the benchmark in section 4.1.1, the software
in section 4.1.2 and the cache policies in section 4.1.3. The subsequent implementation
and integration of these components are detailed in section 4.2. Furthermore, section 4.3
provides an overview of the experiments conducted to answer the posed research ques-
tions. Finally, section 4.4 describes the runtime environment in which the experiments
are conducted.

4.1 Design

4.1.1 Benchmark

The investigation of the impact of persistent KV caches on the prefill time in LLM in-
ference requires the design of a benchmark, which explicitly utilizes persistent KV caches
for reuse in the prefill phase. Therefore, such a benchmark should simulate a workload in
which subsequent requests include subsets of previous requests. Such a workload occurs
especially in LLM-based chat services, such as Chat-AI* from the GWDG, due to the way
in which these services process subsequent requests. Every time the LLM is prompted, a
new request is processed, which contains the entire existing chat history.

For example, at the beginning of a chat the situation in such services is as follows:
First, the user prompts the LLM with a question A. At this point, A is the entire chat
history. Next, the LLM processes this request, containing only A, and generates a response
B. Now the chat history consists of A,B. Now, if the user prompts the LLM with another
question C in the same chat, this counts as a new request. However, this new request now
includes not only the new question C but also the previously established chat history A,B.
Consequently, in order to generate a new response D, the LLM has to process not only
the new question C but the whole existing chat history A,B,C. Figure 4 visualizes this
workflow.

-
User: A } Request 1
L > LLM: B }Response 1 Request2
[}
£
=
User: C
_
—> LLM: D } Response 2
\4

Figure 4: Illustration of the request composition in a multi-round conversation.

Every time the user prompts the LLM with a question and the LLM responds with
an answer, this is called Question Answering. If this occurs multiple times in a chat,

4Chat-Al, Accessed on 1 June 2026: https://github.com/gwdg/chat-ai
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it is called Multi-Round Question Answering, where each request and its corresponding
response constitute a round.

Based on this behavior, a benchmark called Multi-User Multi-Round Question An-
swering (MUMRQA) has been developed. MUMRQA simulates multiple user, who all
perform Multi-Round Question Answering. Hence the name Multi-User Multi-Round
Question Answering. The number of users M and the number of rounds per user N
are tunable parameters. Every user has their own chat along with a chat history. The
benchmark consists of iterating the following procedure:

First, the set of all valid users is identified, that is the set of all users who have not yet
chatted for N rounds. A user is then selected at random from this set, who then chats for
another round. The selected user chooses a question at random from a predefined prompt
pool and appends it to the existing chat history. Next, the LLM is prompted with this
user’s new chat history. Lastly, the response of the LLM is appended to the chat history
as well. This process is repeated until all users have completed N rounds of Question
Answering. Listing 1 gives a pseudo-code outline for the algorithm described above.

For M users and N rounds this results in M x N requests that are processed, for
which the prefill time and other metrics can be measured. N is ultimately limited by the
maximum model length of the LLM. Depending on how many tokens are generated in each
round, N can be larger or smaller. M is not limited in any way and can be set to whatever
size is desired. However, M should be chosen large enough to account for random error.
Referring back to the previous example, it can be shown how this benchmark enables
subsequent requests from a user to have a reduced prefill time in Multi-Round Question
Answering:

First, when the user prompts the LLM with question A and the LLM processes this
request, it computes the attention for question A and response B in the prefill and decode
phases, respectively. The computed values from this attention calculation are then cached
in a KV cache for later reuse. Next, when the user prompts the LLM with the second
question C and the LLM processes this request without a KV cache, the LLM would need
to calculate the attention for question A and response B yet again before it could calculate
the attention for question C to generate response D. However, since the keys and values
are stored in a KV cache, the LLM can reuse those values to skip the computation of A,B
and can directly compute the attention for question C in order to generate response D. As
long as the necessary values are cached, this should significantly reduce the prefill time
for subsequent requests, particularly as the chat history expands.

In order to explicitly investigate the impact of KV caches on the prefill time especially
in long context situations, the benchmark is expanded to also include a shared prompt.
The shared prompt is used to simulate a long context situation. Ultimately, it is a long
prompt, which is shared between all users. Here, long refers to several thousand tokens,
enough to fill a majority of the context window of the LLM. Every user includes the
shared prompt S in their first request, such that the shared prompt appears in the chat
history before the first question. Therefore, instead of prompting the LLM only with
question A in their first round, the user prompts the LLM with SA. Consequently, the
LLM must process the entire shared prompt as part of every user’s first request.

This allows simulating various scenarios in which a shared prompt leads to a long
context situation. Below, two examples are provided.

System prompt A system prompt is a predefined prompt, which provides instructions
regarding how the LLM should behave throughout a conversation. In an LLM-
based service, the same system prompt can be included at the beginning of the
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conversation for every user, for example, to define a common behavior or task for
the LLM. Therefore, the shared prompt S can represent such a system prompt that
is shared across all users.

Document processing Another possible scenario is the processing of a document that is
shared between multiple users. Here, the shared prompt S represents the content of
a document that is provided as additional context at the beginning of a conversation.
Multiple users can then perform their individual Multi-Round Question Answering
conversations about the same document, while the document itself remains identical
for all users.

1 Input:

2 M Number of users

3 N Number of rounds per user
4 S Shared prompt

5 p Prompt pool

7 Initialize M users

s for each user u do

9 u.history <- [S]

10 u.round <- 0

11 end for

12

13 while there exists a user with less than N completed rounds do

14

15 validUsers <- all users u with u.round < N

16 user <- randomly select one user from validUsers
17

18 question <- randomly select one question from P
19 append question to user.history

20

21 response <- LLM(user.history)

22

23 append response to user.history

24 user.round <- user.round + 1

25

26 end while

Listing 1: Pseudo-code of the MUMRQA benchmark algorithm.

4.1.2 Software

To conduct the benchmark, a Python program was developed, which uses a variety of
different software, including vLLM, LMCache, Qwen3 and Pandas.

The benchmark program leverages vLLM to infer an LLM, since vLLM is a widely
adopted state-of-the-art inference and serving engine for LLMs, which operates memory-
efficient and achieves a high throughput [Kwo+23|. In addition to this, vLLM provides
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built-in features for KV cache reuse, such as APC and KV cache offloading. Furthermore,
vLLM allows the inference of the LLM to be conducted as either online or offline inference.
In the case of online inference, vLLM would run as a serving engine, which would receive
requests via a web service, process them and return the results. In the case of offline
inference, vLLM runs as an inference engine, which can be called via a Python-API, like
any other library. The latter is used to integrate vLLM directly into the benchmark
program, rather than sending requests to vLLM via the program. This allows for more
control over the inference and ensures that the pure inference time can be measured
directly, without having to account for network latency.

LMCache is used as an extension to vLLM’s KV cache layer, in order to provide more
capabilities for KV cache offloading. Although vLLM already has a built-in feature for
KV cache offloading, it supports offloading to the CPU RAM only, whereas LMCache
supports offloading not only to the CPU RAM but also to local disk storage and various
other storage backends. LMCache is also used as it integrates well with vLLM and vice
versa. Moreover, LMCache features a pluggable cache policy interface, which allows the
implementation of custom cache policies for the KV offload cache.

For the LLM, Qwen3|[Yan+25b| is the model of choice, since it is a widely adopted,
open-weight and modern Large Language Model, which is supported by vLLM. Specifi-
cally, Qwen3-14B is used as one of the Qwen3 dense models with 14 billion parameters.
Additionally, the architecture of the Qwen3 models is based on that of Qwen2.5[Yan-+25b],
whose architecture, in turn, is based on that of Qwen2[Yan+25al. Since Qwen2 models
are based on the Transformer decoder architecture, which features self-attention with
causal masks [Yan+24|, Qwen3 models also implicitly feature this, which allows for the
KV caching as described in section 2.3.

Lastly, Pandas® is used to collect the results from the benchmarks into a CSV file,
since it is a widely used and powerful open-source library for data analysis.

4.1.3 Cache Policy

In order to effectively reduce the prefill time during LLM inference using KV caches, the
corresponding entries must be present in the KV cache. If the cache is at max capacity
and a new attention calculation produces new entries that need to be cached, the cache
replacement policy determines which other entries are evicted from the cache in order
to make room for the new ones. Consequently, the reduction in prefill time depends
significantly on the cache replacement policy. For this particular reason, the behavior of
different cache policies should be investigated.

LMCache already implements a few simple cache policies, namely FIFO, LRU, MRU
and LFU. Among these, LRU serves as the default setting for LMCache. In addition
to these cache policies, several custom cache policies have been implemented, namely
Second-Chance, LFUDA, MQ and RAND.

Additionally, the LFU implementation of LMCache was refactored to simplify the
integration of LFUDA. As a result, the two cache policies now share a common structure,
which differs only in their core logic. The following provides a brief overview of the
rationale behind the selection of each of those custom cache policies.

Second-Chance As described in section 2.6.2 and section 2.6.3, FIFO can suffer from
the problem that it might evict pages that are referenced frequently. Second-Chance

SPandas - Python Data Analysis Library, Accessed on 26 May 2026: https://pandas.pydata.org/
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is a modification to FIFO that attempts to solve this problem by taking into account
whether a page has been referenced recently or not.

LFUDA As described in section 2.6.4 and section 2.6.5, LFU can face the problem of
cache pollution, where former popular pages remain in the cache and prevent newer,
more relevant pages from staying in the cache. LFUDA is a modification to LFU
that addresses this issue by considering not only a page’s reference count but also
its age in the cache.

MQ As described in section 2.6.8, MQ is a cache policy which is specifically designed to
improve the performance of server’s second level buffer caches by adapting to their
access patterns. Originally, M(Q was implemented to investigate whether it also
improves the performance of second level KV caches. However, MQ also extends
the concept of LRU by using multiple LRU queues, to which cache entries are
assigned based on their access frequency. Thereby, MQ takes into account not only
the recency of accesses, as LRU does, but also their frequency, similar to LFU.
Additionally, cache entries are demoted to lower-level queues as they age, thereby
also incorporating an aging mechanism similar to LFUDA.

RAND Additionally, RAND was implemented to serve as a baseline for the comparison
of the different cache replacement policies. Instead of considering properties such
as the recency, frequency or age of cache entries, RAND randomly selects an entry
for eviction. This provides a simple reference point against which the effectiveness
of the other cache policies can be compared.

Initially, it was also considered to implement the Multi-Gen LRU® algorithm from the
Linux kernel.

In order to support custom cache replacement policies for its KV offload cache, LM-
Cache provides an interface for a base cache policy. Every cache policy that is intended to
work with LMCache must implement this interface. The interface essentially consists of
five different methods, namely init_mutable_mapping, update_on_hit, update_on_put,
update_on_force_evict and get_evict_candidates. Listing 2 gives an outline of these
interface functions.

The init_mutable_mapping method is called once during initialization. It fulfills
the purpose of providing a mutable mapping for the overarching memory manager, which
holds the keys for all entries of the KV cache. The three update methods update_on_hit,
update_on_put and update_on_force_evict are called whenever the memory manager
makes changes to the cache entry, allowing the cache policy to adjust its internal state
accordingly. As the names suggest, update_on_hit is called when an element in the
offload cache is hit, update_on_put is called when a new element is inserted into the
cache and update_on_force_evict is called when an element is forcefully evicted from
the cache. The get_evict_candidates method, however, is called when the memory
manager attempts to store a new element but the cache is at full capacity and therefore
another element must be evicted from the cache to make room for the new one. The
method returns the next n cache entries to be evicted by the memory manager according
to the current internal state of the cache policy.

6Multi-Gen LRU — The Linux Kernel documentation, Accessed on 18 June 2026: https://docs.k
ernel.org/mm/multigen_lru.html
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These methods clearly show that the interface is event-driven, rather than periodically
driven. This means that code from the cache policy is executed only when the correspond-
ing events occur and not periodically at fixed intervals. Consequently, the implementation
of cache policies that require the periodic execution of code, such as Second-Chance, be-
comes more challenging.

Second-Chance tracks for each page whether it has been referenced recently or not.
In order to distinguish between pages that have actually been referenced recently and
pages that have been referenced at some point in the past, this information is reset
periodically. Since Second-Chance originates as a cache policy for the virtual memory
of operating systems, the clock interrupt of the operating system is used as the periodic
timer. Due to the event-driven execution model of the interface, this periodic reset cannot
be implemented directly.

Initially, it was also considered to implement additional well-known cache policies
from the field of operating systems, such as Not Recently Used (NRU), Not Frequently
Used (NFU) or aging NFU. However, none of these were ultimately implemented, since
all of these cache policies require periodic code execution, similar to Second-Chance and
would therefore lead to the same problem.

class BaseCachePolicy(Generic[KeyType, MapTypel], metaclass=abc.ABCMeta) :

Q@abc.abstractmethod
def init_mutable_mapping(self) -> MapType:
raise NotImplementedError

@abc.abstractmethod
def update_on_hit(self,key: KeyType,cache_dict: MapType,) -> None:
raise NotImplementedError

@abc.abstractmethod
def update_on_put(self,key: KeyType,) -> None:
raise NotImplementedError

O@abc.abstractmethod
def update_on_force_evict(self,key: KeyType,) -> None:
raise NotImplementedError

O@abc.abstractmethod
def get_evict_candidates(self,cache_dict: MapType,num_candidates:
— int = 1,) -> list[KeyType]:

raise NotImplementedError

Listing 2: LMCache BaseCachePolicy taken from the LMCache source code’.

"LMCache BaseCachePolicy commit 5ab3bf7, Accessed on 5 June 2026: https://github.com/LMC
ache/LMCache/blob/9d413181c30ec2ec97bcbbbl7defa7c5£9f8e36e/1mcache/v1/storage_backend/
cache_policy/base_policy.py
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4.2 Implementation

To execute the benchmark described in section 4.1.1, a Python program was developed,
which implements the benchmark and integrates vLLM and LMCache as well as the
additionally implemented cache policies.

The benchmark program provides a feature-rich Command-Line Interface (CLI) to
control its execution. It allows to set parameters related to the benchmark it self, such
as the number of users, the number of rounds per user, the shared prompt and the
corresponding prompt pool. Additionally, it allows to set parameters for the configuration
of vLLM and LMCache, such as the model for inference, the size of the KV cache, the
size of the persistent KV cache, the cache replacement policy of the persistent KV cache
and the method for persistent KV caching to use. Thereby, the program can be used to
conduct experiments in various configurations.

To ensure reproducibility, the program employs a constant seed of 42 for all involved
Random Number Generators (RNGs). This includes the randomization used by vLLM
and LMCache as well as Python’s random module used by the prompt loader to select
users and prompts.

In order to expose the additionally implemented cache policies to LMCache, the pro-
gram injects them into LMCache’s internal policy mapping. Consequently, the cache
policies are accessible in the same manner as any of LMCache’s built-in policies.

The program initializes multiple components required to perform the benchmark.
These components include the vLLM inference engine, optionally LMCache and a prompt
loader.

vLLM is used as the inference engine of the program. During initialization, vLLM
is configured according to the corresponding parameters passed to the CLI. It loads the
specified LLM and subsequently performs the model inference for the requests generated
during the benchmark.

LMCache is used as an extension to vLLM’s KV cache layer to provide additional
capabilities for persistent KV caching. Unlike vLLM, LMCache is initialized only when it
is enabled by the corresponding parameter of the CLI. If enabled, LMCache is configured
during initialization according to the corresponding parameters passed to the CLI.

The prompt loader implements the MUMRQA benchmark, described in section 4.1.1.
It instantiates multiple user objects with the passed configuration parameters. Every
user holds their own chat history in the form of a list of messages. Every message is
represented as a dictionary with the keys role and content. The role indicates whether
the message originates from the user or the LLM. User prompts are stored with the
user role, while LLM responses are stored with the assistant role. The content holds
a string representation of the actual message. During initialization, the shared prompt
is appended to every user’s chat history, as their first message. Additionally, every user
keeps track of how many rounds they have already chatted.

Storing the chat history in this particular format allows the program to use vLLM'’s
chat method to infer the LLM. This method parses messages in this format into a string
representation using the model-specific chat template. However, testing of the program
has shown that using this method does not reliably generate the same number of tokens
in every round. Since the benchmark requires this, instead vLLM’s generate method is
used to infer the model. During testing, it has been shown that this solves the problem.

The logic of the benchmark, that is which user gets to prompt next, is embedded
by implementing the iterator interface and a generator. In each iteration, the prompt
loader returns the current prompt for the LLM. Only once the result of this inference,
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that is, the response of the LLM, is sent back to the prompt loader does the prompt
loader subsequently trigger the generator. The generator then appends this response to
the chat history of the corresponding user and selects the next user to chat, according to
the benchmark. That user’s expanded chat history is then set as the current prompt for
the LLM. Once all users have completed the specified number of rounds, the iteration
stops.

After everything is initialized properly, the program iterates over the prompt loader.
In every iteration, the program infers the LLM with the current prompt. Afterwards
the corresponding response of the LLM is sent back to the prompt loader. During the
inference, the program measures the total response time of the request and collects further
relevant performance metrics. Lastly, this data is logged for later evaluation.

4.3 Experiments

To investigate the research questions mentioned earlier in section 1.2, a series of different
experiments was conducted. In the following paragraphs, detailed explanations of these
experiments are provided. Additionally, the independent variables, dependent variables
and control variables are explicitly specified for each experiment. Independent variables
are changed throughout the experiment to gain insight on their impact. Dependent vari-
ables measure the impact of the independent variables. Control variables are kept constant
throughout the experiment to prevent them from unintentionally altering the results.

All conducted experiments perform the MUMRQA benchmark described in section 4.1.1
and use the same parameters for the number of users M, the number of rounds per user
N, the number of tokens generated per round P, the predefined prompt pool and the
shared prompt. In all experiments, M = 100, N = 10 and P = 200. For the predefined
prompt pool, an LLM has been used to generate 65 different questions regarding the gen-
eral examination regulations for Bachelor’'s and Master’s degree programs of the Georg
August University of Gottingen®. Consequently, these general examination regulations
are used as the shared prompt.

In order to prevent cross-contamination between runs, each benchmark run is exe-
cuted within an isolated environment. This ensures that each run has a cold cache and
subsequent runs cannot access cached data from previous runs that would otherwise bias
the results.

8General Examination Regulations, Accessed on 12 August 2026: https://www.umg.eu/fileadmin
/Redaktion/Dachportal/005_Studium_Lehre/id399_Cardiovascular_Science/AP0__2023__-_engl
._Version_barrierefrei.pdf?utm_source=chatgpt.com
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KV Cache Method

Independent variables Dependent variables Control variables
e KV Cache method e Total inference time e KV Cache Size
e TTFT e KV Cache Policy
e Queue time e Seed

o Prefill time
e Decode time

Figure 5: Summary of independent, dependent and control variables of the KV Cache
Method experiment.

The KV Cache Method experiment primarily investigates the research question RQ1,
that is, how different methods of persistent KV caching impact the prefill time in LLM
inference. This implies an experiment in which the method of how the persistent KV
caching is performed is the only independent variable, which is changed between multiple
iterations. Thus, this experiment executes the whole MUMRQA benchmark several times,
as it iterates over different methods for persistent KV caching. The different methods
that are tested for persistent KV caching are Automatic Prefix Caching and KV cache
offloading to the CPU with vLLM as well as KV cache offloading with LMCache for both
CPU and disk offload. Additionally, a further run is conducted without persistent KV
caching to serve as a baseline comparison.

Besides the changing method for persistent KV caching, the benchmark is run with
identical configuration parameters and a constant seed to ensure consistency. Regarding
the cache policy of the persistent KV cache, LRU is used for LMCache, since it is the
default setting for LMCache. vLLM does not support the selection of a cache replacement
policy for either its Automatic Prefix Caching or its KV cache offloading. Regarding the
size of the persistent KV cache, a size of 16 Gigabyte (GB) out of 32 GB of host memory
is used for the KV cache offload to the CPU of vLLM and LMCache. This ensures to
have a cache that is of sufficient capacity to cache several requests, without affecting the
host system. For the KV cache offload to the disk of LMCache, a size of 16 GB is chosen
as well, for comparability. Since the Automatic Prefix Caching from vLLM utilizes the
GPU’s memory for its persistent KV cache, the part of it that is associated with the KV
cache is restricted to 16 GB as well.

Regarding the dependent variables, the queue time, the prefill time and the decode
time are measured for each request. Based on these processing intervals, the TTFT and
the total inference time are derived. Together, these metrics are used to later evaluate
the impact of different persistent KV caching methods on LLM inference, especially the
impact on the prefill time.
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KV Cache Size

Independent variables Dependent variables Control variables
o KV Cache size e TTFT e KV Cache policy
e KV Cache method e QQueue time e Seed

o Prefill time

Figure 6: Summary of independent, dependent and control variables of the KV Cache
Size experiment.

The KV Cache Size experiment examines the research question RQ2, that is, how the
size of the persistent KV cache impacts the prefill time in LLM inference. This requires
an experiment setup in which the size of the persistent KV cache is an independent vari-
able, which is adjusted over the course of several iterations. Additionally, the size of the
persistent KV cache can be varied for multiple methods of persistent KV caching. There-
fore, this experiment executes the entire MUMRQA benchmark for different cache sizes
and different methods of persistent KV caching. The same methods as in the preceding
KV Cache Method experiment are considered. For KV cache offloading to the CPU with
vLLM, KV cache offloading to the CPU with LMCache and KV cache offloading to disk
with LMCache, cache sizes ranging from 1 GB to 16 GB are evaluated. For Automatic
Prefix Caching with vLLM, cache sizes from 7 to 16 GB are evaluated. Since Automatic
Prefix Caching uses the GPU KV cache that is also required for processing active re-
quests, the KV cache has to provide at least 7 GB in the evaluated configuration in order
to process a request.

Besides the cache size and method, the benchmark is run with identical configuration
parameters and a constant seed to ensure consistency. Regarding the cache policy, LRU
is used for both LMCache configurations, since it is the default cache policy of LMCache.
vLLM does not support the selection of a cache replacement policy for either its Automatic
Prefix Caching or its KV cache offloading.

Regarding the dependent variables, the queue time and the prefill time are measured
for each request. Based on these processing intervals, the TTFT is derived. These vari-
ables are then used to evaluate the impact of the size of the persistent KV cache on the
prefill time in LLM inference.

KV Cache Policy

Independent variables Dependent variables Control variables
e KV Cache policy o TTFT e KV Cache method
e Queue time e KV Cache Size
o Prefill time e Seed

Figure 7: Summary of independent, dependent and control variables of the KV Cache
Policy experiment.
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The KV Cache Policy experiment provides insights into the research question RQ3, that
is, how the cache replacement policy of the persistent KV cache impacts the prefill time
in LLM inference. This implies an experiment in which the cache replacement policy is
the only independent variable that is changed between multiple iterations. Therefore,
in this particular experiment the complete MUMRQA benchmark is repeated multiple
times, each time using a different cache policy. The cache replacement policies evaluated
in this experiment are FIFO, Second-Chance, LRU, MRU, LFU, LFUDA and MQ. Since
the behavior of MQ additionally depends on its configurable parameters, the life Time is
set to 5 and the number of LRU queues is set to 4 for this experiment. Additionally, a
further run is conducted using the RAND cache policy to serve as a baseline comparison.

Besides the changing cache policy, the benchmark is run with identical configuration
parameters and a constant seed to ensure consistency. Regarding the method of persis-
tent KV caching, LMCache with KV cache offloading to the CPU is used for all runs.
LMCache is used, since it allows users to select and configure the cache policy for each
run. Furthermore, the FIFO, LRU, MRU and LFU cache policies are already provided
by LMCache. In addition, the Second-Chance, LFUDA, MQ and RAND cache policies
have been implemented for LMCache’s custom cache policy interface. vLLM does not
offer these capabilities. The size of the persistent KV cache is set to 5 GB for all runs,
as this cache size is large enough to retain KV tensors for reuse, while remaining small
enough for evictions to occur during the benchmark.

Regarding the dependent variables, the queue time and the prefill time are measured
for each request. Based on these processing intervals, the TTFT is derived. These vari-
ables are then used to evaluate the impact of the cache replacement policy of the persistent
KV cache on the prefill time in LLM inference.

4.4 Benchmark Environment

All benchmarks are conducted on the Scientific Compute Cluster (SCC)? operated by the
Gesellschaft fiir wissenschaftliche Datenverarbeitung mbH Gottingen (GWDG)Y. The
SCC is a High-Performance Computing (HPC) cluster which uses SLURM for resource
management and job scheduling. On the SCC, each benchmark runs as one independent
job. The resources available for each job are 1 Nvidia A100' GPU with 80 GB of VRAM,
32 GB of CPU RAM and 16 cores of an AMD Zen3 EPYC 7513!2 CPU.

Additionally, every benchmark runs within an Apptainer!3* container in order to
isolate the benchmark environment from the host system and provide a consistent and
reproducible runtime environment. The Docker image provided by vLLMY is used as
a base, since it already provides a fully functional runtime environment for vLLM and
LMCache. In addition, all libraries required for the benchmarks are added and the docker
image is converted into the Singularity Image Format (SIF)!® so it is compatible with
Apptainer.

9Scientific Compute Cluster (SCC), Accessed on 20 May 2026 https://gudg.de/hpc/systems/scc/

YGWDG, Accessed on 20 May 2026: https://gwdg.de/

UNvidia A100, Accessed on 20 May 2026: https://www.nvidia.com/de-de/data-center/a100/

12AMD Zen3 EPYC 7513, Accessed on 20 May 2026: https://www.amd.com/de/products/proces
sors/server/epyc/7003-series/amd-epyc-7513.html

13 Apptainer, Accessed on 20 May 2026: https://apptainer.org/

formerly known as Singularity

15yLLM docker image, Accessed on 13 May 2026: https://hub.docker.com/r/v1lm/v11lm-openai

16Singularity Image Format (SIF), Accessed on 20 May 2026: https://github.com/apptainer/sif
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The benchmarks are carried out using the following software versions: vLLM 0.18.0,
LMCache 0.4.2, SLURM 25.11.5, Apptainer 1.3.4 and Python 3.12.13.
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5 Evaluation

This section presents and evaluates the results of the conducted experiments. Section 5.1,
section 5.2 and section 5.3 show the results of the KV Cache Method, KV Cache Size and
KV Cache Policy experiments, respectively.

5.1 KV Cache Method

Avg. time required by processing interval per cache method

Processing interval
M Decode Time

[ Prefill Time

M Queue Time

None

LMCache with Disk

VLLM with CPU

KV Cache method

LMCache with CPU

APC on GPU
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Composition of total time into process intervals per cache method
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KV Cache method
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Proportion of total time

Figure 8: Average time required by processing intervals and composition of total time
into processing intervals.

Figure 8 shows the average time required for the different processing intervals of a re-
quest for various methods of persistent KV caching, as well as for a baseline method
without persistent KV caching. Additionally, it also shows the proportion of the different
processing intervals in the total time.

The highest total time is observed when no persistent KV caching is used (None), fol-
lowed by LMCache with Disk, vLLM with CPU, LMCache with CPU and APC on GPU,
respectively. The prefill time follows a similar order to the total time. The highest prefill
time is observed when no persistent KV caching is used (None), followed by LMCache
with Disk, LMCache with CPU, vLLM with CPU and APC on GPU, respectively. This
clearly demonstrates that persistent KV caching impacts the prefill time. All methods
that use persistent KV caching exhibit significantly lower total and prefill times compared
to the baseline method, which does not use persistent KV caching. This is as expected
and can be attributed to the fact that by using persistent KV caching in any form, during
prefill subsequent requests that contain previous requests can load the precomputed KV
tensors of another request with a suitable prefix from the storage backend, instead of
recomputing them from the input tokens.
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Additionally, it is evident that the total time and the prefill time decrease as the
storage backend of the KV cache method moves closer to the compute unit. Specifically,
methods that utilize the disk as their storage backend exhibit the highest values, followed
by CPU and GPU, respectively. This could be explained by the fact that the access
times differ for the different storage backends. Accessing data from the disk is slower
than accessing the CPU’s RAM, whereas the GPU provides the fastest access, as it only
requires accessing different memory addresses of the GPU’s VRAM without leaving the
compute device.

The decode time stays approximately the same for all methods, except for a slight
increase in vLLM with CPU. Persistent KV caching generally appears to have no impact
on the decode time of a request. This is as expected, since persistent KV caching only
affects how the KV cache of a request is populated during prefill by loading the KV tensors
of a suitable prefix, instead of recomputing them from the input tokens.

For all methods except vLLM with CPU, the queue time is so small that it is not
visible and therefore negligible. vLLM with CPU is the only method with a significantly
large queue time. This is an unexpected result that raises questions, as the experiment
is constructed in such a way that all methods should exhibit a queue time near zero. In
the experiment, all methods run the same benchmark, which processes one request at
a time. For each request, the benchmark waits for the current one to complete before
processing the next one. This is especially important since some of them require the
output of their predecessor. The requests are not processed in batches, so no request
should be forced to wait for execution in a queue by the inference engine. Consequently,
no request, regardless of the method, should experience any queue time, except for some
minor processing delays.

Additionally, vLLM with CPU shows a lower prefill time compared to other methods,
which also use KV offloading to the CPU, like LMCache with CPU. This suggests that
vLLM attributes the time required to load the KV tensors into the cache to the queue
time, while the other methods treat this as prefill time. As a result, in the remaining
evaluation the TTFT is used to represent the prefill time, in order to enable continued
comparison of the different persistent KV caching methods. For vLLM with CPU, this
effectively captures the same time interval as the prefill time of the other methods, since
the TTFT consists of both queue time and prefill time. For the other methods, it makes
no difference whether the prefill time or the TTFT is used, since these methods have
virtually no queue time.

Regarding the composition of the total time, the prefill time accounts for the majority
if no persistent KV caching is used (None). For all other methods, the decode time
constitutes the majority of the total time. Furthermore, the proportion of the decode
time to the total time increases in the same order in which the prefill time decreases.
Analogously, the proportion of the prefill time decreases, except that vLLM with CPU
exhibits a smaller proportion than APC on GPU. This can be explained as a direct
consequence of the fact that the prefill time is the only metric that varies between the
different methods. If the decode time remains practically constant, the queue time is
virtually nonexistent and the prefill time decreases, it is inevitable that the proportion
of the prefill time will decrease and the proportion of the decode time will increase,
consequently.
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Distribution of TTFT per cache method
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Figure 9: This figure shows the distribution of the TTFT for different persistent KV
caching methods.

Figure 9 shows the Kernel Density Estimations (KDEs) of the TTFT for various
methods of persistent KV caching, as well as for a baseline method without persistent
KV caching.

The distributions of the methods that use persistent KV caching all have a similar
shape and differ mainly by a horizontal shift. For all of these methods, most values are
concentrated in a peak around the median, while the remaining values form a long tail of
higher values. This suggests that not all requests are able to access cached KV tensors of
their predecessor requests. A possible explanation for this behavior could be as follows.
For most requests, the precomputed KV tensors of their predecessor requests are present
in the persistent KV cache. During prefill, these KV tensors can then be loaded from
the cache, instead of being recomputed. This reduces the prefill time and ultimately the
TTFT. These requests constitute the peak of lower TTFT values. However, since the
persistent KV cache is limited in size and can hold only a finite number of entries, some
entries may be evicted from the cache in order to make room for newer ones. If these
entries happen to be the KV tensors of predecessor requests, then, during the prefill of
the corresponding successor request, these KV tensors cannot be loaded from the cache
and must be recomputed. This increases the prefill time and ultimately the TTFT. These
requests form the long tail of higher TTFT values. The more KV tensors from predecessor
requests are evicted, the more the successor request needs to recompute and the more its
TTFT increases.

Regarding the horizontal shift, out of all methods that use persistent KV caching,
LMCache with Disk shows the highest TTFT, followed by LMCache with CPU, vLLM
with CPU and APC on the GPU, respectively. LMCache with CPU and vLLM with CPU
exhibit nearly identical values. It is apparent that the closer the storage backend of the KV
cache method moves to the compute unit, the more the distributions shift toward lower
values of the TTFT. In particular, methods that use the disk as their storage backend
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exhibit the highest values, followed by CPU and GPU, respectively. This is similar to the
relationships observed in fig. 8, where the prefill time decreases as the storage backend of
the KV cache method moves closer to the compute unit. Both observations are explained
by the same fact that accessing data from the disk is slower than from the CPU’s RAM,
which in turn is slower than from the GPU’s VRAM.

The distribution of the baseline method, where no persistent KV caching is used
(None), differs significantly from all other distributions. It shows notably higher values
of the TTFT and has a different shape, where the values are symmetrically and evenly
distributed around the median, with no visible long tail. Both can be explained by the
fact that the baseline method (None) does not use any form of persistent KV caching. The
computed KV tensors of a request are not persistently cached. During prefill, no request
can load any precomputed KV tensors from a cache. Instead, every request needs to
compute all its KV tensors from its input tokens. Therefore, all requests exhibit similar,
significantly higher values of the TTFT. Consequently, the distribution shows notably
higher and evenly distributed values, with no long tail.

Table 1: This table compares different persistent KV cache methods on their average
TTFT and corresponding speedup relative to a baseline, where no persistent KV caching is
used. The best results are highlighted in bold, while the second-best results are underlined.

KV Cache method Avg. TTFT (sec) Speedup

None 5.011 1.000 x
LMCache with Disk 1.031 4.861 x
LMCache with CPU 0.457 10.957x
vLLM with CPU 0.430 11.640x
APC on GPU 0.238 21.078x

Table 1 shows the average TTFT for different methods of persistent KV caching, as well
as for a baseline, where no persistent KV caching is used. In addition to the mean, the
speedup relative to the baseline is also provided.

The baseline method (None) shows significantly higher values for the average TTFT
than any of the methods that use persistent KV caching. This can be attributed to the
fact that for this method every request needs to compute the KV tensors of all its input
tokens.

Out of all methods that use persistent KV caching, LMCache with Disk shows the
highest values for the average TTFT, followed by LMCache with CPU, vLLM with CPU
and APC on GPU, respectively. LMCache with CPU and vLLM with CPU exhibit nearly
identical values. It is evident that the average TTFT decreases as the storage backend
of the KV cache method moves closer to the compute unit. Specifically, methods that
utilize the disk as their storage backend exhibit the highest values, followed by CPU and
GPU, respectively. This can be explained by the fact that accessing data from the disk is
slower than from the CPU’s RAM, which in turn is slower than from the GPU’s VRAM.
This is similar to the relationships observed in fig. 9. Both observations can be explained
by the fact that the access time decreases in the order from Disk to CPU RAM to GPU
VRAM.

Additionally, the corresponding speedup quantifies how much faster the different per-
sistent KV caching methods are compared to the baseline, where no persistent KV caching
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is used. The speedup follows the same relationship with the storage backend as the av-
erage TTFT. Methods that use the disk as their storage backend achieve speedups of
approximately 4.9x. Methods using the CPU’s RAM achieve speedups ranging from ap-
proximately 11.0x to 11.6x%, resulting in more than an order of magnitude lower TTF'T
compared to the baseline. Methods that use the GPU’s VRAM achieve the highest
speedup of approximately 21.1x.

5.2 KV Cache Size

Evolution of TTFT over cache size per cache method with standard deviation and trend line
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Figure 10: This figure shows the evolution of the TTFT over the cache size for different
methods of persistent KV caching. The solid lines and markers indicate the mean TTFT,
the dashed lines visualize the general trend using LOWESS and the shaded areas represent
the standard deviation.

Figure 10 shows the relationship between the TTFT and the cache size for different
persistent KV caching methods. In addition to the mean, the standard deviation and trend
lines are also displayed. The trend lines are calculated using Locally Weighted Scatterplot
Smoothing (LOWESS). In particular, this plot allows to compare the evolution of the
various methods with one another.

The trend lines for all methods follow a similar pattern but differ by a vertical shift.
For LMCache with Disk, LMCache with CPU and vLLM with CPU, the TTFT initially
decreases sharply as the cache size increases, before it levels off and continues to decrease
slightly. For APC on GPU, only the latter behavior can be observed, as it is only evaluated
for larger cache sizes, starting at 7 GB. Out of all methods, LMCache with Disk shows
the highest TTFT, followed by LMCache with CPU and vLLM with CPU. APC on GPU
shows the lowest TTFT values.

The overall decrease of the trend lines indicates that increasing the size of the persistent
KV cache generally reduces the TTFT. This can be explained by the fact that a larger KV
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cache can retain more previously computed KV tensors. Consequently, fewer KV tensors
need to be evicted from the cache and can therefore be reused by subsequent requests.
As a result, fewer KV tensors have to be recomputed during prefill, which reduces the
prefill time and ultimately the TTFT. The vertical shift of the different methods can be
explained by their different storage backends, similar to the observations in section 5.1.
Although a larger cache increases the amount of KV tensors than can be reused, these
tensors still have to be loaded from the storage backend of the corresponding method.
Therefore, methods that use slower storage backends exhibit higher TTFT values.

However, the trend lines only represent the general relationship between the TTFT
and the cache size. Due to the smoothing performed by LOWESS, local changes of the
mean TTFT are not captured. Therefore, the individual mean values of the TTFT need
to be considered in addition to the trend lines.

Regarding the mean TTFT, the methods LMCache with Disk, LMCache with CPU
and vLLM with CPU all behave differently for cache sizes within the range of 1 GB to
5 GB. However, from 5 GB onwards, the behavior of these three methods converges.
For LMCache with Disk, the mean TTFT remains relatively constant at approximately
6.5 seconds for cache sizes between 1 GB and 4 GB, after which it decreases sharply
as the cache size increases to 5 GB. For LMCache with CPU, the mean TTFT stays
approximately the same at around 5.25 seconds for cache sizes ranging from 1 GB to 3
GB. It increases significantly between 3 GB and 4 GB, before it decreases sharply between
4 GB and 5 GB. In the case of vLLM with CPU, the mean TTFT stays around 5 seconds
for cache sizes from 1 GB to 3 GB. In this range, it decreases slightly as the cache size
increases. Between 3 GB and 5 GB, it then decreases sharply. From 5 GB onwards,
the mean TTFT for all methods, including APC on GPU, follows a similar pattern as
it continues to decrease slightly as the cache size further increases. For all methods, the
mean TTFT exhibits the same vertical offset as the trend lines, with an exception at 4
GB, where LMCache with CPU becomes the method with the highest TTFT.

The behavior of the mean TTFT suggests that at approximately 5 GB a threshold
for the workload used in this experiment is reached. For cache sizes below 5 GB, the
persistent KV cache appears to be too small to completely retain the shared context.
While processing the shared context, KV tensors from its beginning may already be
evicted from the cache in order to make room for KV tensors corresponding to later parts
of the context. Consequently, although a large portion of the shared context may still
be present in the cache, the remaining KV tensors may no longer form a valid prefix,
since KV tensors from the beginning are missing. Since only KV tensors from a matching
prefix can be reused, the remaining cached parts of the shared context cannot be reused
for subsequent requests. As a result, cache sizes below 5 GB provide little to no reduction
of the mean TTFT.

At approximately 5 GB, the cache appears to become sufficiently large to retain the
complete shared context. As a result, the KV tensors of the entire shared context form
a reusable prefix in the persistent KV cache and can be reused by subsequent requests,
instead of being recomputed during prefill. This significantly reduces the prefill time
and explains the sharp decrease of the mean TTFT. Furthermore, since every user has
the same shared context at the beginning of their conversation and LRU is used as the
cache replacement policy, the corresponding KV tensors are referenced frequently and are
therefore likely to remain in the cache. Instead, KV tensors belonging to other, user-
specific parts of the conversations are more likely to be evicted.
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For cache sizes above 5 GB, the additional cache capacity provides more space for
the user-specific part of the conversation. Consequently, fewer KV tensors of these user-
specific parts have to be evicted and can therefore be reused by subsequent requests of the
corresponding user. This further reduces the amount of recomputation during prefill and
explains why the mean TTFT continues to decrease slightly as the cache size increases.

However, it remains unclear what causes the significantly different behavior of the
different methods at a cache size of 4 GB, particularly the unexpected increase of the
mean TTFT for LMCache with CPU, especially as it exceeds the value observed for no
persistent KV caching in section 5.1. Therefore, this represents an irregularity in the
results that requires further investigation.

Furthermore, the standard deviation stays approximately the same for all methods and
cache sizes. This indicates that the variance of the measurements is largely independent
of the cache size and persistent KV cache method.

Distribution of TTFT per cache size per cache method
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Figure 11: This figure shows the distribution of the TTFT for various cache sizes and
for different methods of persistent KV caching.

Figure 11 provides a comparative overview of the TTFT distributions across various
cache sizes for different persistent KV caching methods. It especially emphasizes how the
distributions of the TTFT change as the cache size increases. For improved readability,
the individual plots for each method are provided in figs. 16 to 19 within appendix A. In
contrast to fig. 10, the distributions highlight the median rather than the mean TTFT
and additionally indicate possible outliers.
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Similar to the mean TTFT and the cache size in fig. 10, the same relationships are
observed between the median of the distributions and the cache size. The methods LM-
Cache with Disk, LMCache with CPU and vLLM with CPU behave differently for cache
sizes between 1 GB and 4 GB and start to converge from 5 GB onwards. In the case of
vLLM with CPU, the median TTFT stays around 5 seconds and decreases slightly with
increasing cache size for cache sizes ranging from 1 GB to 3 GB. At a cache size of 4
GB, the TTFT then drops significantly, with a median of approximately 2.75 seconds.
For LMCache with CPU, the median TTFT stays in a range of approximately 5 to 5.5
seconds for cache sizes ranging from 1 GB to 3 GB. A significant increase of the TTFT
is observed at a cache size of 4 GB. For LMCache with Disk, the median TTFT remains
relatively constant at approximately 6.5 seconds for cache sizes of 1 GB to 4 GB. Starting
from 5 GB, the TTFT of all methods drops significantly and continues to decrease slightly
as the cache size further increases.

This development of the median TTFET supports the interpretation of the mean TTFT
in fig. 10. In particular, the sharp decrease around 5 GB is also visible in the median.
This suggests that the previously observed threshold is not caused by a small number of
unusually fast requests, but instead affects a large proportion of the requests.

For cache sizes below 5 GB, the comparatively high median TTFT is consistent with
the assumption that the persistent KV cache may be too small to retain the complete
shared context as a reusable prefix. At approximately 5 GB, the significant decrease of
the median further supports the assumption that the cache becomes sufficiently large to
retain and reuse the complete shared context. For larger cache sizes, the further slight
decrease of the median is consistent with the assumption that additional cache capacity
allows more KV tensors from the user-specific parts of the conversations to remain in the
cache.

Furthermore, from approximately 5 GB onwards, the majority of the values are concen-
trated around the significantly lower median TTFT. This suggests that once the shared
context can be retained, most requests consistently benefit from persistent KV caching.

Regarding the outliers, for all methods, there is a recurring outlier across nearly all
cache sizes at around 5 seconds. Note that this approximately corresponds to the TTFT
observed when no persistent KV caching is used in section 5.1. This can be explained
by the cold cache at the beginning of each benchmark run. Initially, no KV tensors are
present in the persistent KV cache. Consequently, the first request cannot reuse any KV
tensors and instead has to compute the KV tensors for all of its input tokens during prefill.
Therefore, this request exhibits a similar TTFT to a request for which no persistent KV
caching is used.

Additionally, for vLLM with CPU, several outliers begin to appear in the lower TTFT
range at 3 GB. This may indicate that individual requests already benefit from KV cache
reuse before the cache becomes large enough for this effect to be reflected in the median.

Furthermore, LMCache with Disk shows significantly more outliers across all cache
sizes than any other method. In particular, for cache sizes in the range of 1 GB to 4
GB, several outliers are present in the upper end of the TTFT distributions. A possible
explanation for this behavior could be variations in the time required to access the KV
tensors from the disk. However, the exact cause of this behavior cannot be determined
from these results alone.
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Heatmap of Time to First Token (TTFT) over cache lifetime per cache size and cache method
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Figure 12: This figure provides individual heatmaps for different persistent KV caching
methods. Each heatmap shows the TTFT of every individual request over the cache’s
lifetime across various cache sizes. The color scale is logarithmically normalized.

Evolution of Time to First Token (TTFT) over cache lifetime per cache size and cache method
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Figure 13: This figure provides individual subplots for different persistent KV caching
methods. Fach subplot shows the evolution of the TTFT over the lifetime of the cache
across various cache sizes, starting at 5 GB. The cache’s lifetime is measured in the
number of requests. Instead of showing the TTFT of every individual request, the TTFT
is calculated as the mean over bins of 50 requests.
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Figure 12 shows how the TTFT changes over the lifetime of the cache across var-
ious cache sizes for different methods of persistent KV caching. The cache lifetime is
represented by the number of requests processed since the beginning of the benchmark.
However, since the significantly higher TTF'T values of the smaller cache sizes dominate
the color scale, differences between larger cache sizes are less apparent in the heatmaps.
Therefore, fig. 13 provides a more detailed view of the cache sizes from 5 GB onwards.
However, instead of showing the TTFT of every individual request, the TTFT is averaged
over bins of 50 requests in order to make the general evolution over the cache lifetime
more visible. For improved readability, the individual plots for each method are provided
in figs. 20 to 23 and figs. 24 to 27 within appendix A.

Similar to fig. 10 and fig. 11, the heatmaps show different behavior for the different
persistent KV caching methods at cache sizes below 5 GB. For vLLM with CPU, the
TTFT remains approximately the same for cache sizes from 1 GB to 3 GB, before it
decreases at 4 GB. For LMCache with CPU, the TTFT remains approximately constant
between 1 GB and 3 GB, before it increases at 4 GB. For LMCache with Disk, the TTF'T
remains approximately the same for cache sizes from 1 GB to 4 GB. Starting from 5 GB,
the TTFT of all methods decreases significantly and continues to decrease slightly as the
cache size further increases.

These observations are consistent with the relationships observed in fig. 10 and fig. 11
and further support the assumption that at approximately 5 GB a threshold for the
workload used in this experiment is reached.

In addition to the relationship between the cache size and the overall TTFT, both
figures reveal how the TTFT changes over the lifetime of the cache. For cache sizes of
at least 5 GB, the TTFT increases as more requests are processed. However, the larger
the persistent KV cache is, the later the TTFT begins to increase. Consequently, larger
cache sizes maintain lower TTFT values for a longer period of time.

This can be explained by the fact that a larger persistent KV cache can retain more
KV tensors and therefore takes longer to reach its maximum capacity. As long as sufficient
free capacity remains, newly computed KV tensors can be stored in the cache without
having to evict earlier ones. However, once the cache reaches its maximum capacity,
earlier KV tensors have to be evicted from the cache in order to store newer ones. If these
evicted KV tensors happen to be required by a subsequent request, they can no longer
be reused and instead have to be recomputed during prefill. This increases the prefill
time and ultimately the TTFT. Therefore, increasing the size of the persistent KV cache
appears to delay the point during the cache lifetime at which evictions start to increase
the TTFT.
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5.3 KV Cache Policy

Distribution of TTFT per cache policy
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Figure 14: This figure shows the distribution of the TTFT for different cache policies.

Figure 14 shows the KDEs of the TTFT for different cache replacement policies of the
persistent KV cache. Based on the shape and position of the corresponding distributions,
the different cache policies can be separated into several groups.

The distributions of the cache policies Second-Chance, LFU, LFUDA and MQ are
nearly identical in both shape and position. Out of all evaluated cache policies, these four
show the lowest TTFT values. This indicates that these cache policies perform better
at retaining KV tensors that are required again by subsequent requests. Consequently,
more previously computed KV tensors can be reused instead of being recomputed during
prefill. This reduces the prefill time and ultimately the TTFT.

For LFU, LFUDA and MQ), this can be explained by the fact that all three cache
policies consider the frequency of cache access. In the benchmark used for this experiment,
all users share the same context at the beginning of their conversation. Since this shared
context is part of every request, its corresponding KV tensors in the persistent KV cache
are referenced in every request, resulting in a higher frequency count for these KV tensors.
Therefore, cache policies that consider the frequency of cache access are more likely to
retain these KV tensors, instead of evicting them. As a result, the KV tensors of the
shared context form a prefix that can be reused by subsequent requests, which reduces
the amount of recomputation during prefill.

Although Second-Chance does not consider the frequency of cache access, it extends
the queue-based approach of FIFO by considering whether a KV tensor has been refer-
enced recently. For the workload of the benchmark used in this experiment, this appears
to be similarly effective at retaining KV tensors that are required again by subsequent
requests.
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In comparison to Second-Chance, LFU, LFUDA and MQ), the distribution of LRU
shows a similar shape, but exhibits significantly higher values of the TTFT. This suggests
that more KV tensors that are required again by subsequent requests are evicted from
the cache when using LRU. Consequently, fewer previously computed KV tensors can be
reused and more have to be recomputed during prefill, which increases the prefill time
and ultimately the TTFT.

The distributions of MRU and RAND form another group. Both have a similar shape
to each other and exhibit even higher TTFT values than LRU. Out of all evaluated
cache policies, these two show the highest TTFT values. This indicates that these cache
policies perform the worst at retaining KV tensors that are required again by subsequent
requests. Consequently, even fewer previously computed KV tensors can be reused and
even more have to be recomputed during prefill, which further increases the prefill time
and ultimately the TTFT.

Finally, the distribution of FIFO differs significantly from those of all other cache
policies. Instead of forming a single concentrated distribution, its TTF'T values are split
into two distinct ranges. Most values are located in the lower range of the TTF'T, while
the remaining values are located at significantly higher values. Consequently, FIFO ex-
hibits both TTFT values comparable to the best performing cache policies and values
comparable to the worst performing policies.
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Figure 15: This figure shows the ECDFs of the TTFT for different cache policies.

Figure 15 shows the Empirical Cumulative Distribution Functions (ECDFs) of the
TTFET for different cache replacement policies of the persistent KV cache. The ECDFs
indicate the proportion of requests whose TTFT is less than or equal to a given value.
This allows the distributions of the different cache replacement policies to be compared
more directly.

Overall, the relationships observed in this figure are consistent with and support the
relationships observed in fig. 14. The graphs of the cache policies Second-Chance, LFU,
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LFUDA and MQ completely overlap in the lower range of the TTFT. In comparison,
LRU is located in an intermediate range, while the graphs of MRU and RAND closely
overlap in the upper range of the TTFT.

Furthermore, the split of the TTFT values of FIFO into two distinct ranges is par-
ticularly apparent. Approximately 75% of the values are located in the lower range of
the TTFT, while the remaining approximately 25% are located in the upper range. This
further supports the distribution of FIFO observed in fig. 14.

Table 2: This table compares different KV cache policies on their average TTFT and
corresponding speed up relative to the RAND cache policy, which serves as the baseline.
The RAND policy evicts cache entries at random whenever eviction is required. The best
results are highlighted in bold, while the second-best results are underlined.

KV Cache policy Avg. TTFT (sec) Speedup

RAND 5.054 1.000x
MRU 4.987 1.013x
LRU 3.426 1.475x
FIFO 1.783 2.835%
SECONDCHANCE 0.609 8.295x
LFUDA 0.594 8.511%
MQ 0.589 8.583 %
LFU 0.589 8.587 x

Table 2 shows the average TTF'T for different cache replacement policies of the persistent
KV cache, including the RAND cache policy, which serves as a baseline. In addition to
the mean, the speedup relative to the baseline is also provided.

Regarding the average TTF'T, the values are consistent with the relationships observed
in fig. 14 and fig. 15. The RAND cache policy exhibits the highest mean TTFT, followed
by MRU, LRU, FIFO, Second-Chance, LFUDA, MQ and LFU, respectively. Second-
Chance, LFUDA, MQ and LFU exhibit nearly identical values.

Additionally, the corresponding speedup quantifies how much faster the different cache
replacement policies are compared to the RAND cache policy, which serves as a base-
line. MRU achieves only a minor speedup of approximately 1.01x, while LRU achieves
a speedup of approximately 1.48x. FIFO already provides a larger speedup of approxi-
mately 2.84x. In comparison, the cache policies Second-Chance, LFUDA, MQ and LFU
all achieve significantly higher speedups ranging from approximately 8.30x to 8.59x. Out
of all evaluated cache policies, LF'U achieves the highest speedup of approximately 8.59x.
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6 Discussion

This section discusses the implications of the experimental results for the research ques-
tions as well as the limitations of this thesis. Specifically, section 6.1 focuses on the
implications of the findings, while section 6.2 discusses the limitations regarding both the
methodology and the evaluation.

6.1 Implications

RQ1: How does the prefill time in LLM inference differ for different methods
of persistent KV caching?

The relationships observed in section 5.1 answer the research question RQ1, that is, how
different methods of persistent KV caching impact the prefill time in LLM inference. As
shown in the evaluation, the observed changes in the TTFT can primarily be attributed
to changes in the prefill time.

In general, all evaluated methods of persistent KV caching significantly reduce the
prefill time compared to when no persistent KV caching is used. Without persistent KV
caching, every request has to compute the KV tensors for all of its input tokens during
prefill. With persistent KV caching, subsequent requests can reuse previously computed
KV tensors of a matching prefix, instead of having to recompute them. Consequently,
fewer KV tensors have to be computed during prefill, which significantly reduces the prefill
time. This reduction is large enough that, when persistent KV caching is used, the prefill
time no longer accounts for the majority of the total inference time.

Furthermore, the speedup that can be achieved due to persistent KV caching depends
on the access time of the storage backend that is used by the corresponding persistent
KV caching method. The lower the access time of the storage backend, the lower the
prefill time and the greater the resulting speedup. In terms of TTFT, methods using the
Disk as their storage backend achieve speedups of approximately 4.9x, compared to a
baseline, where no persistent KV caching is used, while methods using the CPU’s RAM
achieve speedups ranging from approximately 11.0x to 11.6x. Methods that use the
GPU’s VRAM achieve the highest speedup of approximately 21.1x. Accessing data from
the disk is slower than accessing the CPU’s RAM, whereas the GPU provides the fastest
access.

RQ2: How does the size of the persistent KV cache impact the prefill time
in LLM inference?

The relationships observed in section 5.2 answer the research question RQ2, that is, how
the size of the persistent KV cache impacts the prefill time in LLM inference. As shown in
the evaluation, the observed changes in the TTF'T can primarily be attributed to changes
in the prefill time.

In general, increasing the size of the persistent KV cache reduces the prefill time. A
larger cache can retain more previously computed KV tensors, which reduces the number
of KV tensors that need to be evicted from the cache. Consequently, more KV tensors
can be reused by subsequent requests and do not need to be recomputed during prefill.
Therefore, the prefill time generally decreases as the size of the persistent KV cache
increases.
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Furthermore, the impact of the cache size on the prefill time exhibits a threshold
behavior. For the workload used in this thesis, the prefill time seems to decrease signifi-
cantly once the persistent KV cache becomes large enough to retain the complete shared
context of the benchmark. Below this threshold, earlier parts of the shared context may
be evicted by later parts of the shared context, preventing the remaining KV tensors
from forming a reusable prefix. Once the complete shared context can be retained in
the persistent KV cache, all of its KV tensors can be reused across subsequent requests
instead of being recomputed during prefill, which results in a significant decrease of the
prefill time. Beyond this threshold, further increases of the cache size continue to reduce
the prefill time, although to a smaller extent, as additional KV tensors can be retained
and reused by subsequent requests.

Lastly, increasing the cache size delays the increase of the prefill time over the lifetime
of the persistent KV cache. Larger caches take longer to reach their maximum capacity
and therefore delay the point at which previously computed KV tensors have to be evicted.
As a result, these KV tensors can be reused by subsequent requests for a longer period of
time before they have to be recomputed during prefill. Consequently, larger cache sizes
allow lower prefill times to be maintained for a longer period of time.

RQ3: How does the prefill time in LLM inference differ for different cache
replacement policies?

The relationships observed in section 5.3 answer the research question RQ3, that is, how
the cache replacement policy of the persistent KV cache impacts the prefill time in LLM
inference. As shown in the evaluation, the observed changes in the TTFT can primarily
be attributed to changes in the prefill time.

In general, the prefill time depends on the cache replacement policy of the persistent
KV cache. Different cache policies retain different KV tensors in the persistent KV cache
during eviction. The better these cache policies perform at retaining KV tensors that are
required again by subsequent requests, the more previously computed KV tensors can be
reused instead of being recomputed during prefill. Consequently, the cache replacement
policy of the persistent KV cache impacts the prefill time by determining which KV
tensors are evicted when memory pressure rises.

Furthermore, the speedup that can be achieved differs significantly between the eval-
uated cache replacement policies. Compared to the RAND cache policy, which serves
as a baseline, MRU, LRU and FIFO achieve speedups of approximately 1.01x, 1.48x
and 2.84x, respectively. In comparison, Second-Chance, LFUDA, MQ and LFU achieve
significantly higher speedups ranging from approximately 8.30x to 8.59x. Out of all
evaluated cache policies, LFU achieves the highest speedup of approximately 8.59x.

In particular, cache replacement policies that consider the frequency of cache access for
eviction, such as LFUDA, MQ and LFU, achieve the best speedups for the workload used
in this thesis. In this workload, every request contains a shared context. Consequently,
its corresponding KV tensors in the persistent KV cache are referenced in every request,
resulting in a higher frequency count for these KV tensors. Therefore, these cache policies
are more likely to retain the KV tensors of the shared context, instead of evicting them.
As a result, these KV tensors can be reused more often by subsequent requests, which
reduces the recomputation during prefill and therefore increases the speedup.

Second-Chance does not consider the frequency of cache access but achieves a similar
speedup by considering whether KV tensors have been referenced recently in addition to
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FIFO’s queue-based approach. For the workload used in this thesis, this appears to be
similarly effective at retaining KV tensors that are required again by subsequent requests.

6.2 Limitations and Future Work
6.2.1 TTFT versus Prefill Time

This thesis focuses on investigating the impact of persistent KV caching on the prefill
time in LLM inference. However, as discussed in section 5.1, the results of the evaluation
suggest that the time required to load the KV tensors from the storage backend of a
method for persistent KV caching is not consistently classified as part of the prefill time
by all evaluated methods, but sometimes as part of the queue time. In order to still allow
a comparison between the different methods, the TTFT is used instead of the prefill time
throughout the remaining evaluation, since the TTFT consists of both the prefill and
queue time. This is possible because the benchmark used in this thesis processes only one
request at a time and therefore no queue delays should occur that would otherwise affect
the TTFT through the queue time. Nevertheless, the impact of persistent KV caching
on the prefill time is therefore only measured indirectly through the TTFT, rather than
directly through the reported prefill time. However, additional processing delays are still
included in the TTFT through the queue time.

Future work could therefore attempt to isolate the time required to load the KV
tensors from the corresponding storage backend, which would allow the prefill time to be
measured directly and eliminate the need to use a metric that incorporates both prefill and
queue time. This would be particularly important for workloads in which queue delays
occur, since these delays would also affect the TTFT and could no longer be considered
negligible.

6.2.2 Artificial Benchmark

Another limitation is the artificial nature of the benchmark used in this thesis. The
MUMRQA benchmark was specifically tailored to simulate a workload in which persistent
KV caching can be utilized. Consequently, some characteristics of the benchmark favor
persistent KV caching, but do not necessarily represent the behavior of a real-world LLM
serving workload.

First of all, the benchmark performs single inference only, processing one request at
a time. For each request, the benchmark waits for the current one to complete before
processing the next one. Therefore, the benchmark simulates a workload in which only
one request is active at a time. Consequently, less GPU memory is required to process ac-
tive requests concurrently and more GPU memory can be used for persistent KV caching.
In contrast, in a real-world LLM serving workload, multiple request may arrive simul-
taneously and are processed concurrently. Future work could extend the benchmark to
also support batched inference, such that multiple requests can be processed concurrently.
Additionally, the impact of different batch sizes could then be investigated to determine
how an increasing number of concurrent requests affects the performance of persistent KV
caching.

Second of all, all users of the benchmark share the same context. Once the corre-
sponding KV tensors are computed and stored in the persistent KV cache, every user’s
requests can reuse them, as long as they are not evicted from the cache. Consequently,
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the workload provides a high degree of KV cache reuse across different users and there-
fore further favors persistent KV caching. Future work could extend the benchmark to
support additional configurations regarding how context is shared between users. Besides
the configuration used in this thesis, in which all users share the same context, each user
could have an individual context or multiple groups of users could each share a different
context. This would allow investigating how different degrees of context sharing affect
the performance of persistent KV caching.

Alternatively, a set of real-world multi-round conversation data could be used instead
to evaluate persistent KV caching, rather than optimizing the simulation of the workload.

6.2.3 Hierarchical Cache

This thesis investigates different methods of persistent KV caching on different storage
backends, including GPU, CPU and Disk. However, these different storage backends are
evaluated independently. Consequently, this does not take advantage of the fact that these
storage backends are usually all available simultaneously within the same host system.
Therefore, future work could investigate the impact of a hierarchical system for persistent
KV caching that combines multiple different storage backends of varying sizes. Thereby,
KV tensors could be transferred between different levels of the hierarchy instead of begin
discarded when an eviction is required. For example, if memory pressure on the GPU
rises, KV tensors may be transferred to the CPU.

Additionally, future work could also investigate the performance of different cache
replacement policies for different levels of the hierarchy, since the access patterns differ
for caches of different levels. For example, a second level cache is only accessed if an access
misses in the first level cache. In particular, the performance of the MQ cache replacement
policy could be investigated. As described in section 2.6.8, MQ was specifically designed
to improve the performance of server’s second level buffer caches by adapting to their
access patterns. Consequently, future work could investigate whether MQ also improves
the performance of a second level cache in a hierarchical system for persistent KV caching,
especially given the claim that MQ provides robustness across different workloads [ZPLO01].
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7 Conclusion

In this thesis, the impact of persistent KV caching on the prefill time in LLM inference
was investigated. Specifically, the impact of different persistent KV caching methods,
different sizes of the persistent KV cache and different cache replacement policies was
examined.

For this purpose, a benchmark was designed that simulates a workload in which multi-
ple users each perform an individual multi-round conversation and share the same context.
Furthermore, a Python program was developed that implements this benchmark and in-
tegrates vLLM and LMCache as well as additional cache replacement policies that were
implemented for LMCache. This program was then used to conduct a series of experiments
in which the benchmark was run with different configurations of persistent KV caches.
The resulting findings were evaluated and discussed in order to derive implications for the
posed research questions.

Regarding the impact of different persistent KV caching methods, it was demonstrated
that persistent KV caching can significantly reduce the prefill time compared to when no
persistent KV caching is used. In particular, the prefill time therefore no longer accounts
for the majority of the total inference time. Furthermore, it was discovered that the
speedup that can be achieved due to persistent KV caching depends on the access time
of the storage backend that is used by the corresponding persistent KV caching method.
In terms of TTFT, using the GPU as a storage backend achieves the highest speedup of
approximately 21.1x compared to a baseline, where no persistent KV caching is used.

Regarding the impact of the size of the persistent KV cache, the results show that
increasing the cache size generally reduces the prefill time. Furthermore, it was discovered
that the impact of the cache size exhibits threshold behavior, where the prefill time only
starts to decrease significantly once the complete shared context of the benchmark can be
retained in cache. Additionally, increasing the size of the persistent KV cache delays the
point in time at which the prefill time starts to increase.

Regarding the impact of different cache replacement policies, it can be concluded that
the prefill time generally depends on the used cache policy. Furthermore, cache replace-
ment policies that consider the frequency of cache access achieve some of the best speedups
for the workload used in this thesis. In terms of TTFT, using LFU as a cache replacement
policy for the persistent KV cache achieves the highest speedup of approximately 8.59x
compared to the RAND cache policy, which serves as a baseline.
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A  Additional Materials

The supplementary material submitted alongside this thesis includes all collected mea-
surement data, the job scripts used to execute the experiments, the Jupyter Notebooks
used to create the plots and tables, and the source code of the implemented cache policies
and the benchmark program.
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Figure 16: Distribution of TTFT per cache size using APC on GPU.
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Figure 17: Distribution of TTFT per cache size using vLLM with CPU.
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Figure 18: Distribution of TTFT per cache size using LMCache with CPU.
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Figure 19: Distribution of TTFT per cache size using LMCache with Disk.

Heatmap of Time to First Token (TTFT) over cache lifetime per cache size (APC on GPU)

15
14
13
12
11
10 -

-2.29

Cache size in GB

o

O

~
508 Ul 1411

400 500 600 70 1000
Number of request

Figure 20: Heatmap of TTFT over cache lifetime per cache size using APC on GPU.
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Heatmap of Time to First Token (TTFT) over cache lifetime per cache size (vLLM with CPU)
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Figure 21: Heatmap of TTFT over cache lifetime per cache size using vLLM with CPU.
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Figure 22: Heatmap of TTFT over cache lifetime per cache size using LMCache with
CPU.
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Figure 23: Heatmap of TTFT over cache lifetime per cache size using LMCache with
Disk.
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Evolution of TTFT over cache lifetime per cache size (APC on GPU)
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Figure 24: Evolution of TTFT over cache lifetime per cache size using APC on GPU.

Evolution of TTFT over cache lifetime per cache size (vLLM with CPU)
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Figure 25: Evolution of TTFT over cache lifetime per cache size using vLLM with CPU.
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Figure 26: Evolution of TTFT over cache lifetime per cache size using LMCache with
CPU.
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Evolution of TTFT over cache lifetime per cache size (LMCache with Disk)
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Figure 27: Evolution of TTFT over cache lifetime per cache size using LMCache with
Disk.
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