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Abstract
This thesis presents the design, implementation, and evaluation of a multi-agent knowledge-
based AI framework for adaptive quiz evaluation. The framework addresses the limitation
of treating quiz evaluation as a simple answer-checking task by supporting a complete quiz
evaluation workflow, including dataset profiling, request-based profile selection, quiz plan
generation, adaptive evaluator assignment, hint-assisted answering, answer evaluation,
teaching-style explanation generation, and transparent reporting.

The proposed framework is knowledge-based because it uses structured information
sources, including dataset profiles, question metadata, evaluator rules, reference answers,
context passages, hint records, evaluator outputs, and runtime logs. It is multi-agent in the
sense that the quiz evaluation workflow is divided into specialized functional components
with clearly defined responsibilities. The system combines deterministic evaluators for
structured question types, such as multiple-choice and true/false questions, with LLM-
based evaluators for semantic and context-dependent answer evaluation. It also records
both evaluator-level raw scores and hint-adjusted final scores, allowing the system to
distinguish between answers submitted independently and answers submitted after hint
usage.

The prototype is implemented in Python and evaluated through five complementary
experiments: a HotpotQA runtime workflow demonstration, controlled hint-scoring sce-
narios using AI2 ARC multiple-choice questions, a simulated student agent experiment, a
prompt sensitivity analysis for LLM-based semantic evaluation, and a report completeness
check. The results show that the prototype can execute the intended end-to-end workflow,
generate quiz plans, assign suitable evaluators, provide hints, evaluate answers, produce
teaching-style explanations, apply hint-adjusted scoring consistently, and save progressive
and final reports. The prompt sensitivity analysis also shows that LLM-based evaluation
is relatively stable for clear-cut answers but can vary for partial or borderline answers.
Overall, the thesis demonstrates that a modular, knowledge-driven, and transparently
reported architecture can support adaptive and inspectable quiz evaluation at prototype
scale.

Code Availability
The complete prototype implementation and reproducibility instructions for this thesis
are available in the accompanying GitHub repository: https://github.com/qiuneedth/
ai-quiz-evaluation-framework.

https://github.com/qiuneedth/ai-quiz-evaluation-framework
https://github.com/qiuneedth/ai-quiz-evaluation-framework
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A Multi-Agent Knowledge-Based AI Framework for Quiz Evaluation

1 Introduction
1.1 Background

With the advancement of digital learning platforms and artificial intelligence tools, au-
tomated online quiz evaluation has become widely adopted in education, self-directed
learning, and assessment contexts. Quiz evaluation serves not only to determine whether
a learner has selected or written the correct answer but also functions as a form of for-
mative assessment, helping learners identify gaps in their understanding and providing
feedback for future study. Consequently, an effective quiz evaluation system should do
more than simply verify correctness; it should select appropriate evaluation methods based
on question types, provide helpful explanations and feedback, and log the entire evaluation
process for user review and analysis [NM06].

However, quiz evaluation is not a monolithic task. Different datasets may involve
varying question types, answer formats, contextual dependencies, and reasoning require-
ments. For instance, multiple-choice questions can typically be evaluated through de-
terministic option matching, where the answer choices are fixed and unambiguous. In
contrast, short-answer questions may require semantic-level judgement, as a learner’s an-
swer may convey the correct meaning despite using different wording. Furthermore, for
context-based questions, the system must determine whether the answer is supported by
the provided context. Thus, different quiz settings require different evaluators rather than
a one-size-fits-all evaluation method.

In recent years, large language models have opened up new possibilities for quiz eval-
uation. They can be used to assess semantic correctness and contextual relevance, as well
as to generate explanations and learning feedback. However, LLM-based evaluation also
introduces new challenges. Evaluation results can be influenced by the specific prompts,
evaluation criteria, and contextual information used. Therefore, a key issue in quiz eval-
uation is how to combine deterministic rules with LLM-based components while ensuring
that the evaluation process remains transparent and auditable [Li+24; Guo+23].

1.2 Problem Statement and Motivation

Against this backdrop, the motivation for this thesis stems from several specific issues
within the quiz evaluation workflow. First, many current quiz evaluation systems treat an-
swer assessment as a simple answer-checking task: comparing the user’s response against
a standard answer to assign a correct/incorrect label or a numerical score. While this
approach works well for structured questions such as multiple-choice or true/false items,
it falls short for more complex question-answering tasks, where different datasets and
question types involve varying answer formats, contextual dependencies, and evaluation
requirements.

Second, relying on a single evaluator for all question types creates significant issues.
For objective questions, where answers are fixed, evaluation is relatively stable. However,
for short-answer or context-based questions, simple exact-match methods are too rigid, as
users may express correct answers in diverse ways. A one-size-fits-all evaluation method
therefore lacks the flexibility to handle semantic variation, risks misjudging answers, or
leads to over-reliance on LLMs in cases where rule-based evaluation would be more reliable
and transparent.

Section 1 Tinghui Qiu 1



A Multi-Agent Knowledge-Based AI Framework for Quiz Evaluation

Although LLM-based evaluation can address limitations regarding semantic assess-
ment and explanation generation, LLMs cannot be treated as infallible evaluators. Their
results are influenced by numerous factors, and the underlying evaluation process often
lacks transparency. If a system returns only a final score, users may remain unclear about
the choice of evaluation method, the input data used, or how the reported result was
derived. In the context of learning-oriented quiz evaluation, feedback, explanations, and
evaluation logs are part of the system’s value rather than optional additions to the final
score.

Therefore, a practical quiz evaluation framework must document the rationale for eval-
uator selection, input information, raw scores, hint usage, final scores, and explanations.
This thesis addresses the challenge of designing a multi-agent, knowledge-based frame-
work for quiz evaluation that can adaptively select evaluators based on dataset profiles
and question metadata, support the use of hints during the answering process, generate
pedagogical explanations after evaluation, and produce transparent progressive and final
reports.

1.3 Research Goal and Research Questions

The goal of this thesis is to design, implement, and evaluate a knowledge-based multi-
agent framework for adaptive quiz evaluation. The framework is designed to support
the full runtime workflow of a quiz evaluation session, rather than only checking an-
swers in isolation. It represents quiz datasets through structured profiles, selects suitable
evaluators based on question and answer characteristics, supports hint-assisted answer-
ing, evaluates learner responses, generates teaching-oriented explanations, and produces
transparent reports that make the evaluation process traceable and reviewable.

The framework design is detailed in Chapter 3; here, the focus is on the research
questions that motivate it.

Based on this goal, the thesis addresses the following research questions:

• RQ1: How can quiz datasets be modeled through structured profiles that capture
question types, answer formats, contextual dependencies, and evaluation require-
ments for adaptive evaluator selection?

• RQ2: How can a knowledge-based multi-agent architecture coordinate dataset pro-
filing, quiz planning, evaluator routing, hint generation, answer evaluation, expla-
nation generation, and reporting within a coherent quiz evaluation workflow?

• RQ3: How can the proposed framework provide transparent and reviewable quiz
evaluation by recording evaluator choices, raw scores, hint-adjusted final scores, hint
usage, feedback, explanations, progressive reports, and final reports?

• RQ4: How can the implemented prototype be evaluated through controlled test
cases and runtime demonstrations to assess the correctness, consistency, and trans-
parency of the quiz evaluation workflow?

1.4 Contributions

The main contributions of this thesis are as follows. First, the framework introduces a
dataset-profile-based representation for quiz datasets. Each profile records the dataset’s
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domain, topic, question type, answer type, context dependency, reference answer avail-
ability, and recommended evaluator. These structured descriptions allow downstream
components to make decisions about question selection and evaluator assignment without
inspecting the raw dataset directly.

Second, the thesis proposes a multi-agent quiz evaluation workflow that decomposes
the evaluation process into specialized components: dataset profiling, request and profile
selection, topic matching, quiz planning, evaluator routing, hint generation, answer eval-
uation, explanation generation, and reporting. The modular structure makes component
responsibilities explicit and supports extensibility without requiring changes to the core
pipeline.

Third, the evaluator routing mechanism implements a hybrid evaluation strategy.
Multiple-choice and true/false questions are handled by deterministic rule-based evalua-
tors, which are stable and interpretable. Short-answer and context-dependent questions
are handled by LLM-based evaluators capable of semantic and contextual assessment.
This avoids both the rigidity of applying exact matching to free-text answers and the
unnecessary variability of applying a generative model to questions with fixed correct
options.

Fourth, the framework integrates hint-assisted answering with hint-adjusted scoring.
Learners can request a one-time hint before submitting an answer, and the system records
hint usage at the question level. A scoring policy distinguishes between the raw evaluator
score and the hint-adjusted final score, ensuring that both the correctness of the answer
and the use of assistance are preserved in the output.

Finally, the thesis implements progressive and final reporting designed for trans-
parency. Reports record not only scores but also the selected profile, assigned evaluators,
hint usage, evaluator feedback, teaching-style explanations, and scoring policy parameters.
This makes the evaluation process auditable rather than opaque.

1.5 Thesis Structure

The remainder of this thesis is organized as follows. Chapter 2 reviews related work on
quiz evaluation, automatic answer evaluation, LLM-based evaluation, multi-agent sys-
tems in educational assessment, hint generation, explanation generation, and transpar-
ent reporting. Chapter 3 presents the methodology and system design of the proposed
multi-agent knowledge-based quiz evaluation framework. Chapter 4 describes the imple-
mentation of the prototype, including dataset profiling, request selection, quiz planning,
evaluator routing, hint generation, answer evaluation, explanation generation, and report
generation. Chapter 5 presents the evaluation setup and results, including a runtime work-
flow demonstration, controlled hint-scoring cases, simulated student agent experiments,
prompt sensitivity analysis, and report completeness analysis. Chapter 6 discusses the
results, limitations, and future work. Chapter 7 concludes the thesis.

2 Related Work
2.1 Automatic Quiz Evaluation and Learning Assessment

Automated assessment and evaluation constitute an important component of digital learn-
ing platforms, online education systems, and self-directed learning environments. In its
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simplest form, quiz evaluation determines whether a learner’s response matches a prede-
fined correct answer. This allows a system to provide immediate feedback and reduce the
need for manual grading. However, in learning-oriented systems, quiz evaluation should
not be limited to a binary correctness judgement. It can also support formative assess-
ment by helping learners identify mistakes, understand knowledge gaps, and review their
performance over time [NM06].

A central challenge in quiz evaluation is that different question types represent fun-
damentally different evaluation tasks. Multiple-choice questions and true/false questions
have fixed answer options, so they can often be evaluated using deterministic rules such
as option label matching or boolean normalization.

In contrast, short-answer questions and context-based questions are more difficult to
evaluate. They require a more flexible evaluation approach because a learner may express
a correct answer using words or sentence structures that differ from the reference answer.
Exact string matching may therefore be too strict, because it can mark a semantically
correct paraphrase as incorrect [BGS15]. Short-answer evaluation may require semantic
judgement, including whether the answer captures the key meaning of the reference answer
and whether important information is missing.

Context-based questions introduce another requirement. In this setting, an answer
should not only be correct in general, but also supported by the provided context. A
response may sound reasonable or factually plausible, but if it cannot be derived from
the given passage, it may still be inappropriate for a context-grounded evaluation task.
Therefore, context-based quiz evaluation often needs to consider both answer correctness
and contextual support.

The required evaluation method depends on the question type, answer format, and
whether the question relies on external or provided context. This motivates the need for
adaptive quiz evaluation systems that can select suitable evaluation strategies instead of
applying the same method to every question.

2.2 Rule-Based and LLM-Based Answer Evaluation

Automatic answer evaluation methods can be broadly divided into rule-based approaches
and model-based approaches. Rule-based evaluation is stable, transparent, and easy to
review, which makes it particularly suitable for structured questions. For multiple-choice
questions, the evaluator can compare the option selected by the learner against the cor-
rect option label deterministically. For true/false questions, the system can normalize
the learner’s response to a boolean value and compare it against the expected answer.
However, rule-based evaluation is limited when the learner’s response is expressed in free
text. If a learner provides a semantically equivalent answer using different wording, exact
matching may incorrectly mark it as wrong.

LLM-based evaluation methods address this limitation by operating at the level of
meaning rather than surface form. They can assess semantic correctness, completeness,
relevance, and context-groundedness, making them suitable for short-answer and context-
based questions where the answer space is open and paraphrased responses should be ac-
cepted. LLM-based evaluators can also generate natural language feedback and teaching-
style explanations, which adds educational value beyond a numeric score [PA22].

However, LLM-based evaluation also carries risks. Evaluation results can be influ-
enced by prompt wording, evaluation criteria, reference answers, and context information.
Therefore, LLMs should not replace all evaluators but should instead be used selectively
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for question types that require semantic or contextual judgement [Ben+21].

2.3 LLMs-as-Judges and Prompt-Based Evaluation

The use of LLMs as evaluators, commonly referred to as LLMs-as-judges, has received
growing attention as a method for assessing the quality of natural language outputs.
Rather than generating answers, an LLM judge receives an evaluation item together
with evaluation criteria, an optional reference answer, and optional context informa-
tion [Li+24]. It then produces an evaluation result that may include a score, a pass/fail
decision, feedback, and an explanation of the judgement [Zhe+23].

This evaluation setting is closely related to the LLM-based evaluators used in this
thesis. In the proposed framework, an LLM-based evaluator receives the question, the
learner’s answer, the reference answer, and, when applicable, the provided context. The
evaluator is also guided by explicit evaluation criteria, such as semantic correctness, com-
pleteness, relevance, and context support. Its output is not limited to a single score, but
may also include feedback that explains why an answer is considered correct, incomplete,
irrelevant, or unsupported by the context.

However, LLM-based evaluation also introduces challenges. Evaluating LLM appli-
cations is not a simple matter of checking whether a single final score is correct [AC24].
Depending on the task, evaluation may involve several dimensions, including correctness,
relevance, clarity, consistency, faithfulness to context, and the absence of hallucinated
information. For quiz evaluation, this means that the system should not rely only on
an opaque score produced by a model. Instead, it should preserve the evaluator input,
the scoring criteria, the raw score, the feedback, and the final reported score so that the
evaluation process can be inspected [Guo+23].

Prompt design is another important issue in LLM-based evaluation. The output of an
LLM judge can be affected by the wording of the prompt, the strictness of the rubric, the
examples provided, and the requested output format [Wei+22; Lia+22]. A lenient prompt
may accept partially correct answers, while a strict prompt may reject the same answer for
missing key information. A rubric-based prompt may produce more detailed diagnostic
information, but it may also assign partial scores differently from a binary evaluator.
This sensitivity motivates the use of structured prompts, explicit scoring rubrics, and
JSON-based outputs in the proposed framework. It also motivates the prompt sensitivity
analysis conducted in Chapter 5.

2.4 Multi-Agent and Modular Evaluation Frameworks

Complex evaluation workflows are difficult to manage with a single monolithic evaluator.
A quiz evaluation session may involve several distinct tasks: identifying the dataset,
selecting questions, assigning suitable evaluators, generating hints, evaluating answers,
producing explanations, and saving reports. These tasks require different inputs and
decision rules. For this reason, modular and multi-agent designs are useful for organizing
the evaluation process into smaller, specialized components. Prior work on multi-agent
systems for learning assessment also identifies adaptive and personalized assessment as
an important application area of MAS-based educational systems [Zha25].

In such systems, different agents or modules may handle different parts of the assess-
ment process, such as learner modelling, task selection, feedback generation, or perfor-
mance tracking. More broadly, modular evaluation frameworks show that complex evalu-
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ation tasks can benefit from specialized components rather than a single general-purpose
evaluator [Lee+25]. Such designs can improve interpretability because each component
has a clearer role and produces intermediate outputs that can be reviewed.

The proposed framework follows this general modular principle. In this thesis, the
term multi-agent does not mean that every agent is a fully autonomous conversational
agent [FG96]. Instead, it refers to a set of specialized functional components, each re-
sponsible for a defined part of the quiz evaluation workflow [Woo09]. These components
include dataset profiling, request/profile selection, topic matching, quiz planning, evalua-
tor routing, hint generation, answer evaluation, explanation generation, and reporting.

This separation of responsibilities is important for transparency and extensibility. If
a new dataset is added, the dataset profile can be updated without rewriting the whole
evaluation pipeline. If a new evaluator is introduced, it can be added to the evaluator
registry and selected by the router when its applicability conditions are satisfied. In this
way, the modular structure supports the adaptive behaviour required by different question
types and dataset formats.

2.5 Hints, Explanations, and Transparent Reporting

Learning-oriented evaluation systems benefit from features that go beyond correctness
scoring. Two such features are hint generation before answer submission and explanation
generation after evaluation. While both involve generating natural language content re-
lated to a question, they serve different purposes and must be treated as distinct functions
within the evaluation workflow.

A hint is provided to the learner before they submit their answer. Its purpose is to
guide the learner toward the correct reasoning direction without directly revealing the
answer or the correct option. A well-designed hint encourages active thinking rather than
passive retrieval, and its use should be recorded so that it can be reflected in the final
score. In this thesis, hint usage is tracked at the question level, and a scoring policy is
applied to distinguish between answers submitted with and without hints [Ale+06].

An explanation is generated after the answer has been evaluated. Its purpose is to help
the learner understand why their answer was judged as correct, incorrect, incomplete, or
not supported by the context. Importantly, the explanation component should not re-
evaluate or re-score the answer. It should explain the result already assigned by the
evaluator, providing the learner with educational context and reasoning. This distinction
between the evaluator role and the explanation role is a deliberate design decision in the
proposed framework, intended to maintain a clear separation of concerns.

Transparent reporting is a third element that supports learning-oriented evaluation.
Returning only a final score provides limited information to learners and system ad-
ministrators. A transparent report should include the question and learner answer, the
reference answer, the assigned evaluator, the raw score produced by the evaluator, the
hint-adjusted final score, the hint usage record, the evaluator feedback, and the teaching-
style explanation. Such reports allow learners to review their performance in detail, allow
instructors or system developers to audit the evaluation process, and provide a basis for
further analysis or improvement.
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2.6 Research Gap and Position of This Thesis

The related work discussed above shows that several relevant research directions already
exist. Automatic quiz evaluation addresses the problem of assessing learner answers.
Rule-based and LLM-based evaluation methods provide different ways to judge answer
correctness. LLMs-as-judges offer a flexible approach for evaluating natural language re-
sponses, while modular and multi-agent frameworks show how complex evaluation work-
flows can be decomposed into specialized components. Research on hints, explanations,
and reporting also highlights the importance of feedback and transparency in learning-
oriented systems.

However, these directions are often studied separately. Existing work may focus on
answer evaluation methods, LLM-based judgement, feedback generation, or system ar-
chitecture, but fewer approaches directly address a quiz-specific runtime framework that
connects all of these elements in one workflow. In particular, there is a need for a frame-
work that can represent dataset characteristics through structured profiles, select suit-
able evaluators adaptively, generate quiz plans, support hint-assisted answering, evaluate
learner responses, generate explanations, and save progressive and final reports for later
inspection.

This thesis positions itself in this gap by proposing a knowledge-based multi-agent
framework for adaptive quiz evaluation. The framework uses dataset profiles, question
metadata, evaluator rules, reference answers, context passages, hint records, evaluator
outputs, and runtime logs as structured knowledge sources. These knowledge sources
support evaluator routing, hint-assisted scoring, explanation generation, and transparent
reporting. By connecting these components into a single executable workflow, the thesis
aims to move beyond isolated answer checking and toward a more adaptive, explainable,
and reviewable quiz evaluation process.

3 Methodology and System Design
3.1 Framework Overview

This chapter presents the methodology and system design of the proposed knowledge-
based multi-agent framework for adaptive quiz evaluation. The core objective of this
framework is to integrate the entire process of a quiz evaluation session into an executable
workflow, rather than merely evaluating individual answers.

The design rests on four principles that together distinguish it from a simple answer
checker. The most fundamental is that every decision is grounded in structured informa-
tion — dataset profiles, evaluator rules, hint records — rather than hardcoded logic. This
makes the system both modular and extensible: adding a new dataset requires writing
a profile, not touching the evaluation pipeline. The third principle is adaptive routing,
where the appropriate evaluator is selected per question rather than applied uniformly.
Finally, all intermediate results are recorded so that the final score can be traced back to
the decisions that produced it.

The overall workflow proceeds as follows. The user submits a request specifying a
topic query or dataset key, along with session parameters such as the number of questions
and rounds. The Request Selector identifies the most suitable dataset profile. The Quiz
Plan Generator selects questions, organizes them into rounds, and assigns an evaluator
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to each question. The Quiz Session then executes round by round: for each question,
the user may request a hint before submitting an answer; the Evaluation Engine scores
the answer using the assigned evaluator; the Explanation Generator produces a teaching-
style explanation; and a Progressive Report records the round result. After all rounds are
complete, the Final Report and Runtime Log are saved.

Figure 1 illustrates the overall architecture of the proposed framework.

Figure 1: Overall architecture of the knowledge-based multi-agent quiz evaluation frame-
work.

3.2 Knowledge-Based Design and Structured Knowledge Sources

The term knowledge-based in this thesis does not mean that the system depends on a
single large external knowledge base. Instead, it means that the framework uses multiple
structured knowledge sources throughout the quiz evaluation workflow. These knowledge
sources are used by different components to make explicit and traceable decisions.

The knowledge sources can be grouped into three categories: dataset-level knowledge,
evaluation-level knowledge, and session-level knowledge. Dataset-level knowledge provides
the foundation for profile selection and quiz planning. Dataset profiles encode the domain,
topic tags, question type, answer type, context dependency, and recommended evaluator
for each available dataset. Question metadata records the characteristics of individual
questions. Reference answers and answer options are used during evaluation and hint
generation. Context passages are required for context-based evaluation tasks.

Evaluation-level knowledge governs how answers are assessed. The evaluator registry
records the available evaluators and the conditions under which each is applied. Evaluator
rules define the scoring logic for each evaluator type. The scoring policy specifies how
hint usage affects the final score and ensures that scores remain within the range [0, 1].

Session-level knowledge accumulates during the quiz session and supports reporting
and auditing. Hint records track whether a hint was requested for each question and
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store the hint text. Evaluator outputs include the raw score, pass/fail decision, and feed-
back. Both raw scores and hint-adjusted final scores are stored to preserve the evaluator’s
original judgement alongside the adjusted result. Progressive reports capture round-level
results, and the final report aggregates all session data into a complete and reviewable
record.

Table 1: Structured knowledge sources used across the framework.
Level Knowledge

Source
Description Used By

Dataset Dataset profiles Domain, topic, question type, recom-
mended evaluator

Request Selector,
Quiz Planner

Dataset Question meta-
data

Question type, answer type, context
dependency

Evaluator Router

Dataset Reference answers Correct answers for evaluation and
hint generation

Evaluator, Hint
Generator

Dataset Answer options Option labels and text for MCQ Evaluator, Hint
Generator

Dataset Context passages Reading passages for context-based
questions

Evaluator, Hint
Generator

Evaluation Evaluator registry Available evaluators and applicabil-
ity conditions

Evaluator Router

Evaluation Evaluator rules Scoring logic for each evaluator type Evaluation Engine
Evaluation Scoring policy Hint penalty rules and final score

computation
Evaluation Engine

Session Hint records Hint usage flag and hint text per
question

Evaluation Engine,
Report Generator

Session Evaluator outputs Raw score, pass/fail decision, feed-
back

Explanation Gener-
ator, Report Gener-
ator

Session Progressive re-
ports

Round-level evaluation results Report Generator

Session Final report Complete session summary User, System
Session Runtime logs System activity records System analysis

This structure makes it possible to trace which information source was used at each
stage, for example when selecting a dataset profile, assigning an evaluator, or applying
the hint-adjusted scoring policy. Unlike systems that rely on a single evaluation method,
each component of this framework explicitly depends on specific structured knowledge,
rendering the entire evaluation process traceable and comprehensible.

3.3 Multi-Agent Component Design

The framework is described as multi-agent because it is organized as a set of specialized
agents or components, each responsible for a specific part of the quiz evaluation workflow.
In this thesis, the term agent refers to a functional component that performs a well-defined
task, rather than necessarily an autonomous conversational agent.

The framework consists of the main components summarized in Table 2.
The components are arranged according to the order of the quiz evaluation workflow.

Early-stage components prepare the session by selecting profiles and generating a quiz
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Table 2: Components of the proposed framework and their responsibilities.
Component Primary Responsibility Key Inputs Key Outputs

Dataset Profiling
Agent

Construct dataset profiles Raw dataset Dataset profile JSON

Request/Profile Selec-
tion Agent

Select dataset profile for user request User request Selected profile, selec-
tion reason

Topic Matching Agent Match topic query to profiles or questions Topic query, profile
metadata

Match result

Quiz Planning Agent Generate quiz plan with question selec-
tion and round organization

Selected profile, session
parameters

Quiz plan

Evaluator Router Assign evaluator to each question Question metadata Assigned evaluator
name

Hint Generation Agent Generate one-time hint before answer
submission

Question, options, con-
text, reference answer

Hint text, hint usage
flag

Answer Evaluation
Agent

Evaluate answer and compute raw and
final scores

Question, user answer,
evaluator, hint usage

Raw score, final score,
feedback

Explanation Genera-
tion Agent

Generate teaching-style explanation after
evaluation

Question, answer, eval-
uator result

Explanation text

Reporting and Logging
Agent

Save progressive reports, final report, and
runtime log

All question results JSON report files, log
file

plan. Middle-stage components handle learner interaction, including hint generation and
answer evaluation. Late-stage components explain the result and store the session outputs.
This separation keeps profile selection, evaluation, explanation, and reporting from being
merged into a single opaque evaluator.

3.4 Dataset Profile Design

The dataset profile is the central knowledge structure that enables adaptive behaviour in
the framework. It transforms a raw dataset into a structured description that downstream
components can use for profile selection, quiz planning, evaluator routing, and reporting.
By relying on dataset profiles, the framework can support different types of quiz datasets
without changing the core evaluation pipeline.

A dataset profile mainly contains several groups of fields: basic identification, do-
main and topic metadata, question structure, context information, reference information,
evaluation metadata, and dataset statistics. These fields are summarized in Table 3.

Table 3: Fields of the dataset profile schema.
Field Group Example Fields Purpose Example

Basic identification dataset_id, display_name,
description, language

Identifies the dataset profile and
provides a human-readable sum-
mary

ai2_arc_challenge

Domain and topic
metadata

domain, topic_tags Supports profile selection and
topic-based matching

science, biology

Question structure question_type, answer_type,
reasoning_type

Describes the expected question
and answer format

multiple choice

Context information has_context,
context_dependency

Indicates whether context pas-
sages are available or required for
evaluation

provided context re-
quired

Reference information has_reference_answer,
reference_answer_field,
option_fields

Specifies whether correct answers
and answer options are available

answer, choices

Evaluation metadata recommended_evaluator,
evaluator_notes

Guides evaluator routing and
scoring strategy

script_multiple_choice

Dataset statistics and
samples

total_questions,
sample_questions

Supports profile inspection, plan-
ning, and topic matching

sample questions

Profiles are constructed by the Dataset Profiling Agent during system initialization.
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The construction process involves loading the raw dataset, analyzing its field structure,
populating the profile fields based on the dataset’s characteristics, extracting sample ques-
tions, and saving the resulting profile as a JSON file.

Table 4 summarizes the dataset profiles currently supported by the framework. These
profiles are based on established question-answering and fact-verification benchmarks,
including AI2 ARC, HotpotQA, RAGBench/COVIDQA, Natural Questions, FEVER,
and StrategyQA.

Table 4: Dataset profiles currently supported by the framework.
Dataset Profile Dataset Source Question Type Answer Type Context Depen-

dency
Recommended
Evaluator

ai2_arc_challenge AI2 ARC Chal-
lenge [Cla+18]

multiple choice option label none script_multiple_choice

hotpotqa HotpotQA [Yan+18] multi-hop rea-
soning

short text provided context
required

context_llm_semantic

ragbench_covidqa RAGBench/COVIDQA [FBS24;
Möl+20]

context QA short text provided context
required

context_llm_semantic

natural_questions_pairNatural Ques-
tions [Kwi+19]

short answer short text optional / none llm_semantic

fever FEVER [Tho+18] claim verifica-
tion

label / short
text

evidence required context_llm_semantic

strategyqa StrategyQA [Gev+21] yes/no boolean / short
text

optional / none script_true_false
/
llm_semantic

3.5 Request-Based Profile Selection and Quiz Planning

After dataset profiles have been constructed, the framework uses them to interpret user
requests and generate executable quiz plans. This stage connects the user-facing request
with the internal evaluation workflow. The input to this stage is a user request, which may
contain either a specific dataset key or a topic query, together with session parameters
such as the total number of questions, questions per round, answer source, evaluator
mode, randomization setting, and topic matching preference.

The framework supports two dataset profile selection modes: explicit dataset selection
and topic-based profile selection. In explicit dataset selection, the user directly provides
a dataset key, such as hotpotqa or ai2_arc_challenge. The system then retrieves the
corresponding dataset profile from the available profile store. This mode is deterministic
because the selected dataset is fully specified by the user.

In topic-based profile selection, the user submits a topic query such as science, moon,
history, or biology. The system compares the topic query against available dataset profiles
and attempts to identify the most suitable profile. The selection process may consider the
dataset domain, topic labels, dataset description, sample questions, question metadata,
and topic matching results. In both selection modes, the system records a selection reason
so that profile selection can be reviewed later.

After a dataset profile has been selected, the Quiz Planning Agent generates a quiz
plan. The quiz plan defines the structure of the quiz session and makes the session
executable. It specifies which questions are selected, how they are organized into rounds,
and which evaluator is assigned to each question. The user-configurable parameters used
in quiz planning are summarized in Table 6.

The quiz plan stores the selected questions, round structure, and assigned evaluators.
A concrete implementation example of this object is shown in Listing 3. This separation
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Table 5: Profile selection modes supported by the framework.
Selection Mode User Input Selection Method Output

Explicit dataset
selection

Dataset key Direct profile lookup Selected profile
and selection
reason

Topic-based pro-
file selection

Topic query Matching against profile metadata
and sample questions

Selected or ranked
profile and selec-
tion reason

Table 6: User-configurable quiz planning parameters.
Parameter Description Example

total_questions Total number of questions in the quiz session 4
questions_per_round Number of questions shown in each round 1
dataset_key Explicitly selected dataset profile hotpotqa
topic_query Topic-based search query science
answer_source Source of submitted answers manual
evaluator_mode Whether to use real or mock evaluators real
random_seed Random seed used for reproducible question

selection
42

between planning and execution is useful because the Quiz Session Manager does not need
to decide which evaluator should be used during answer submission.

3.6 Evaluator Routing and Hybrid Evaluation

The framework uses a hybrid evaluation strategy because different question types require
different evaluation methods. A single evaluator is not suitable for all quiz questions.
Multiple-choice questions can be evaluated reliably using deterministic option matching,
while free-text answers require semantic judgement. Context-dependent questions addi-
tionally require the evaluator to check whether the answer is supported by the provided
context.

The Evaluator Router selects the appropriate evaluator for each question by using
the dataset profile and question metadata. The most important metadata fields are
question_type, answer_type, and context_dependency. If the question is multiple-
choice, the router assigns a deterministic multiple-choice evaluator. If the question is
true/false or yes/no, the router assigns a boolean or true/false evaluator when applicable.
If the answer is free text and no external context is required, the router assigns a semantic
LLM evaluator. If the question depends on a provided context passage, the router assigns
a context-grounded LLM evaluator.

This routing mechanism allows the framework to use deterministic evaluation where
it is stable and interpretable, while using LLM-based evaluation only when semantic or
contextual judgement is needed. Applying an LLM evaluator to a multiple-choice question
with a fixed correct option would introduce unnecessary variability [Zhe+24]. Conversely,
applying exact string matching to a short-answer question would incorrectly penalize valid
paraphrases.

Figure 2 shows the decision process used by the Evaluator Router. The routing starts
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Table 7: Evaluator types and routing conditions.
Evaluator Type Applicable Condition Scoring Logic

script_multiple_choice Deterministic Multiple-choice questions Compare normalized option la-
bels

script_true_false Deterministic True/false or yes/no questions Normalize response and compare
boolean value

llm_semantic LLM-based Free-text answer without re-
quired context

Evaluate semantic correctness,
completeness, and relevance

context_llm_semantic LLM-based Free-text answer with required
context

Evaluate semantic correctness
and context support

Figure 2: Evaluator routing decision logic.

from question metadata and assigns deterministic evaluators to structured questions,
while free-text and context-dependent questions are routed to LLM-based evaluators.
The framework therefore does not treat LLM-based evaluation as a universal replacement
for deterministic methods.

3.7 Hint, Scoring, and Explanation Design

In addition to answer evaluation, the framework includes learner-facing support mecha-
nisms: hint generation before answer submission, hint-adjusted scoring after evaluation,
and explanation generation after the score has been assigned. These mechanisms directly
shape the feedback that the learner receives during the quiz session.

The framework allows the learner to request one hint before submitting an answer.
The purpose of the hint is to support the learning process rather than directly provide the
answer. The Hint Generation Agent receives the question text, answer options if available,
context passages if available, and the reference answer for internal use only. The prompt
explicitly instructs the model not to reveal the correct answer, the correct option label,
or wording that would make the answer obvious.

The framework distinguishes between raw_score and final_score. The raw_score
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is produced directly by the assigned evaluator and represents the evaluator’s original
judgement of the learner’s answer. The final_score is computed by applying a hint
penalty to the raw score.

The scoring policy is defined as follows. Here, sraw corresponds to the stored field
raw_score, phint corresponds to the hint penalty, and sfinal corresponds to the stored field
final_score.

sraw ∈ [0, 1] (1)

phint =

{︄
0.10, if a hint was used
0.00, otherwise

(2)

sfinal = min(max(sraw − phint, 0), 1) (3)

The clamp operation ensures that the final score never falls below 0 and never exceeds
1.

Table 8: Hint-adjusted scoring outcomes.
Case Raw Score Hint Used Hint Penalty Final Score

Correct without hint 1.00 false 0.00 1.00
Correct with hint 1.00 true 0.10 0.90
Incorrect without hint 0.00 false 0.00 0.00
Incorrect with hint 0.00 true 0.10 0.00

After evaluation is complete, the Explanation Generation Agent produces a teaching-
style explanation. A critical design constraint is that the Explanation Generation Agent
must not re-evaluate or re-score the answer. Its role is to explain the evaluation result that
has already been assigned by the evaluator. This separation prevents conflicts between
the formal evaluation result and the generated explanation.

3.8 Reporting, Logging, and End-to-End Data Flow

The final stage of the framework is reporting and logging. Reporting is important because
the framework is designed not only to assign scores, but also to make the evaluation process
transparent and reviewable. The system generates progressive reports during the session
and a final report after the session is complete.

A progressive report is generated after each round. It records the round number,
answered questions, user answers, reference answers, assigned evaluators, raw scores, final
scores, hint usage, evaluator feedback, and explanation summaries. The final report
aggregates all question-level results into a complete session summary and is saved as a
structured JSON file.

In addition to reports, the framework maintains a runtime log. The runtime log
records system-level activity, including profile selection decisions, quiz planning, evaluator
assignment, answer evaluation, report generation, and possible errors.

Figure 3 illustrates the end-to-end data flow of the framework, from user request and
profile selection to quiz planning, evaluation, reporting, and runtime logging. This data
flow ensures that all important information generated during the quiz session is preserved.
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Table 9: Key fields included in the final report.
Section Key Fields Purpose

Session information session_id, user_id, dataset_id,
profile_id, quiz_plan_id

Identifies the quiz session

Question results question_id, user_answer,
reference_answer, assigned_evaluator

Records question-level evaluation informa-
tion

Scores raw_score, final_score, passed Preserves both original and hint-adjusted
scores

Hint information hint_used, hint_text, hint_penalty Records hint usage and score adjustment
Feedback and explana-
tion

evaluator_feedback, explanation Provides learner-facing interpretation

Score summary Average, minimum, and maximum raw and
final scores

Summarizes performance

Hint summary Hint usage rate, correct/wrong with and
without hint

Analyzes hint behavior

Evaluator usage Evaluator name and count Shows which evaluators were used
Scoring policy Policy name, hint penalty, score range Documents how final scores were computed

Figure 3: End-to-end data flow of the quiz evaluation framework.
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4 Implementation
4.1 Implementation Overview

The framework described in Chapter 3 was implemented as a Python prototype. This
chapter explains how each design component was realized in code, starting from the
project structure and moving through profile loading, session execution, and report gen-
eration.

The prototype system is implemented in Python using a modular architecture. Each
agent from Chapter 3 maps to one or more Python modules; the full structure is shown in
Listing 1. This implementation approach aligns with the multi-agent design described in
Chapter 3: at the implementation level, each agent corresponds to one or more modules
with clearly defined responsibilities.

The system’s core operational objective is to execute the workflow described in Chap-
ter 3 as a runnable Python prototype. During runtime, users configure a quiz session
through the terminal, while the backend modules handle profile loading, quiz planning,
evaluator assignment, answer evaluation, and report generation.

Unlike a simple answer checker, this implementation not only verifies the correctness
of the answer but also records key intermediate information during the evaluation process,
such as the selected profile, selection reason, assigned evaluator, hint usage, raw score,
hint-adjusted final score, evaluator feedback, answer explanation, and report summaries.
This information is saved as structured JSON or JSONL files for subsequent review and
experimental analysis.

4.2 Project Structure and Runtime Environment

The prototype system employs a module-oriented project structure. The core code is
primarily located in the src/core/ directory, experimental scripts are placed in the
src/evaluation/ directory, and execution results are saved to the data/results/ direc-
tory. Listing 1 shows a simplified project structure of the implemented prototype. Only
the main implementation and evaluation files are shown; Python cache files, temporary
files, earlier test scripts, and unused development files are omitted for readability.
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1 rag_base/
2 |-- src/
3 | |-- core/
4 | | |-- profile_schema.py
5 | | |-- dataset_analyzer.py
6 | | |-- metadata_postprocessor.py
7 | | |-- request_selector.py
8 | | |-- quiz_plan_generator.py
9 | | |-- quiz_session_manager.py

10 | | |-- simple_evaluation_engine.py
11 | | |-- hint_generator.py
12 | | `-- answer_explanation_generator.py
13 | |-- data/
14 | | |-- hf_dataset_loader.py
15 | | `-- hf_dataset_registry.py
16 | |-- llm/
17 | | |-- client.py
18 | | `-- prompt_loader.py
19 | |-- reports/
20 | | `-- report_generator.py
21 | |-- storage/
22 | | `-- user_activity_logger.py
23 | `-- evaluation/
24 | |-- simulated_student_agent.py
25 | |-- run_simulated_student_experiment.py
26 | |-- prompt_sensitivity_prompts.py
27 | `-- run_prompt_sensitivity_analysis.py
28 `-- data/
29 `-- results/
30 |-- final_report.json
31 |-- progressive_reports.jsonl
32 |-- runtime_user_activity.jsonl
33 |-- simulated_student_results.json
34 `-- prompt_sensitivity_results.json

Listing 1: Simplified project structure of the implemented prototype.

The src/core/ directory contains the primary functional modules required for system
operation. profile_schema.py defines the field structure and data types for dataset pro-
files; dataset_analyzer.py and metadata_postprocessor.py analyze raw datasets to
generate profiles; request_selector.py selects the appropriate dataset profile based on
user requests; quiz_plan_generator.py creates quiz plans; quiz_session_manager.py
manages the round-based quiz workflow; simple_evaluation_engine.py handles evalua-
tor routing and answer evaluation; hint_generator.py and answer_explanation_generator.py
generate hints and explanations, respectively; report_generator.py produces progres-
sive and final reports; and user_activity_logger.py records runtime logs.

The system operates within a Python virtual environment. LLM-based functions,
such as semantic evaluation, context-grounded evaluation, and the generation of hints
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and explanations, are implemented through API calls. For question types that do not
require semantic judgement, such as multiple-choice questions, the system employs a
deterministic script-based evaluator to ensure stability and interpretability.

4.3 Dataset Profile Construction and Request Handling

Upon system startup, available dataset profiles are first constructed or loaded. The
dataset profile is the core data structure used by the system for adaptive selection and
evaluator routing. Each profile includes fields such as dataset identifier, domain, topic,
question type, answer type, context dependency, reference answer availability, and recom-
mended evaluator.

At runtime, the implementation loads the dataset profiles summarized in Table 4. The
modules then use standardized profile fields, such as question type, answer type, context
dependency, and recommended evaluator, instead of directly relying on dataset-specific
raw schemas.

Users create quiz requests through an interactive terminal interface. The system sup-
ports two request methods: users can either directly select a known dataset or enter a
topic query, allowing the system to match an appropriate dataset based on the topic. In
explicit dataset selection, if a user enters dataset_key = hotpotqa, the system directly
selects the HotpotQA profile and records the reason for the selection as an explicit user
choice.

Listing 2 shows a simplified user request object.

1 {
2 "request_id": "interactive_quick_request",
3 "user_id": "demo_user",
4 "dataset_key": "hotpotqa",
5 "topic_query": null,
6 "total_questions": 1,
7 "questions_per_round": 1,
8 "collection_plan": "1b1-random",
9 "progress_plan": "partial_eval",

10 "question_selection_plan": "unseen_only",
11 "answer_source": "manual",
12 "evaluator_mode": "real"
13 }

Listing 2: Simplified user request object.

This request object is passed to the Request/Profile Selection Agent. Upon completion
of the selection process, the system generates a completed user request containing the
selected profile, the reason for the selection, and the full session configuration. This step
transforms the user request from a natural interaction input into an executable system
configuration.

Section 4 Tinghui Qiu 18



A Multi-Agent Knowledge-Based AI Framework for Quiz Evaluation

4.4 Quiz Planning, Session Execution, and Evaluator Routing

Once the selected profile is confirmed, the Quiz Plan Generator creates a quiz plan based
on user settings. This plan encompasses the selected dataset, profile ID, total number of
questions, number of questions per round, round organization, selected question IDs, and
assigned evaluators. Its purpose is to pre-structure the execution plan for a quiz session,
enabling the session manager to carry out the session step by step according to the plan.

During the quiz planning phase, the system first retrieves candidate questions from
the selected dataset. If the user provides a topic query, the Topic Matching Agent filters
or ranks the questions based on topic relevance. The system then selects the required
number of questions based on total_questions and organizes them into one or more
rounds according to questions_per_round. For each question, the Evaluator Router
assigns an evaluator based on question metadata and the context dependency, answer
type, and question type specified in the dataset profile.

For example, AI2 ARC questions are routed to script_multiple_choice, while Hot-
potQA questions are routed to context_llm_semantic. This follows the routing logic
defined in Section 3.6.

A simplified quiz plan object is shown in Listing 3.

1 {
2 "quiz_plan_id": "quiz_plan_hotpotqa_bde464a0",
3 "dataset_id": "hotpotqa",
4 "profile_id": "hotpotqa",
5 "total_questions": 1,
6 "questions_per_round": 1,
7 "rounds": [
8 {
9 "round_number": 1,

10 "question_ids": ["5a82171f5542990a1d231f4a"]
11 }
12 ],
13 "assigned_evaluators": {
14 "5a82171f5542990a1d231f4a": ["context_llm_semantic"]
15 }
16 }

Listing 3: Simplified quiz plan object.

The Quiz Session Manager executes sessions based on a quiz plan. For each round,
the system presents the corresponding questions. If a question is context-dependent,
the system displays the context passage before the user answers. Users have the option
to request a hint before submitting their answers. Once an answer is submitted, the
Evaluation Engine invokes the assigned evaluator to perform the scoring and passes the
results to the Explanation Generator and Report Generator.
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4.5 Hint, Evaluation, Explanation, and Reporting Implementa-
tion

Hint generation, answer evaluation, explanation generation, and reporting are the core
steps in the execution process for each question. Together, they constitute the learner-
facing feedback pipeline.

The Hint Generator is invoked when a user requests a hint. For multiple-choice ques-
tions, the hint prompt includes the question text, answer options, and the reference an-
swer. For context-dependent questions, the prompt also includes the context passage.
The reference answer serves solely as an internal reference for the model during hint gen-
eration and is not displayed to the user. The prompt explicitly instructs the model not to
directly reveal the correct answer or the correct option label. The system saves the hint
text and the hint_used flag to the question result.

The Answer Evaluation Agent is implemented mainly through simple_evaluation_engine.py.
For deterministic evaluators, such as script_multiple_choice, the system normalizes
the user’s answer and the reference option label before performing a direct match. For
LLM-based evaluators, such as llm_semantic and context_llm_semantic, the system
constructs a structured prompt and requires the model to return evaluation output in
JSON format, including a score, a pass/fail status, and feedback.

The implementation follows the hint-adjusted scoring policy defined in Section 3.7.
Each question result stores both raw_score and final_score, so the evaluator’s original
judgement is preserved while the hint penalty is applied only to the reported final score.
This implementation avoids negative scores while keeping the scoring process traceable in
the generated reports.

The Explanation Generator is invoked after the evaluation process is complete. Its
inputs include the question, user answer, reference answer, evaluator feedback, raw score,
pass/fail decision, and hint usage. A key constraint of this component is that it cannot re-
evaluate or modify scores; it only explains the result already generated by the evaluator.
The Report Generator then produces both progressive reports and final reports, while the
runtime logger records system activities during operation.

4.6 Runtime Outputs and Prototype Interface

The current prototype operates primarily through a terminal-based interface. This im-
plementation choice allows the core framework pipeline to be tested independently from
a full graphical interface. Users can select a quick request mode, specify a dataset or
topic, and configure quiz session parameters. The system then outputs execution details
for each stage, including the user request, available profiles, request selector output, quiz
plan, round-based quiz session, session results, and saved reports.

A typical runtime workflow comprises the following output stages:

• [0] USER REQUEST

• [1] BUILD AVAILABLE DATASET PROFILES

• [2] REQUEST SELECTOR OUTPUT

• [3] QUIZ PLAN

• [4] RUN ROUND-BASED QUIZ SESSION
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• [5] SESSION RESULT

• [6] SAVE REPORTS

The primary output files generated by the prototype are:

• data/results/final_report.json: stores the complete final report for a quiz ses-
sion.

• data/results/progressive_reports.jsonl: stores round-level progressive reports.

• data/results/runtime_user_activity.jsonl: records runtime user and system
activity.

• data/results/simulated_student_results.json: stores the simulated student
experiment results.

• data/results/prompt_sensitivity_results.json: stores the prompt sensitivity
analysis results.

Although the evaluated prototype primarily runs through the terminal, a graphical
user interface prototype was also designed to illustrate how the framework could be ex-
posed to end users in an interactive application. The interface is not used as the main
object of evaluation in this thesis; instead, it demonstrates how the backend workflow can
be represented as a user-facing quiz evaluation process.

Figure 4 shows the dataset selection screen of the interface prototype. This screen
presents prepared dataset profiles as selectable cards, including AI2 ARC Challenge,
HotpotQA, StrategyQA, FEVER, Natural Questions, and RAGBench COVIDQA. Each
dataset card summarizes the dataset type and relevant characteristics, such as whether
it is multiple-choice, context-dependent, reasoning-heavy, or domain-specific. This design
corresponds to the dataset profile selection stage of the backend framework.
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Figure 4: Dataset selection screen of the prototype user interface.

After a dataset profile has been selected, the user can configure the quiz session. Fig-
ure 5 shows the session configuration screen. This screen displays the selected evaluation
profile, the recommended evaluator, the answer format, and user-configurable parame-
ters such as the total number of questions, questions per round, answer source, evaluator
mode, and hint option. These interface elements correspond to the quiz planning, evalu-
ator assignment, and hint configuration stages described in the implementation.
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Figure 5: Session configuration screen for quiz planning and evaluator options.

Overall, the implementation demonstrates that the proposed framework can be exe-
cuted as an end-to-end quiz evaluation pipeline. The generated reports provide the basis
for the evaluation experiments presented in Chapter 5, while the interface prototype shows
how the same workflow could be presented in a user-facing application.

4.7 Code Availability

The complete prototype implementation and reproducibility instructions are available in
the accompanying GitHub repository: https://github.com/qiuneedth/ai-quiz-evaluation-
framework.

The repository contains the main runtime demo, evaluation experiment scripts, con-
figuration examples, prompt templates, and report generation modules.
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5 Evaluation and Results
5.1 Evaluation Setup

This chapter evaluates the implemented prototype described in Chapter 4. Rather than
comparing the system against existing educational platforms, the evaluation focuses on
whether the framework can do what it was designed to do: execute the intended quiz
evaluation workflow, route evaluators correctly, compute hint-adjusted scores consistently,
handle different simulated learner behaviours, and produce reports that are transparent
enough to be inspected after the session.

The evaluation is organized around five experiments, each targeting a different prop-
erty of the system. A runtime workflow demonstration verifies that the end-to-end pipeline
runs from user request to final report. Controlled hint-scoring scenarios test whether the
scoring policy behaves as expected across different combinations of answer correctness and
hint usage. A simulated student agent experiment examines how the framework handles
different learner behaviour patterns without requiring real human participants. A prompt
sensitivity analysis investigates how different evaluator prompt designs affect LLM-based
semantic evaluation. Finally, a report completeness check verifies whether the generated
output contains the information needed for transparency and later inspection.

Table 10: Overview of evaluation experiments.
Experiment Purpose Main Data / Dataset Main Output

Runtime workflow
demonstration

Verify the end-to-end quiz evalua-
tion pipeline

HotpotQA runtime ses-
sion

Terminal output and fi-
nal report

Controlled hint-scoring
scenarios

Verify hint-adjusted scoring policy AI2 ARC multiple-choice
cases

Raw and final scores

Simulated student agent
experiment

Test system behaviour under differ-
ent learner profiles

AI2 ARC multiple-choice
questions

Simulated student
summary results

Prompt sensitivity anal-
ysis

Analyze effect of evaluator prompt
design

Manual short-answer test
cases

Prompt comparison ta-
ble

Report completeness
check

Verify transparency of generated re-
port

Final report JSON Field completeness
checklist

The evaluation focuses on functional correctness, consistency, and transparency [AC24].
Functional correctness refers to whether the implemented components can execute the in-
tended workflow. Consistency refers to whether scoring and evaluator routing behave
according to the defined policies. Transparency refers to whether the system records
enough information to explain how a quiz session was selected, evaluated, scored, and
reported.

5.2 Runtime Workflow Demonstration

To check whether the pipeline actually runs end to end, a complete HotpotQA session
was executed through the terminal interface. HotpotQA was chosen as the test dataset
because it represents a context-dependent multi-hop question-answering setting. This
makes it suitable for testing whether the prototype can display context passages, route
questions to a context-aware evaluator, evaluate free-text answers, generate feedback, and
save reports.

The session followed the terminal-based workflow described in Chapter 4. A quick
request was created with the HotpotQA dataset and session parameters, the user viewed
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the context passage and submitted an answer, and the system saved the progressive report,
final report, and runtime log.

The terminal excerpt in Figure 6 and the quiz plan object in Listing 3 come from
two separate HotpotQA runtime sessions, so the question identifiers shown in each do not
match; the dataset, evaluator assignment, and overall workflow are otherwise identical.

Figure 6: Terminal output excerpt of the HotpotQA runtime demonstration.

Figure 6 shows an excerpt from the HotpotQA runtime demonstration. The output
confirms that the system selected the HotpotQA profile, assigned the context_llm_semantic
evaluator, displayed the context before answer submission, recorded hint usage, evaluated
the submitted answer, and saved the progressive report, final report, and runtime log.
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Table 11: Runtime workflow verification.
Workflow Stage Expected Behaviour Observed Behaviour Status

User request construc-
tion

The system receives dataset and ses-
sion parameters

A quick request was created with Hot-
potQA and session parameters

Passed

Dataset profile selec-
tion

The system selects the appropriate
dataset profile

The HotpotQA profile was selected Passed

Quiz plan generation The system selects questions and as-
signs evaluators

A quiz plan was gener-
ated with assigned evaluator
context_llm_semantic

Passed

Context display Context-dependent questions display
the context passage

The context passage was shown be-
fore answering

Passed

Hint handling The system records whether a hint
was requested

Hint usage was recorded in the ques-
tion result

Passed

Answer evaluation The assigned evaluator scores the
submitted answer

The answer was evaluated and a score
was returned

Passed

Explanation genera-
tion

The system generates a teaching-style
explanation

An explanation was generated after
evaluation

Passed

Report generation The system saves progressive and fi-
nal reports

Reports were saved under
data/results/

Passed

The demonstration confirms that the implemented prototype can connect the main
components into a single executable workflow. The system successfully moves from request
construction to profile selection, quiz planning, evaluator routing, session execution, an-
swer evaluation, explanation generation, and report saving. This supports the claim that
the framework is not simply an answer checker but supports a traceable and inspectable
evaluation session as a whole.

5.3 Controlled Hint-Scoring Scenarios

The second evaluation tests whether the hint-adjusted scoring policy defined in Section 3.7
is implemented correctly. As defined earlier, the framework stores both raw_score and
final_score: the raw score is produced directly by the evaluator, while the final score is
computed after applying the hint penalty.

This experiment uses controlled multiple-choice cases from the AI2 ARC Challenge
because its fixed answer options make deterministic option matching and hint-adjusted
scoring easy to verify. Four controlled scenarios are tested: correct answer without hint,
correct answer with hint, incorrect answer without hint, and incorrect answer with hint.

Table 12: Controlled hint-scoring scenarios.
Scenario Raw Hint Penalty Expected Observed

Correct without hint 1.00 false 0.00 1.00 1.00
Correct with hint 1.00 true 0.10 0.90 0.90
Incorrect without hint 0.00 false 0.00 0.00 0.00
Incorrect with hint 0.00 true 0.10 0.00 0.00

In the controlled run, the average raw score was 0.50 and the average final score was
0.475. This difference is expected because one correct answer used a hint and therefore
received a final score of 0.90 instead of 1.00. The incorrect answer with hint usage re-
mained 0.00 because the final score was clamped to the valid score range. These results
confirm that the implemented scoring policy correctly preserves the evaluator’s original
raw score while applying a transparent hint penalty to the final score.
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5.4 Simulated Student Agent Experiment

The third evaluation introduces simulated student agents to test how the framework be-
haves under different learner behaviour patterns. This experiment addresses the practical
limitation that real human participants were not used in this prototype evaluation. In-
stead, rule-based simulated student profiles were created to generate controlled answer
behaviours.

Three simulated student profiles were defined: strong, average, and weak. Each pro-
file was controlled by two probabilities: the probability of answering correctly and the
probability of requesting a hint. The simulated student did not evaluate its own answer.
It only generated an answer and hint usage decision, and the generated answer was then
passed to the normal evaluation engine.

Table 13: Simulated student profile settings.
Profile Correct Prob. Hint Prob. Description

Strong 0.85 0.20 Usually answers correctly and rarely requests
hints

Average 0.60 0.40 Mixed correctness and moderate hint usage
Weak 0.35 0.70 Often answers incorrectly and frequently requests

hints

The experiment was conducted using AI2 ARC multiple-choice questions. Each profile
was tested over 10 runs, with 5 questions per run. For each question, the simulated student
first decided whether to request a hint and then decided whether to answer correctly. If
the simulated student was intended to answer correctly, it selected the correct option
label. If it was intended to answer incorrectly, it selected one of the incorrect options.

Table 14: Simulated student experiment results.
Profile Runs Q/Run Correct Hint Raw Final Errors

Strong 10 5 0.74 0.14 0.74 0.73 0
Average 10 5 0.58 0.46 0.58 0.56 0
Weak 10 5 0.38 0.68 0.38 0.36 0

Figure 7 visualizes the differences between the strong, average, and weak simulated
student profiles. The chart compares average correct rate, average hint usage rate, average
raw score, and average final score.

The results show that the strong profile achieved the highest average correct rate and
the lowest hint usage rate. The weak profile achieved the lowest average correct rate and
the highest hint usage rate. The average profile remained between the two. Across all
profiles, the average final score was lower than or equal to the average raw score, which
confirms that the hint-adjusted scoring policy was consistently applied. No runtime errors
were observed.

This experiment demonstrates that the framework can process different simulated
learner behaviours while preserving the same evaluation workflow. It also shows that the
framework can support evaluation experiments without relying on real users, which is
useful for prototype-stage system validation.
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Figure 7: Comparison of simulated student profiles.

5.5 Prompt Sensitivity Analysis

The fourth evaluation examines prompt sensitivity in LLM-based semantic evaluation.
Since LLM-based evaluators rely on prompts, different prompt formulations may pro-
duce different scores or pass/fail decisions for the same student answer. This experiment
evaluates whether such variation appears in the implemented prototype [Li+24].

Unlike the simulated student experiment, this experiment does not use multiple-
choice questions because deterministic multiple-choice evaluators do not depend on LLM
prompts. Instead, seven manually constructed short-answer cases were used. These cases
cover exact correct answers, correct answers with extra information, clearly wrong an-
swers, verbose correct answers, misconception-based answers, partial answers, and irrele-
vant answers.

Three evaluator prompt variants were compared: a basic lenient prompt, a strict
binary prompt, and a rubric-based prompt. For each test case, the question, refer-
ence answer, and student answer were kept fixed, while only the evaluator prompt was
changed. The model temperature was set to 0.0 to reduce randomness. The experiment
recorded JSON validity, score, pass/fail decision, feedback, score range across prompts,
and pass/fail consistency.

Table 15: Prompt sensitivity analysis results.
TC Type Basic Strict Rubric Range Consistent

TC1 exact correct 1.00 1.00 1.00 0.00 true
TC2 correct with extra information 1.00 1.00 1.00 0.00 true
TC3 clearly wrong 0.00 0.00 0.25 0.25 true
TC4 verbose correct 1.00 1.00 1.00 0.00 true
TC5 misconception 0.40 0.00 0.25 0.40 true
TC6 partial answer 0.80 0.00 0.58 0.80 false
TC7 irrelevant answer 0.00 0.00 0.25 0.25 true
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Figure 8: Score range across prompt variants.

Figure 8 shows the score range across the three prompt variants for each test case.
TC6 has the largest score range, indicating that partial answers are the most sensitive to
prompt formulation.

The results show that clear correct and clear incorrect answers were relatively stable
across prompt variants. TC1, TC2, and TC4 received identical scores across all three
prompts. TC3 and TC7 produced consistent pass/fail decisions, although the rubric-
based prompt assigned a non-zero score due to partial dimension scores such as relevance
or absence of contradiction.

The largest variation occurred in TC6, the partial answer case. The basic lenient
prompt assigned a score of 0.80 and passed the answer. The strict prompt assigned 0.00
and failed the answer. The rubric-based prompt assigned 0.58 but did not pass the answer.
This resulted in a score range of 0.80 and an inconsistent pass/fail decision across prompts.
This finding indicates that borderline answers are more sensitive to prompt formulation
than clearly correct or clearly wrong answers.

Overall, the prompt sensitivity analysis supports the need for explicit prompt design,
structured JSON outputs, and transparent logging in LLM-based answer evaluation. It
also shows that rubric-based prompts can provide more interpretable intermediate dimen-
sions, while strict prompts reduce ambiguity at the cost of losing partial credit.

5.6 Report Completeness and Transparency Check

The final evaluation checks whether the generated reports contain the information re-
quired to make the evaluation process transparent and reviewable. Since the framework
is designed not only to compute scores but also to preserve evaluation decisions, the final
report should contain session-level information, selected profile information, quiz plan in-
formation, per-question results, score summaries, hint summaries, evaluator usage, scoring
policy, feedback, and explanations.
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Table 16: Final report completeness check.
Required Informa-
tion

Example Field(s) Present Purpose

Session identifiers session_id, user_id,
dataset_id

Yes Identifies the quiz session

Profile selection result profile_id,
selection_reason

Yes Explains why a dataset profile was selected

Quiz plan information quiz_plan_id, question
IDs, rounds

Yes Records how the session was planned

Per-question answer
record

question_id, user_answer,
reference_answer

Yes Records submitted answers and references

Evaluator assignment assigned_evaluator Yes Shows which evaluator was used
Score information raw_score, final_score,

passed
Yes Preserves both original and adjusted scores

Hint information hint_used, hint_text,
hint_penalty

Yes Records hint usage and score adjustment

Feedback and explana-
tion

evaluator_feedback, ex-
planation

Yes Supports learner-facing interpretation

Score summary Average, minimum, maxi-
mum scores

Yes Summarizes session performance

Hint summary Hint usage rate and hint-
related outcomes

Yes Shows how hints affected the session

Evaluator usage Evaluator name and count Yes Shows which evaluators were used
Scoring policy Policy name, hint penalty,

score range
Yes Documents how final scores were computed

Runtime log runtime_user_activity.jsonlYes Supports debugging and later analysis

The completeness check shows that the generated reports contain the main information
needed to inspect the evaluation process. This is important because the framework aims
to make quiz evaluation transparent rather than opaque. A user or researcher can review
not only the final score, but also the selected profile, assigned evaluator, hint usage, raw
score, adjusted score, feedback, explanation, and scoring policy.

The final report also provides the basis for the experiments in this chapter. Controlled
scoring scenarios rely on the stored raw and final scores. The simulated student exper-
iment relies on the recorded correctness, hint usage, and score summaries. The prompt
sensitivity analysis relies on structured JSON outputs from the evaluator. Therefore,
reporting is not only an output feature but also an important part of the evaluation
methodology.

5.7 Summary of Findings

The five evaluation activities show that the prototype implements the main workflow
intended by the framework. The runtime demonstration verifies the end-to-end execution
pipeline, the controlled hint-scoring scenarios confirm the scoring policy, and the simulated
student experiment shows that the same workflow can process different learner behaviour
profiles. The prompt sensitivity analysis highlights a remaining challenge of LLM-based
evaluation, especially for partial or borderline answers. Finally, the report completeness
check confirms that the generated outputs contain the main information needed for later
inspection. These findings provide the basis for the discussion of strengths, limitations,
and future work in Chapter 6.
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6 Discussion and Future Work
6.1 Interpretation of Results

The evaluation results indicate that the main contribution of the prototype lies in workflow
integration rather than in outperforming existing assessment systems. The experiments
show that dataset profiling, quiz planning, evaluator routing, hint handling, answer eval-
uation, explanation generation, and reporting can be connected into a single executable
pipeline. This supports the central design assumption of the thesis: adaptive quiz evalu-
ation requires coordination between multiple specialized components rather than a single
answer-checking module.

A second implication concerns the role of hybrid evaluation. The deterministic eval-
uators provide stable behaviour for structured questions, while LLM-based evaluators
are useful for semantic and context-dependent answers. The prompt sensitivity analysis,
however, shows that LLM-based evaluation should remain inspectable and constrained by
explicit prompts, structured output formats, and stored evaluation records. In this sense,
the framework does not treat LLMs as universal graders, but as one evaluator type within
a broader routing and reporting architecture.

The results also show that transparency is not only a reporting feature but a de-
sign requirement across the whole pipeline. Because the system stores selected profiles,
assigned evaluators, hint usage, raw scores, final scores, feedback, explanations, and run-
time outputs, the final score can be traced back to the decisions that produced it. This
is particularly important for learning-oriented quiz evaluation, where the explanation of
an assessment can be as useful as the score itself.

At the same time, the results should be interpreted as prototype-level evidence. The
evaluation demonstrates feasibility, consistency of the implemented scoring policy, and
traceability of the generated reports, but it does not establish large-scale educational
effectiveness. The simulated learners are rule-based, the number of sessions is limited,
and the usefulness of generated hints and explanations has not yet been evaluated by real
students or domain experts.

6.2 Strengths of the Framework

The modular architecture is perhaps the most practically useful aspect of the framework.
Dividing the workflow into components with clearly defined responsibilities makes the
system easier to inspect and extend. A new evaluator can be added to the registry
without touching the hint generation logic. A new dataset can be introduced through
a profile without modifying the session manager. This kind of separation of concerns is
straightforward in principle but requires deliberate design effort to actually implement,
and the current prototype demonstrates that it is achievable at a workable scale.

The dataset profile mechanism is closely related to this. Rather than hard-coding
evaluation behaviour for each dataset, the system reads profile fields such as question
type, answer type, and context dependency to guide its decisions. This makes the profile
selection and evaluator routing steps explicit and reviewable, and it means that adding
support for a new question format is largely a matter of writing a new profile rather than
rewriting core logic.

The hybrid evaluation strategy addresses a genuine tension in automatic answer eval-
uation. Using LLMs for multiple-choice questions would introduce unnecessary variability
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where rule-based matching is both sufficient and more stable. Using exact string matching
for free-text answers would penalize correct responses that use different wording. By rout-
ing each question to the evaluator that fits its characteristics, the framework avoids both
problems, though it introduces the responsibility of defining the routing logic carefully.

The separation between raw score and hint-adjusted final score is a small but important
design choice. Storing both values means the evaluator’s original judgement is never
discarded. If a learner used a hint and answered correctly, both the fact that the answer
was correct and the fact that assistance was used are recorded, rather than collapsing
these into a single number that obscures one or the other. The same logic applies to
the separation between the evaluation component and the explanation component: the
evaluator scores, and the explanation explains, and neither can override the other.

The reporting mechanism supports all of this by making the session output inspectable.
Progressive reports allow round-by-round review, and the final report aggregates not just
scores but evaluator assignments, hint records, feedback, explanations, and scoring policy
parameters. This is what makes the framework’s claim to transparency concrete rather
than abstract.

6.3 Limitations

Several limitations should be acknowledged. The evaluation is conducted at prototype
scale, using a small number of questions and sessions designed to verify workflow behaviour
rather than provide a statistically robust benchmark. The results are representative but
not exhaustive, and it is not yet known how the framework would perform across a wider
range of datasets, domains, or question formats.

The simulated student agents are rule-based, which is useful for controlled testing but
a significant simplification of real learner behaviour. Real students may misread questions,
provide partially correct answers for unexpected reasons, improve across questions within
a session, or use hints strategically rather than randomly. None of these behaviours can
be captured by a correctness probability and a hint probability alone. The experiment
shows that the framework handles the simulated patterns correctly, but it does not speak
to how it would handle the messier inputs that real users would produce.

LLM-based evaluation remains sensitive to prompt design, as the prompt sensitivity
analysis showed. The partial answer case in particular produced a score range of 0.80
across the three prompt variants, with an inconsistent pass/fail decision. For an educa-
tional assessment system, this level of variability in borderline cases is a real concern.
Structured prompts and JSON outputs reduce but do not eliminate this sensitivity, and
the choice of prompt variant currently requires manual decision-making rather than being
determined automatically.

The quality of generated hints and explanations was not evaluated by human experts
or learners. The system can produce hints and teaching-style explanations, but whether
these outputs are pedagogically appropriate, sufficiently clear, or pitched at the right
level of difficulty is unknown. The current evaluation focuses on functional correctness
and traceability rather than educational effectiveness, which means this remains an open
question.

The hint penalty of 0.10 is simple and transparent but somewhat arbitrary. A fixed
penalty does not account for differences in question difficulty, hint informativeness, or
learning context. A very specific hint that essentially gives away the answer arguably
deserves a larger penalty than a general hint that only points the learner toward a topic.
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The current implementation treats hint usage as a binary condition, which is a practical
starting point but not necessarily the right model for all situations.

Finally, the prototype is terminal-based and depends on external dataset libraries and
LLM APIs. Dataset schema changes, API availability, and model behaviour can all affect
execution. These are practical constraints rather than fundamental design flaws, but they
are worth noting as limitations of the current implementation.

6.4 Future Work

Future work can extend the framework in several directions. The first direction is interface
development. The current prototype is terminal-based, which is sufficient for validating
the backend workflow but not ideal for real learners. Because the system already saves
progressive and final reports as JSON and JSONL files, a web interface could be built on
top of the existing outputs. Such an interface could display questions, hints, feedback,
explanations, score summaries, and evaluator usage in a more accessible form.

Scaling the evaluation is another clear direction. The current experiments use a rep-
resentative but limited set of questions and sessions. Testing the profile schema and eval-
uator routing across more datasets, question types, and domains would provide stronger
evidence that the design generalizes. Alongside this, human evaluation of hints and ex-
planations would address one of the most significant gaps in the current work. Whether
generated hints are useful without being too revealing, and whether explanations are clear
and educationally appropriate, can only be properly assessed by asking actual students
or domain experts.

More realistic simulated student agents would also improve the quality of future exper-
iments. Rather than sampling from fixed probabilities, future agents could model common
learning patterns such as predictable misconceptions, gradual improvement within a ses-
sion, or strategic hint usage. The hint policy itself also has room for refinement. A fixed
penalty of 0.10 treats all hints the same regardless of how much information they reveal
or how difficult the question is. Future versions could vary the penalty based on hint
specificity, question difficulty, or whether the learner used the hint effectively.

Finally, future work should improve the robustness of LLM-based evaluation. The
prompt sensitivity analysis showed that borderline answers can receive different scores
under different prompt designs. This suggests the need for stronger calibration, more
consistent rubrics, validation examples, and possibly combinations of rule-based checks
with LLM judgement. Reporting could also become more diagnostic by identifying re-
curring error patterns, weak topics, and recommended review actions rather than only
summarizing scores.

7 Conclusion
Quiz evaluation, at first glance, appears to be a straightforward matching task. This
thesis has argued that it is not — and that the gap between what existing systems do and
what a learning-oriented evaluation session actually requires is large enough to warrant a
purpose-built framework. The starting point was the limitation of treating quiz evalua-
tion as a simple answer-checking task. Different quiz datasets involve different question
types, answer formats, contextual dependencies, and evaluation requirements, so a sin-
gle evaluation method is insufficient for a transparent and learning-oriented assessment
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workflow.
The proposed framework addresses this problem by combining dataset profiling, request-

based profile selection, quiz planning, evaluator routing, hint-assisted answering, answer
evaluation, explanation generation, and structured reporting. Dataset profiles provide the
knowledge needed for adaptive selection and evaluator assignment, while the hybrid evalu-
ation strategy combines deterministic evaluators for structured questions with LLM-based
evaluators for semantic and context-dependent answers.

The implemented prototype demonstrates that these components can be connected
into an executable workflow. The evaluation shows that the system can run an end-
to-end quiz session, apply hint-adjusted scoring, process simulated learner behaviours,
expose prompt sensitivity in LLM-based evaluation, and generate reports that preserve
the main information needed for inspection and audit.

The thesis also identifies several limitations. The evaluation remains prototype-scale,
the simulated learners are rule-based, and the pedagogical quality of generated hints and
explanations has not yet been assessed by real users or domain experts. These limitations
point toward future work on larger-scale evaluation, more realistic learner modelling,
human evaluation of feedback quality, refined hint policies, and a more complete user-
facing interface.

All in all, the contribution of this thesis is a working prototype and design foundation
for adaptive, inspectable, and extensible quiz evaluation. Rather than presenting a fin-
ished educational product, the thesis demonstrates that quiz evaluation can be organized
as a modular, knowledge-driven workflow in which evaluator choices, scoring decisions,
hint usage, explanations, and reports remain transparent throughout the process.
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