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Abstract

High-performance computing (HPC) environments are increasingly used to execute com-
plex, data-driven scientific workflows that consist of multiple interdependent processing
steps. Workflow Management Systems (WMS) are commonly employed to structure such
computations and improve reproducibility and automation.

Despite their advantages, integrating workflow engines into shared HPC infrastructures
remains challenging. Users are often required to manually manage workflow execution,
monitor progress, handle failures, and coordinate storage lifecycles using batch schedulers,
which reduces robustness, observability, and usability.

Existing approaches typically rely on user-driven execution from login nodes or on
submitting entire workflows as single batch jobs. These solutions tightly couple workflow
execution to process lifetimes or scheduler jobs and provide only limited workflow-level
state tracking, recovery, and long-term monitoring.

This thesis proposes a centralized, persistent workflow management service that inte-
grates Snakemake-based workflows into the RESTful Application Programming Interface
(API) HPCSerA. The approach introduces a state-driven workflow manager that decou-
ples workflow execution from user requests and process lifetimes while delegating resource
allocation and job scheduling to the existing SLURM scheduler.

The proposed architecture was implemented as a prototype and evaluated qualitatively
on a shared HPC system. The evaluation shows that the selected design significantly
improves robustness, observability, and usability compared to simpler execution models,
while remaining compatible with existing HPC infrastructure and operating entirely in
user space.
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Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and
Workspaces

1 Introduction

This chapter introduces the context and motivation of this thesis, formulates the under-
lying research problem, and defines the objectives and contributions of the work. Fur-
thermore, the scope and limitations are outlined, and the structure of the remainder of
the thesis is presented.

1.1 Motivation

In recent years, scientific research and industrial data processing have become increasingly
dependent on High-Performance Computing (HPC) systems [1, 2|. The rapid growth
of data volumes and complex models makes efficient, scalable, and largely automated
computing workflows necessary. Here, a workflow denotes a structured pipeline of com-
putational steps with explicit data and execution dependencies orchestrated by a work-
flow management system. Such workflows often consist of many interdependent tasks
that must run in a specific order, and across distributed computing resources if neces-
sary. Therefore, data and software environments, as well as dependency management, are
among the main issues of modern scientific computing [3].

Traditional approaches to managing computational experiments, such as manually
running scripts or using ad-hoc automation, are insufficient to ensure reproducibility and
scalability [4]. Users are increasingly relying on Workflow Management Systems (WMS)
to manage their work, including tracking how data is generated and processed, and to
make effective use of the available computing resources [5]. Such systems make workflow
execution easier to maintain and promote collaboration by clearly structuring processes
and making them reusable.

Scientific workflows often involve numerous interconnected processing steps, custom
software environments, and heterogeneous data sources [6]. While HPC systems provide
powerful compute capabilities, their schedulers are generally optimized for resource alloca-
tion rather than workflow-level management. Thus, users often have to handle execution,
monitoring, and recovery of workflows manually.

In HPC environments, the use of workflow engines is often more complicated. Systems
typically rely on batch-oriented execution models, where users submit jobs to a scheduler
and execution may be delayed until resources become available. Data is commonly ac-
cessed through shared file systems or project-specific workspaces that are tightly coupled
to the execution environment, while users and projects are isolated through scheduler
allocations and permission models. In this context, workspaces refer to temporary, user-
or run-specific directories used to stage workflow inputs and intermediate results, whereas
campaign storage denotes persistent, project-level storage intended to retain datasets and
results across multiple workflow runs for sharing and reproducibility. This makes efficient
and consistent data access challenging, especially because workflows often rely on large,
shared datasets. To address this, concepts such as campaign storage have been intro-
duced to organize project-related data and promote collaboration, all while maintaining
performance and reproducibility [7]. This highlights the need for workflow services that
can integrate into existing HPC infrastructures without compromising performance or
security.

This thesis addresses these challenges by designing and integrating a centralized work-
flow management service that enables reliable and user-friendly execution of computa-
tional workflows in HPC environments. The proposed solution integrates with existing
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HPC infrastructures, storage systems, and user workspaces without requiring system-
level privileges or modifications to the underlying scheduler. By doing so, usability and
reproducibility for users are improved.

1.2 Problem Statement

Although HPC systems provide powerful computational capabilities and efficient resource
scheduling, they do not natively offer workflow-level management across multiple interde-
pendent tasks. Users are typically responsible for managing workflow execution manually,
monitoring job progress, handling failures, and ensuring correct data dependencies. This
approach is error-prone and limits reproducibility and usability.

In the considered HPC environment, no centralized service exists that continuously
advances and supervises user-defined workflows in a system-wide manner. Workflow en-
gines such as Snakemake [8] can be executed by users, but their operation remains tied to
interactive sessions or batch jobs with limited mechanisms for automatic failure recovery
and persistent execution across system interruptions.

At the same time, strict operational constraints apply: the solution must integrate into
the existing infrastructure without modifying the scheduler, without requiring elevated
system privileges, and without compromising security or performance.

The central research question of this thesis is therefore:

How can a centralized workflow management service be designed and integrated into an
existing HPC environment in a way that improves usability, reliability, and reproducibility
while respecting existing infrastructure constraints?

1.3 Objectives and Contributions

The objective of this thesis is to design and evaluate a centralized workflow management
service designed for the requirements and constraints of an HPC environment.
To achieve this objective, the following goals are pursued:

Analyze the current workflow execution model and identify its limitations.

Derive functional and non-functional requirements for a centralized workflow service.

Develop and compare alternative architectural design approaches.

Evaluate the solution with respect to availability, usability, and performance (i.e.
architectural overhead, service responsiveness).

Implement the selected design.
The main contributions of this thesis are:

e A comprehensive requirements analysis for centralized workflow management in
HPC environments.

e A comparative evaluation of alternative architectural approaches.

e A concrete design for a centralized workflow management service that meets the
identified requirements.

Section 1 Mohamed Najem 2
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e An evaluation of the chosen design including a simple performance analysis focused
on architectural overhead.

e A working implementation of the selected design integrated into an HPC environ-
ment.

1.4 Scope and Limitations

This thesis focuses on the integration of a centralized workflow management service within
a specific HPC infrastructure. The solution is designed to operate within existing system
constraints and does not require modifications to the underlying scheduler or system-level
privileges.

The work does not aim to develop a general-purpose workflow engine or replace existing
scheduling mechanisms. Instead, the focus lies on providing a monitoring and control
service that improves workflow execution reliability and usability while leveraging existing
tools and infrastructure.

Furthermore, the evaluation is limited to defined use cases and test scenarios within
the considered HPC environment.

1.5 Thesis Structure

The remainder of this thesis is structured as follows. Chapter 2 provides background on
workflow management in HPC environments and highlights existing workflow engines. It
also introduces relevant services and systems used in the thesis. Chapter 3 analyzes the
current systems, defines requirements for a central workflow service, and introduces an
example use case. Chapter 4 presents and explains different design approaches. Chapter 5
evaluates these designs and chooses a design based on the defined requirements as well
as presenting a simple performance analysis. The implementation of the chosen design
alongside an example use case is shown in Chapter 6. Finally, Chapter 7 concludes the
thesis and outlines future work.

1.6 Chapter Summary

This chapter introduced the motivation for improving workflow management in HPC
environments and outlined the limitations of existing execution models. The underlying
research problem was formulated, and the objectives and contributions of the thesis were
defined. The scope of the work was clarified, and the structure of the thesis was presented.
The following chapter provides background on workflow management systems and HPC
infrastructures.

Section 1 Mohamed Najem 3
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2 Background and Related Work

This chapter introduces the concepts and systems relevant to this thesis. It discusses work-
flow management in HPC environments and the limitations of traditional batch schedulers.
It then presents existing workflow engines, including Snakemake, Nextflow, and Apache
Airflow, as well as approaches for exposing workflow execution as a service. Finally, it
introduces HPCSerA as the main integration component used in this work, along with
MCSE and SATA for additional architectural context.

2.1 Workflow Management in HPC Environments

Accessing computing resources in HPC environments usually means using batch schedul-
ing systems that promote fair resource sharing and efficient job distribution among users.
Simple Linux Utility for Resource Management (SLURM) [9] is among the most widely
used schedulers in scientific HPC [10]. It relies on a central controller (slurmctld) and
per-node daemons (slurmd) that coordinate job execution and monitoring on compute
nodes. Users send jobs with commands like sbatch, and the scheduler determines when
and where jobs will run based on available resources. The main components are summa-
rized in Figure 1.

Slurm client commands node / Compute nodes \
{ sbatch } { srun } Node 1
slurmctid slurmd
Slurm chmands (controller)
{ squeue } { sinfo } » t
h Node 2 .

T X slurmd
[ scancel } [ scontrol } optional failover

: slurmetld 1 ( Node 3

,,,,,,,,,,,,,,,,,,,,,,,, . ~ ode

\ 'L slurmd }

Figure 1: Simplified SLURM architecture (based on [9]).

Client commands such as sbatch and srun communicate with the controller daemon
slurmctld, which coordinates execution on compute nodes via the per-node daemon
slurmd.

Although schedulers like SLURM are great for single, self-contained jobs, many sci-
entific workflows are often multi-step and have dependencies between tasks such as data
preprocessing, simulation, and post-processing. Handling these dependencies manually
with submission scripts quickly becomes complex and error-prone. Users often rely on
submission dependencies (e.g., -dependency flags in SLURM) or re-submit failed steps,
which reduces reproducibility.

To address this, WMS have emerged as higher-level ways to define and run complex
computational pipelines. They allow users to describe the workflow by specifying what
should be executed rather than how. Furthermore, they automatically determine task
dependencies and execution order [5]. In HPC environments, an effective workflow system
must integrate with batch schedulers, efficiently execute tasks in parallel, and offer a
restart mechanism to handle potential failures and ensure robustness.

Despite their integration with schedulers, workflow execution in HPC is still often
driven by users. On the GWDG HPC cluster [11], a user would typically launch their
workflow (e.g. via Snakemake [8]) directly from a login node in a persistent session (e.g.,
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using tmux or screen) or submit a single SLURM job that starts sub-jobs internally. This
makes workflow progress depend on the lifetime of the session or job, so if the node or
job fails, the workflow has to be restarted manually. Unlike SLURM’s centralized design,
this approach relies on users to monitor and manage workflow execution.

All of this motivates the idea of a centralized workflow execution service that can
manage user workflows independently of user sessions, similar to how SLURM centrally
manages compute jobs. Such a service could improve reliability, enable automatic recov-
ery, and offer a consistent way to manage workflows across users and campaign storage.

2.2 Existing Workflow Engines

Several WMS exist that aim to simplify and automate complex computational pipelines.
In this section, we present some of these engines, focusing on their architecture and
execution models.

2.2.1 Snakemake

Snakemake is a WMS built for reproducible and scalable data analysis. It uses a rule-based
approach, with workflows defined in a Snakefile using a Python-like syntax. Each rule
specifies input and output files, the commands to run, and optional resources. Snakemake
automatically builds a Directed Acyclic Graph (DAG) representing task dependencies,
which it uses to determine execution order and identify tasks that can run in parallel.

To construct the DAG, Snakemake starts from the requested target files (typically
defined in rule all) and recursively resolves which rules can produce these files. Depen-
dencies are inferred by matching the declared output files of one rule to the input files of
another rule.

The DAG represents tasks as nodes and data or dependency relationships as edges.
Snakemake uses this structure to determine which steps can be executed in parallel, which
steps must wait for others, and how to efficiently schedule jobs on local or cluster resources.
Conceptually, this allows users to focus on defining what should be done rather than how
the execution proceeds.

Snakemake is also flexible across different environments. Workflows can run locally,
on clusters using schedulers like SLURM, and even on distributed and cloud setups. In
HPC contexts, Snakemake submits each job to the scheduler as its own task, managing
dependencies and parallel execution. It also has built-in checkpointing and re-execution
features, allowing only failed or modified steps to be re-run.

Additionally, Snakemake supports reproducibility through versioned workflows and
configuration files (e.g., config.yaml). It also provides features like wildcards for flex-
ible file patterns, resource management per rule (CPU, memory, threads), and per-rule
Conda environments for reproducible software setups. Furthermore, it also works with
containers such as Docker [12] and Apptainer [13], allowing for consistent software en-
vironments. This, combined with its readable syntax, has made Snakemake a popular
choice for managing scientific workflows [8]. A simple example workflow is shown in the
following Snakefile:

Section 2 Mohamed Najem 5
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rule all:
input:
"results/output2.txt"

rule stepl:
output:
"results/outputl.txt"
shell:
"echo 'Hello from stepl' > {output}"

rule step2:

input:
"results/outputl.txt"

output:
"results/output2.txt"

shell:
"cp {input} {output}"

Listing 1: An example Snakefile.

Figure 2 shows the DAG generated from this workflow. Nodes correspond to rule
executions, and edges indicate file-based dependencies. For example, step2 depends on
step1, so an edge connects them. The DAG ensures that all dependencies are respected
and that independent steps can run in parallel.

stepl

step2

all

Figure 2: DAG generated by Snakemake for the example Snakefile.

2.2.2 Nextflow

Nextflow is a WMS that aims to facilitate scalable and reproducible scientific work-
flows [14]. Unlike Snakemake, which uses Python, Nextflow is based on a Domain-Specific
Language (DSL) built on top of Groovy, where users can define processes, input mate-
rials, output artifacts, and computational resources. From these definitions, Nextflow
constructs a DAG to determine task execution order and manage dependencies automat-
ically.

Nextflow allows various execution backends including local execution, HPC schedulers
such as SLURM, PBS, and LSF, cloud infrastructure, and containerized environments.

Section 2 Mohamed Najem 6
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Nextflow has native support for Docker, Apptainer, and Podman containers [15|. This al-
lows for consistent software environments across different systems. In addition, Nextflow’s
dataflow programming model allows task execution to be asynchronous and to occur in
parallel if possible, making it especially useful for large-scale distributed workflows.

Processes in Nextflow are executed independently and do not share writable state.
Instead, processes communicate through channels, which represent asynchronous data
streams connecting workflow steps. This dataflow model implicitly defines execution order
and enables efficient parallel execution. Furthermore, Nextflow provides an abstraction
between workflow logic and the underlying execution platform, allowing the same workflow
to run locally, on HPC systems, or in cloud environments by changing configuration
settings only.

Moreover, Nextflow provides checkpointing and workflow resumption, allowing efficient
recovery from failed tasks. Additionally, it tracks the origin and processing of data at each
step, supporting reproducibility and traceability.

A minimal example workflow is shown below:

process stepl {
output:
path 'outputl.txt'

nnn

echo 'Hello from stepl' > outputl.txt

nnn

}

process step2 {
input:
path input_file

output:
path 'output2.txt'

nnn

cp $input_file output2.txt

nnn

+

workflow {
stepl_out = stepl()
step2(stepl_out)

+

Listing 2: A minimal Nextflow workflow showing two connected processes.

2.2.3 Apache Airflow

Apache Airflow [16] is another WMS that was developed at Airbnb and is now a common
choice for managing data processing workflows. Within Airflow, workflows are defined
as DAGs, where each node is a task, and the edges represent dependencies. Workflows
are defined in Python, allowing users to define tasks using either Python functions or

Section 2 Mohamed Najem 7
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operators that execute external commands or scripts.

Airflow provides a central scheduler and a set of worker processes that execute tasks,
usually in distributed or cloud-based environments. Airflow was built with data engineer-
ing pipelines in mind, where tasks tend to be short-lived, and triggered periodically, as
well as a few other external systems, such as databases or message queues. It also includes
a web interface for monitoring DAG runs, inspecting logs, and managing task states.

Airflow primarily acts as an orchestration layer, coordinating task execution across
systems rather than performing heavy computation itself. This makes it particularly
well suited for Extract-Transform-Load (ETL) pipelines and production data workflows.
Although Airflow provides scheduling, logging, and retry mechanisms, it is not designed
for HPC execution. It does not natively interact with batch schedulers such as SLURM,
and its workers coordinate tasks rather than perform heavy computation, making long-
running, compute-intensive workflows less suitable.

2.3 Workflow Execution Service

Beyond workflow engines, there are also standardized web APIs that expose workflow
execution as a service. The Global Alliance for Genomics and Health (GA4GH) defines
the Workflow Execution Service (WES) as a REST-based API specification for submitting
workflows to an execution platform and monitoring their progress [17, 18]. WES aims to
enable portable and reproducible execution of workflows across different environments by
providing a common protocol independent of a specific infrastructure provider.

Conceptually, WES defines endpoints to (i) obtain service capabilities (e.g., supported
workflow types), (ii) submit a workflow run together with parameters and input references,
(iii) query run state and retrieve logs and metadata, and (iv) cancel a run [18]. The
specification does not prescribe how workflows are executed internally; instead, it allows
implementations to map workflow runs to different backends such as local execution,
container-based systems, or scheduler-driven environments.

WES is particularly motivated by scenarios in which code must be executed close
to sensitive or large datasets ("bring the algorithm to the data") and where consistent
execution interfaces across institutions are desirable [17]. As such, WES represents a
general approach to workflow execution as a service and provides a useful reference point
for designing workflow systems in different computational environments, including HPC.

2.4 HPCSerA

HPCSerA [19] is a REST-based access layer designed to enable secure and automated in-
teraction with HPC systems. Traditional HPC environments are optimized for interactive
logins and batch schedulers, but they offer limited support for programmatic integration
with external services such as workflow engines, portals, or CI/CD pipelines. HPCSerA
addresses this gap by providing a unified API that allows users and services to submit
and monitor jobs, manage data transfers, and retrieve status and results without requiring
direct SSH access for automated workflows.

At its core, HPCSerA follows a three-component architecture consisting of an internet-
facing API server, external clients, and an agent running inside the HPC environment.
The agent periodically polls the API server for tasks and executes them inside the HPC
environment under the user’s control (in user space), according to the agent’s configura-
tion. This pull-based model avoids inbound connections into the cluster and removes the
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need to store SSH credentials on external machines. Through this mechanism, HPCSerA
offers a Function-as-a-Service (FaaS) style workflow on top of classical batch systems such
as SLURM, supporting both short interactive tasks and long-running jobs. Conceptually,
synchronous execution corresponds to immediate runs (e.g., srun), whereas asynchronous
execution corresponds to queued batch submission (e.g., sbatch). Figure 3 illustrates the
interaction between external clients, the API server, and the HPC-side agent for invoking
and executing functions.

API Server

/userffunction/functi—il/, / B

Client 1

Agent —{ Function 2

3\’ Function 3

/user/async—function/function2

/user/function/function

Client 2

Figure 3: Basic schema of the FaaS methodology (adapted from [19]).

A key contribution of HPCSerA is its authorization model. Instead of using a single all-
powerful token, HPCSerA introduces scoped, role-based credentials that precisely define
which API actions a client may perform. Sensitive operations, such as uploading code
or creating new execution functions, can optionally require explicit user confirmation
through a web interface. This design enables fully automated workflows while preserving
a high security standard comparable to 2FA-protected SSH access.

Figure 4 summarizes the token-based authorization flow, including optional user con-
sent for security-critical actions and subsequent execution via the HPC-side agent, poten-
tially involving the batch scheduler.

Manage Tokens

WebUI Auth app

. 9/5( ®€e1 consent i
3 | Store i '
HPCSerA HPC agent : Batch system

Token DB :

Access token

E Client
Figure 4: A sketch of the proposed token-based authorization flow (adapted from [19]).

From a functional perspective, HPCSerA provides an abstraction for defining func-
tions, triggering their execution synchronously or asynchronously, and composing them
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into larger jobs with explicit dependencies (including DAG-style relations). These capa-
bilities make it suitable as a backend for higher-level services such as automated testing
frameworks, data-processing pipelines, or WMS.

HPCSerA therefore provides an API layer that exposes HPC capabilities in a pro-
grammatic and secure manner, making it relevant for architectures that aim to support
automated job execution, scalable workflow services, or external automation tools.

In this thesis, we used HPCSerA mainly to trigger preconfigured functions via the
agent and did not rely on batch-submission features.

2.5 MCSE

The Memory-Centric Storage for Exascale (MCSE) |[20] project addresses fundamental
limitations of storage and input/output (I/O) in future exascale HPC systems. Exascale
workloads execute massively parallel applications on the order of 10° processors (with
millions of threads) and produce data volumes ranging from petabytes to exabytes. In
such environments, traditional file-based 1/O stacks struggle to scale efficiently due to
deep software layers, limited semantic expressiveness, and high coordination overhead.
Figure 5 illustrates the layered structure of the HPC 1/0 stack and the possible interac-
tions between the individual layers, which motivates the semantic gap discussed in this
section.

| Application ] CODA, 10500
[ Middleware ] HDFS5, Zarr, ADIOS
[Parallel 11O Middleware] MPI-10
v |
System-Level ] POSIX
! v

Storage-Level

Lustre, GekkoFS, NFS,
DAOS

B!

HDD, SSD, NVME,
NVDIMM

Hardware-Level }

Figure 5: HPC I/O stack illustrating the layered storage software stack and semantic gaps
between interface layers (adapted from [20]).

The core idea of MCSE is to treat storage in a memory-centric manner and to expose
I/O functionality through explicit, semantically rich interfaces rather than relying solely
on legacy abstractions such as POSIX. In particular, MCSE aims to remove the separation
of main memory and non-volatile memory by providing a unified interface in a distributed
computing system, enabling different classes of memory /storage media to be used flexibly
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according to application requirements. For practicality and acceptance, the I/O of existing
applications is intended to remain usable through compatibility mechanisms.

A central contribution of the project is the design of 10-Verbs, a low-level 1/0O inter-
face inspired by communication verbs in high-performance networks. 10-Verbs explicitly
models I/O semantics such as atomicity, consistency, persistence, locality, and mutability.
By making these properties explicit, applications and higher-level libraries can express
their actual I/O needs more precisely, enabling highly efficient mappings of these seman-
tics to different memory technologies (e.g., block- or byte-addressable memory objects).
To ensure adoption, I0-Verbs is designed both as a native interface for new applications
and as a foundation for compatibility layers that transparently map existing POSIX-based
software onto the new abstraction; a direct interface to byte-addressable memory objects
is also part of 10-Verbs.

Building on the Infinite Memory Layer (IML), MCSE further develops a memory-
centric storage system referred to as MCS2. IML is extended with I/O interfaces (via
[O-Verbs), metadata, and persistence, and presents applications with an abstract linear
memory space while hiding the actual underlying media (e.g., DRAM and NVRAM). The
resulting MCS2 supports both volatile and non-volatile memory from different manufac-
turers and technologies and serves as a demonstration of the relevance of 10-Verbs for
future high-performance storage solutions.

An important aspect of MCSE is its support for campaign-style workflows, where
multiple applications are executed in sequence and share intermediate data while using
compute and storage resources from a dedicated set of nodes. Instead of requiring users to
manually move data between storage systems, MCSE implements an execution model in
which users specify campaign requirements, the applications to be executed, and necessary
migration processes. For this purpose, the HPC API HPCSerA is extended to support
migration between IML/MCS2 and shared storage (e.g., NVMe and parallel file systems),
so that data migration between different storage media can be defined, managed, and
realized without manual intervention between user jobs.

Overall, MCSE represents a systematic rethinking of I/O and storage for extreme-scale
HPC systems. By combining semantic-aware I/0 interfaces (I0-Verbs), a memory-centric
storage abstraction (MCS2/IML), and managed data migration for complex workflows and
campaigns, the project provides a foundation for scalable and efficient data handling in
future exascale environments.

2.6 SAIA

Scalable Artificial Intelligence Accelerator (SAIA) is a framework designed to operate
persistent, service-oriented workloads on traditional HPC systems using SLURM as the
sole resource manager [21]. It enables long-running services such as web Application
Programming Interfaces (APIs) or machine-learning inference servers by managing them
as supervised SLURM jobs that are restarted, scaled, and monitored automatically. SATA
thereby provides service availability on top of batch-oriented HPC infrastructure without
replacing Slurm or introducing a second cluster resource manager (e.g., Kubernetes).
Architecturally, SATA consists of an internet-facing web/API stack, an SSH-based
HPC proxy to reach the cluster login node under typical HPC security constraints, and
an HPC-side scheduler that maintains pools of service instances as Slurm jobs. Requests
are forwarded on the login node (via a restricted command) to healthy service instances on
compute nodes using a routing table maintained by the scheduler. Service instances run
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as isolated SLURM jobs and are replaced automatically in case of failures or job timeouts.
This design preserves the security model common to HPC environments, particularly the
restriction to SSH-based access while still enabling real-time, interactive services.
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Figure 6: Architecture of SATA (adapted from [21]).

Figure 6 illustrates how incoming requests are routed from the web/API layer via
an SSH-based proxy to the HPC login node, which forwards them to service instances
running as SLURM jobs on compute nodes.

SATA is relevant in the context of this work because it is already deployed on the
GWDG HPC system and represents an established approach for providing service-like
functionality on the cluster. While this thesis focuses on batch-oriented workflow execu-
tion, understanding SATA offers useful context for how service-oriented components can
coexist with or eventually integrate into existing HPC infrastructure. In particular, com-
patibility with SAIA may be beneficial for future extensions or broader adoption within
the cluster environment.

2.7 Chapter Summary

In this chapter, we discussed workflow management in HPC environments and the chal-
lenges of executing multi-step workflows using traditional batch schedulers such as SLURM.
Workflow management systems were introduced as a solution for handling dependencies,
parallel execution, and reproducibility.

We examined three workflow engines—Snakemake, Nextflow, and Apache Airflow—and
outlined their execution models and areas of application. In addition, we introduced the
concept of workflow execution services through WES. HPCSerA was presented as the
central integration component of this thesis, while MCSE and SAIA provide additional
architectural context.

The next chapter compares the workflow engines introduced, derives the requirements
for a central workflow service and analyzes the necessary extensions to HPCSerA.
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3 Initial Analysis

In this chapter, the analysis of requirements and system considerations for a central
workflow service is presented. It discusses the selection of a suitable workflow engine,
necessary extensions to HPCSerA, and the functional and non-functional requirements
that guide the design of the service. The chapter also defines a use case and an example
workflow.

3.1 Comparison of Workflow Engines

To select a workflow engine suitable for HPC environments, the engines described in
Section 2.2 were evaluated. Key evaluation criteria include:

¢ Robust execution: The workflow engine must reliably execute workflows on HPC
clusters, handling dependencies and large compute jobs.

e Fault tolerance: The system should allow workflows to recover from failed steps.
e SLURM integration: The engine needs to have native integration with SLURM.

e Scalability: The engine should handle workflows ranging from small experiments
to large-scale distributed jobs without significant performance degradation.

e Manual step support: The engine should support staged or externally controlled
steps, since workflows may require user intervention or execution in multiple phases.

e User-friendliness: The system should be easy to use for end users, with intuitive
and clear syntax.

e Extensibility: The workflow engine should be flexible to allow future extensions
or integration into a larger system.

The following evaluation matrix compares Snakemake, Nextflow, and Airflow based

on these criteria ("+" = supported well, "0" = partially supported, "-" = limited or not
supported):

Requirement Snakemake | Nextflow | Airflow

Robust execution + + 0

Fault tolerance + + +

SLURM integration + 0 -

Scalability 0 + +

Manual step support + 0 0

User-friendliness + 0 0

Extensibility + + +

Table 1: Comparison of workflow engines.

The ratings in the table are based on the following reasoning:
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Robust execution: Snakemake reliably handles DAG execution on HPC clusters,
making it suitable for compute-intensive scientific workflows. Nextflow also provides
robust execution through its asynchronous dataflow model. Airflow is reliable for co-
ordinating and scheduling tasks, but not optimized for long-running, compute-intensive
workflows on HPC clusters.

Fault tolerance: Snakemake supports checkpointing and re-running failed steps,
and Nextflow provides resume and retry mechanisms. Airflow includes retry and failure
handling features; however, these are primarily intended for short-lived data processing
tasks and not for HPC compute-intensive workflows.

SLURM integration: Snakemake offers native HPC scheduler integration via ex-
ecutor mechanisms, such as the SLURM executor plugin. Nextflow supports multiple
HPC schedulers but may require additional configuration. Airflow lacks native SLURM
integration.

Scalability: Snakemake scales reasonably for many scientific workflows, but very
large DAGs across multi-node HPC clusters can become challenging. Nextflow is well
suited for large-scale distributed jobs, while Airflow scales effectively for DAG scheduling
in distributed or cloud-based environments.

Manual step support: Snakemake supports staged execution patterns, such as
checkpoints or externally triggered workflow runs, enabling workflows that require user
intervention between execution phases. Nextflow and Airflow provide only limited support
for such patterns.

User-friendliness: Snakemake’s Python-like syntax and simple configuration files
make it easy to use. Nextflow’s Groovy-based DSL and Airflow’s operator-based Python
setup introduce additional complexity compared to Snakemake.

Extensibility: All three engines support integration with containers, cloud or HPC
resources, and custom scripts.

Based on this evaluation, Snakemake is the most suitable workflow engine for the
planned prototype. It satisfies the critical requirements for HPC execution and SLURM
integration while offering a user-friendly workflow definition model. Limitations in scala-
bility and in service-level fault tolerance are considered acceptable in the current context,
as these aspects can be addressed by the central workflow management approach devel-
oped later in this thesis.

3.2 Required Extensions to HPCSerA

As outlined in Section 2.4, HPCSerA already provides secure, programmatic execution of
remote functions on HPC systems. However, these capabilities alone are not sufficient for
operating a central workflow service based on Snakemake. Such a service requires struc-
tured handling of workflow files, controlled staging of inputs, and the ability to inspect
execution state and logs. To support these needs, several extensions to the HPCSerA API
are required.

Importantly, these extensions do not require any modifications to Snakemake itself.
Snakemake is treated as a self-contained workflow engine that operates on a prepared
filesystem. All file staging, data transfer, and workspace management are handled ex-
ternally by the workflow service and the HPCSerA infrastructure. From Snakemake’s
perspective, all required input files are already present in the execution directory, and
outputs are written to the same workspace without any knowledge of the surrounding
service.
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3.2.1 File-Handling Capabilities

In order to prepare an execution environment for Snakemake, the workflow service must
support transferring workflow-related files to the agent. This includes the Snakefile,
helper scripts, and configuration files. Similarly, users require mechanisms to inspect
execution state and associated logs after workflow execution.

To enable these interactions, the HPCSerA API must provide the following operations:

e Upload files: Clients must be able to upload input files required for a specific
workflow execution.

e List files: An operation for inspecting the files associated with a workflow execution
that are managed by the service.

e Download files: A mechanism for retrieving workflow-related files and execution
metadata managed by the service, such as logs or status information.

e Delete files and job data: A mechanism for removing individual workflow-related
files or entire workflow executions managed by the service, supporting cleanup, re-
execution, and lifecycle management.

Together, these operations form a simple file-management layer that allows workflow
executions to be staged, inspected, and cleaned up without exposing the underlying HPC
filesystem directly to users.

3.2.2 Extension of the Authorization Model

HPCSerA already provides a token-based authorization model, but it originally only cov-
ered function execution and state queries and therefore had to be extended with additional
scopes for file management. Introducing file transfer functionality requires corresponding
extensions to ensure that only permitted clients may upload, retrieve, or delete files, and
that workflow executions remain isolated from one another. Such permissions are essential
in a multi-user environment to preserve data integrity and confidentiality.

3.2.3 Agent-Side Integration and Workspace Handling

Once files are uploaded through the API, the agent responsible for workflow execution
must retrieve them and place them into a dedicated workspace. During execution, Snake-
make interacts directly with the HPC storage system (e.g., campaign storage) to read
inputs and write outputs. The integration must therefore ensure a clear separation be-
tween:

e staging of workflow files via the HPCSerA API, and

e execution and data handling within the HPC environment.

Each workflow execution is assigned a uniquely identifiable workspace to ensure repro-
ducibility, traceability, and strict separation of workflow outputs across users and projects.
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3.3 Requirements for a Central Workflow Service

The central workflow service must support the execution of user-defined workflows on
HPC systems. In order to guide its design, the requirements for the service are divided
into functional and non-functional categories.

3.3.1 Functional Requirements

e Workflow Submission: The system must accept workflow definitions and related
input data from users.

e Workflow Execution Management: The system must manage the lifecycle of
workflow executions, while delegating step scheduling and dependency resolution to
the workflow engine.

e State Tracking: The system must track the state of workflows, including queued,
running, failed, or finished.

e Execution State and Log Access: Users must be able to inspect workflow ex-
ecution state and access execution logs after completion, while workflow outputs
remain available in the associated workspace on the HPC system.

¢ Error Handling and Recovery: The system must expose execution failures and
support controlled re-execution of workflows or workflow steps.

e Authentication and Authorization: Only authorized users should be able to
submit workflows or access results.

¢ Resource Isolation: Workflows from different users or projects must not interfere
with each other.

e Workspace Lifecycle Management: The system must detect expired or invalid
workspaces and prevent unsafe operations such as uploading files or starting execu-
tions in expired storage.

3.3.2 Non-Functional Requirements

e Reliability: Workflow executions should complete correctly even if temporary sys-
tem errors occur.

e Availability: The system should be operational during normal HPC cluster usage
periods.

e Scalability: The service should handle multiple concurrent workflow submissions
without performance degradation.

e Security: User data and workflow inputs/outputs must be protected from unau-
thorized access.

e Usability: Users should be able to interact with the system intuitively, with clear
feedback on workflow progress and results.

e Reproducibility: Workflow executions with the same inputs should produce con-
sistent outputs.
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3.4 Workflow Integration Requirements

This section defines how workflows are expected to interact with the HPC environment
and associated storage, independently of any implementation or specific client tools.

e Workspaces: Each workflow execution should operate within a well-defined work-
space to store input files, intermediate results, and final outputs. This isolation
ensures that concurrent workflows do not interfere with each other and supports
reproducibility of results.

¢ Input and Output Management: Workflows must be able to access provided
input data and produce output data that is stored within the associated workspace
after execution. Clear separation between read-only inputs, generated outputs, and
execution logs is required.

e Execution Coordination: Workflow steps may require submission to an HPC job
scheduler. The workflow engine manages the logical order of steps according to work-
flow dependencies and executes them, while the central service handles multi-user
orchestration, workspace setup, and submission of workflows to the HPC scheduler.

e Monitoring and Observability: Users should be able to track the progress of
workflow executions and identify failures at the level of individual workflow steps as
reported by the workflow engine. This capability supports debugging, validation,
and iterative workflow refinement.

3.5 Use Case Definition

This subsection presents a representative example of a workflow managed by the central
workflow service. It illustrates the full lifecycle of a workflow, from preparation and sub-
mission, through execution on the HPC infrastructure, to status monitoring and cleanup.
The example highlights the interactions between the user, the service, and the HPC sys-
tem, emphasizing reproducibility, error handling, and multi-user support.

Example Workflow The following describes the conceptual steps a user and the system
take to execute a Snakemake workflow:

1. Prepare and initialize workflow

e The user creates a Snakemake workflow definition locally.

e The workflow is uploaded to the HPCSerA system for submission (e.g., init
Snakefile).

e HPCSerA returns a unique job identifier and a checksum of the submitted
workflow (e.g., JobID: 123).

e The user confirms via the HPCSerA web interface that the received workflow
matches the local copy, ensuring integrity before execution.

2. Workspace creation

e Only after confirmation by the user is the dedicated workspace created. This
is done by the agent which executes corresponding init function.
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e A job status file is initialized and the job is marked as PENDING, and the
Snakefile gets stored within the workspace.

3. Optional file uploads
e The user may upload small input files or scripts associated with the workflow
(e.g., upload -jobid 123 <file>).
e Large datasets are assumed to be already available on the HPC system.
e A workspace state verification is done by the agent, to confirm that the worksp-
ace is still ACTIVE before uploading the file.

4. Start execution

e The user triggers execution of the workflow (e.g., start -jobid 123).

o A workspace state verification is done by the agent, to confirm that the worksp-
ace is still ACTIVE before starting the workflow.

e The job state is updated to QUEUED.

e The central workflow service detects queued jobs and launches Snakemake
within the job workspace.

e Snakemake submits each rule as a separate Slurm job to the compute nodes.
This is achieved via the Snakemake executor plugin Slurm.

e The service tracks execution state and can retry failed rules if errors occur.
5. Status monitoring

e The user can query the status of a job at any time (e.g., status -jobid 123).

e Returned information includes job metadata, Snakemake command line output,
and logs.

e Even after the workspace has expired or been released, job metadata remains
accessible, while detailed logs may only be partially available if not previously
uploaded to persistent storage.

6. Cleanup and resource management

e After completion, the user may delete the job and release the workspace (e.g.,
delete -jobid 123).

e Job-related files are cleaned up both in the workspace and on the API storage.

3.6 Chapter Summary

This chapter analyzed the requirements and considerations for a central workflow service
on HPC systems. A comparison of workflow engines showed that Snakemake is the most
suitable choice, providing robust execution, SLURM integration, user-friendliness, and
support for staged workflows.

Necessary extensions to HPCSerA were identified, including file-handling operations,
workspace management, and authorization scopes to support multi-user, secure workflow
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execution. Functional and non-functional requirements for the service were defined, em-
phasizing workflow submission, execution management, state tracking, and reproducibil-
ity, as well as reliability, scalability, and usability.

Finally, a representative use case and example workflow illustrated the lifecycle of a
workflow managed by the service, demonstrating workspace creation, file staging, execu-
tion, status monitoring, and cleanup.

Based on these requirements and constraints, the next chapter proposes and discusses
three architectural designs for integrating Snakemake-based workflow execution into HPC-

SerA
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4 Proposed Designs

This chapter presents alternative architectural designs for integrating Snakemake-based
workflow execution into HPCSerA. It first outlines the design goals and constraints, then
discusses the relevant design dimensions. Based on these considerations, three alternative
designs are introduced: direct agent-triggered execution, batch-oriented execution via
SLURM, and a persistent workflow management approach using snakeD.

4.1 Design Goals and Constraints

The goal of the system design is to define an architecture that enables reliable, secure,
and user-friendly execution of Snakemake workflows on HPC systems through HPCSerA.
The design must satisfy the functional and non-functional requirements identified in Sec-
tion 3.3, while respecting the technical constraints of HPC environments.

A primary design goal is the clear separation between workflow submission, execution
control, and resource scheduling. Users should be able to submit and manage workflows
without direct interaction with HPC login nodes or batch schedulers. At the same time,
the workflow engine must be able to interact natively with the HPC scheduler to efficiently
allocate resources and execute individual workflow steps.

The design is constrained by the characteristics of shared HPC systems. These include
the use of a batch scheduler (e.g., SLURM), limited availability of long-running services
on login nodes, and the need to isolate users and projects from one another. Workflow
execution must therefore integrate cleanly with the existing scheduling infrastructure and
remain compatible with existing scheduler-based execution models commonly used on
HPC systems.

Another important constraint is the execution model provided by HPCSerA. The
platform is designed as a REST-based service that dispatches jobs to an agent running
within the user environment. HPCSerA itself does not execute workloads directly, but
instead manages authentication, authorization, and job dispatch. Any workflow execution
architecture must therefore be compatible with this agent-based model and treat the
workflow engine as an external component.

From a usability perspective, the design should support repeated workflow executions
and inspection of execution state and logs. This includes the ability to re-run workflows
without unnecessary reconfiguration and to monitor execution progress through a well-
defined interface.

Finally, the design must remain extensible. While the initial scope focuses on Snake-
make based workflows and a limited set of scheduling parameters, the architecture should
allow future extensions, such as additional workflow engines, enhanced scheduler features,
or improved fault-tolerance mechanisms, without requiring fundamental redesign.

4.2 Overview of the Design Space

Integrating a workflow engine into HPCSerA introduces a number of new architectural
design options. The functional goal continues to be the same: execute user-defined work-
flows on HPC systems in a secure and controlled manner. However, the specific realization
of that goal can differ depending on how execution control, state management, and inter-
action with the HPC scheduler are organized.
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A central design dimension concerns where and how workflow execution is managed.
One possibility is to execute workflows immediately as part of a single job invocation
on the agent. Alternatively, workflow execution can be delegated to the HPC scheduler
by submitting the entire workflow as a single batch job. A third option is to introduce
a persistent workflow management component that separates workflow submission from
execution and continuously monitors workflow state.

Another important dimension is state handling. Designs differ in whether workflow
state is managed implicitly through process lifetimes and exit codes, externally through
scheduler job states, or explicitly through a dedicated, persistent state representation
maintained by the workflow service.

Finally, the designs differ in how the workflow engine is integrated into the overall
service architecture. Some approaches treat the workflow engine as a short-lived tool
invoked on demand, while others integrate it as a long-running component within the
overall system architecture.

Based on these dimensions, three alternative architectural designs are considered in
the following sections. Each design represents a different trade-off between simplicity,
robustness, observability, and extensibility, and is described independently before being
evaluated in Chapter 5.

4.3 Design 1: Agent-Triggered Direct Workflow Execution

The first design represents a minimal approach to integrating workflow execution into
HPCSerA. In this design, workflow execution is triggered directly through HPCSerA and
carried out immediately by the agent as part of a single job invocation. No persistent
workflow management component is introduced.

After a workflow is submitted by the user, HPCSerA dispatches a corresponding job to
the agent. The agent retrieves the required workflow files, prepares the execution environ-
ment, and invokes the workflow engine directly. Workflow execution begins immediately
and runs to completion within the context of this job invocation.

Execution control in this design is tightly coupled to the lifetime of the agent job. The
workflow engine is treated as a short-lived tool that is started on demand and terminates
once execution finishes. Workflow state is not managed explicitly by a dedicated service
component, but instead derived from process execution and exit status.

Interaction with the HPC scheduler is handled implicitly by the workflow engine or
by the execution environment in which the agent runs. The design does not introduce a
separate mechanism for monitoring workflow progress beyond the information available
during execution.

This design emphasizes simplicity and minimal architectural overhead. It provides a
straightforward way to execute workflows through HPCSerA without introducing addi-
tional long-running components or persistent state management.

command dispatch run Snakemak; submit dispatch
User async function Agent no wrapper job LTS jobs i Compute Nodes
HPCSerA API > i i SLURM
(MCSE CLI) (shell adapters) execution) (run rules)

Figure 7: Direct workflow execution triggered by the agent.

The user submits a workflow via the MCSE Command Line Interface (CLI), sending
a command to the HPCSerA API. The agent retrieves the workflow files and invokes
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Snakemake directly without a wrapper batch job. Snakemake executes the workflow
immediately, submitting individual rule jobs to the SLURM scheduler. SLURM dispatches
the jobs to compute nodes, where each rule is executed. Workflow execution is tightly
coupled to the agent job, and no persistent workflow state is maintained.

4.4 Design 2: Batch-Oriented Workflow Execution via SLURM

The second design shifts workflow execution more explicitly into the HPC batch scheduling
model. Instead of executing the workflow directly within the agent job, the agent submits
a separate batch job to the HPC scheduler that is responsible for running the workflow.

In this design, a workflow submission through HPCSerA results in the agent submitting
a single batch job to the HPC scheduler that executes the workflow engine. The workflow
is executed entirely within the context of this batch job, using the resources allocated by
the scheduler.

Execution control is primarily delegated to the HPC scheduler. The lifecycle of the
workflow execution is tied to the lifecycle of the submitted batch job, rather than to the
agent process itself. Workflow execution begins when the batch job starts and typically
ends when the job completes; however, long-running workflows may be implemented using
self-resubmitting batch jobs with check-pointing, allowing execution to continue across
multiple scheduler allocations.

Workflow state is managed indirectly through scheduler job states and job exit codes.
The system can infer whether a workflow is queued, running, or finished based on the
status of the corresponding batch job. Beyond this, the workflow service does not maintain
a persistent, explicit representation of workflow state.

This design aligns closely with traditional HPC usage patterns, where complex appli-
cations are submitted as single batch jobs. It introduces a clearer separation between job
submission and execution while avoiding the need for a persistent workflow management
component.

(o] Nodes
(run rules)

command dispatch sbatch
async function wrapper job bmit rule job:
(McL:Eezle) LIECSS AR (sheIIAag::;ters) SCURM submitrile jobe

(|nS|de batch job)

runs job

Figure 8: Batch-oriented workflow execution via SLURM.

The diagram illustrates how the agent submits a single wrapper batch job to the
SLURM scheduler. Within this batch job, Snakemake executes the workflow, submitting
individual rules as separate SLURM jobs. Workflow execution is therefore tied to the
lifecycle of the wrapper job, and workflow state is inferred indirectly from the scheduler’s
job status.

4.5 Design 3: Persistent Workflow Management via snakeD

The third design introduces a persistent workflow management component that separates
workflow submission from workflow execution. Instead of executing workflows directly
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as part of a single agent job or a single batch job, workflow execution is handled by a
long-running service component referred to as snakeD.

In this design, workflow submissions are still initiated through HPCSerA and dis-
patched to the agent. However, rather than starting workflow execution immediately, the
agent prepares the execution environment and records the workflow state in a persistent
location. The actual execution of the workflow is handled by snakeD independently of
the submission process, which continuously monitors submitted workflows and initiates
execution when appropriate.

Workflow state is managed explicitly through a persistent state representation. Each
workflow execution is represented by a structured state description that records metadata
such as execution state, timestamps, requested resources, and scheduler-related infor-
mation. This explicit state management enables the system to track workflow progress
independently of individual process lifetimes.

snakeD invokes the workflow engine without waiting for workflow completion and
delegates job scheduling to the HPC scheduler using the workflow engine’s native scheduler
integration. As a result, individual workflow steps are submitted to the scheduler as
separate batch jobs, enabling step-level scheduling and resource allocation while preserving
the semantics of the workflow engine.

By separating workflow execution control from job submission and agent invocation,
this design enables continuous monitoring, robust state tracking, and support for advanced
workflow management features such as multi-run executions, delayed starts, and controlled
re-execution. At the same time, the workflow engine remains unaware of the surrounding
service infrastructure and operates solely on the prepared filesystem within the assigned
workspace.

This design introduces additional architectural complexity compared to the previous
approaches, but provides significantly improved observability, extensibility, and robust-
ness. It forms the basis for the final implementation described in Chapter 6.
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Figure 9: Persistent workflow management with snakeD.

The diagram illustrates the flow of workflow execution in Design 3. The user submits
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a workflow via the MCSE CLI, which sends a command to the HPCSerA API. The agent
receives the dispatched function, performs shell-level interactions, and updates the watch
directory with workflow state. The persistent snakeD process continuously monitors this
state and triggers the workflow engine to execute the workflow. Snakemake then submits
individual rules with the SLURM executor, which dispatches jobs to compute nodes for
execution.

4.6 Chapter Summary

In this chapter, we presented three alternative architectural designs for integrating work-
flow execution into HPCSerA. We first defined the design goals and constraints, including
scheduler integration, user isolation, usability, and extensibility. We then outlined key
architectural dimensions such as execution control, state management, and integration of
the workflow engine.

Design 1 proposed direct workflow execution triggered by the agent without persistent
state management. Design 2 delegated execution more explicitly to the HPC scheduler
by wrapping the workflow inside a batch job. Design 3 introduced a persistent workflow
management component (snakeD) with explicit state tracking and continuous monitoring.

These designs represent different trade-offs between simplicity and robustness. The
next chapter evaluates the designs with respect to the defined requirements and justifies
the selection of the final architecture.
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5 Evaluation

This chapter evaluates the architectural designs proposed in Chapter 4 for integrating
Snakemake-based workflow execution into HPCSerA. The objective is to assess how well
the designs satisfy the functional and non-functional requirements defined in Section 3.3
and to justify the selection of the final architecture implemented in Chapter 6.

The evaluation considers availability, scalability, observability, and usability in an HPC
environment.

5.1 Evaluation Methodology

The evaluation follows a qualitative, system-oriented approach that is suitable for as-
sessing architectural design choices in an HPC setting. The focus is not on optimizing
execution time or benchmarking individual workflow steps, but on understanding how
the proposed designs behave in practice and how well they support the goals of a central
workflow service.

The evaluation is based on three main aspects. First, the designs are examined with
respect to the requirements defined in Section 3.3, focusing on execution control, state
management, and interaction with the HPC scheduler. Second, observations made dur-
ing the implementation of the final design are used to assess complexity, feasibility, and
maintainability. Third, typical execution scenarios on an HPC cluster are examined to
evaluate the full workflow lifecycle, including submission, execution, failure handling, and
inspection of execution state.

No domain-specific benchmark tests or workflow performance optimizations are per-
formed in this chapter. Such measurements would strongly depend on the specific work-
flow, input data, and cluster configuration, and would therefore not be representative for a
general-purpose workflow service. Instead, the evaluation focuses on robustness, architec-
tural scalability, observability, and usability in a shared HPC environment. A lightweight
runtime overhead analysis of the implemented prototype is presented in Chapter 6.

This approach provides a consistent basis for comparing the proposed designs and for
selecting the final architecture used in the prototype implementation.

5.2 Evaluation Criteria

The evaluation criteria used in this chapter are derived from the functional and non-
functional requirements defined in Section 3.3. They reflect the properties that are most
relevant for a central workflow service in an HPC environment, such as reliability, scala-
bility, observability, and usability.

The following subsections discuss each evaluation criterion and evaluate how the
proposed designs address them. Each criterion combines multiple functional and non-
functional requirements, reflecting their interaction in practice rather than assessing them
in isolation.

5.2.1 Availability and Robustness

Availability and robustness describe how reliably workflows can be executed and managed
under varying conditions in an HPC environment. This includes support for long-running

Section 5 Mohamed Najem 25



Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and
Workspaces

workflows, tolerance to failures or restarts of system components, and correct behavior
when execution is delayed or interrupted.

In the first design (see Section 4.3), workflow execution is directly dependent on the
lifetime of a single agent job. If the agent process terminates unexpectedly or the execution
environment becomes unavailable, the workflow execution is interrupted and must be
restarted manually. As a result, long-running workflows are at higher risk, since failures
during execution directly cause loss of progress.

The second design (see Section 4.4) improves robustness by delegating execution to
the HPC scheduler. Once the workflow is submitted as a batch job, execution is managed
by the scheduler independently of the agent process. This reduces the impact of agent-
side failures and allows workflows to benefit from the scheduler’s reliability mechanisms.
However, workflow execution is still tied to a single batch job, and failures during execution
require manual intervention or complete re-submission.

The third design (see Section 4.5) provides the strongest support for availability and
robustness. By separating workflow submission from execution and maintaining persis-
tent workflow state, execution can be resumed or retried even if individual components
fail or restart. Long-running workflows are handled more reliably, as execution progress
and metadata are preserved independently of process lifetimes. In addition, the explicit
management of workflow state enables controlled handling of delayed execution or expired
workspaces.

Overall, the designs differ significantly in how well they tolerate failures and support
reliable execution over extended periods of time, with robustness improving from the first
to the third design.

5.2.2 Scalability and Resource Utilization

Scalability and resource utilization describe how well the system can handle an increasing
number of workflows and workflow steps, and how efficiently it interacts with the HPC
scheduler to allocate resources. In an HPC environment, this concerns architectural scal-
ability rather than raw execution performance, as resource allocation and scheduling are
primarily handled by the batch system.

In the first design, scalability is limited by the direct dependency between workflow
execution and the lifetime of a single agent job. Each workflow requires a dedicated agent
process and runs as a single execution unit. As the number of workflows increases, this
approach does not scale well, since each workflow requires its own agent process and offers
limited opportunities for parallel scheduling of individual workflow steps.

The second design improves scalability by submitting each workflow as a single batch
job to the HPC scheduler. This allows multiple workflows to wait in the scheduler queue
and benefit from existing scheduling policies. However, because the workflow is treated
as one job, the scheduler cannot optimize resource usage for individual workflow steps.
Resources must be allocated for the most demanding step, which can result in inefficient
utilization for workflows with varying resource requirements.

The third design offers the highest degree of architectural scalability. By leveraging
the workflow engine’s native scheduler integration, individual workflow steps are submit-
ted to the scheduler as separate batch jobs. This allows the scheduler to manage resource
allocation at the level of individual steps, enabling better resource utilization and im-
proved parallelism within each workflow. However, this approach can introduce additional
scheduling overhead, particularly for workflows consisting of many short-running steps,
where the cost of job submission and queueing may outweigh the benefits of fine-grained
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scheduling. In practice, this trade-off can be mitigated through workflow-level optimiza-
tions such as job grouping, and is acceptable in exchange for improved scalability and
flexibility in complex or long-running workflows.

Overall, the designs differ significantly in how they scale with increasing workflow
complexity and workload volume, with scalability and resource utilization improving from
the first to the third design.

5.2.3 Observability and State Tracking

Observability and state tracking describe how transparently workflow execution can be
monitored and inspected by users. This includes visibility into the current execution
state, progress of individual workflow steps, and access to relevant logs and metadata.
In an HPC environment, such observability is essential for debugging failed workflows,
understanding execution behavior, and managing long-running or complex workflows.

In the first design, observability is limited. Workflow state is directly tied to the life-
time of a single agent job and is mainly inferred from process output and exit status.
While logs produced during execution may be available, there is no persistent representa-
tion of workflow state once the agent process terminates. As a result, users have limited
insight into execution progress, and failure analysis is difficult.

The second design provides improved observability by leveraging the job state infor-
mation exposed by the HPC scheduler. Users can inspect whether a workflow is queued,
running, or finished based on the corresponding batch job state. However, visibility is
limited because the scheduler treats the workflow as a single job. Detailed information
about individual workflow steps, execution progress, or intermediate states is not explic-
itly tracked by the workflow service.

The third design offers the most comprehensive observability by introducing explicit
and persistent workflow state tracking. KEach workflow execution is represented by a
structured state description that records execution state, timestamps, requested resources,
scheduler metadata, and paths to execution logs. This enables continuous monitoring of
workflow progress, independent of process lifetimes or agent restarts. Users can inspect
both high-level workflow state and detailed execution information, improving the ability
to debug and recover in the presence of failures.

Overall, the designs differ significantly in the level of insight they provide into workflow
execution, with observability and state tracking improving from the first to the third
design.

5.2.4 Usability and Integration

Usability and integration describe how easily users can submit, control, and inspect work-
flow executions, and how well the workflow service aligns with the existing execution
model of HPCSerA and typical HPC usage patterns. This includes clear interaction
patterns through the CLI, meaningful feedback about execution state, and a clean sep-
aration of responsibilities between the client, the workflow service components, and the
HPC scheduler.

In the first design, usability is limited due to the workflow execution being directly
tied to a single agent invocation. Users must treat workflow execution as effectively
blocking, since progress and feedback are primarily available while the agent job is running.
Integration with HPCSerA remains minimal, since the system largely exposes the workflow

Section 5 Mohamed Najem 27



Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and
Workspaces

engine as an immediately executed remote function, with limited support for long-running
workflows, repeated executions, or structured inspection of execution state.

The second design improves integration with established HPC workflows by using
the scheduler as the primary execution mechanism. Submitting a workflow as a batch
job matches common HPC usage and makes the execution model more familiar to users.
However, the workflow is still treated as a single execution unit, and user-facing interaction
remains limited. From a service perspective, the design provides only limited workflow-
specific control and limited visibility beyond scheduler-level job information.

The third design provides the most user-friendly interaction model by separating work-
flow submission from execution and exposing workflow progress through an explicit state
representation. Users can submit workflows, inspect their current state, access logs, and
trigger repeated executions without requiring direct interaction with the scheduler. In-
tegration with HPCSerA is also improved, because the system preserves HPCSerA’s role
as a secure dispatch and access layer, while workflow execution and scheduling remain
delegated to the workflow engine and the HPC scheduler. The clear separation of respon-
sibilities between the CLI, HPCSerA, the agent-side management logic, and the scheduler
supports a consistent user experience and simplifies integration into a larger system.

Overall, the designs differ in how naturally they integrate into HPCSerA and how
convenient they are for users, with usability and integration improving from the first to
the third design.

5.3 Comparative Assessment of the Designs

This section provides a comparative assessment of the three proposed designs based on
the evaluation criteria discussed above. The goal is to summarize the relative strengths
and weaknesses of each design in a compact and structured form, without repeating the
detailed discussions from the previous sections.

Table 2 presents a qualitative comparison using the symbols “+” (well supported), “0”
(partially supported), and “~” (limited or not supported).

Criterion Design 1 | Design 2 | Design 3
Availability and Robustness - 0 +
Scalability and Resource Utilization — 0 +
Observability and State Tracking — 0 +
Usability and Integration - 0 +

Table 2: Qualitative comparison of the proposed designs.

Availability and Robustness. Design 1 is highly sensitive to agent failures and pro-
cess termination, while Design 2 benefits from scheduler-managed execution but remains
limited to single-job workflows. Design 3 provides persistent state tracking and decoupled
execution, resulting in the highest robustness.

Scalability and Resource Utilization. Design 1 does not scale well with increasing
workflow complexity. Design 2 scales at the workflow level but cannot optimize resources
per workflow step. Design 3 leverages per-step scheduling, enabling improved scalability
and resource usage.

Observability and State Tracking. Design 1 offers minimal insight beyond process
output. Design 2 exposes scheduler job states but lacks workflow-level visibility. Design 3
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provides explicit and persistent workflow state, enabling detailed monitoring and recovery.

Usability and Integration. Design 1 offers limited user interaction and feedback.
Design 2 aligns better with traditional HPC workflows but remains limited in flexibility.
Design 3 supports structured interaction through explicit workflow state and integrates
cleanly with HPCSerA concepts.

5.4 Selection of the Final Design

Based on the comparative evaluation presented in this chapter, the third design, Per-
sistent Workflow Management via snakeD, is selected as the final architecture for
implementation.

This design most closely satisfies the functional and non-functional requirements de-
fined in Section 3.3. In particular, it provides explicit workflow state tracking, reliable
execution of long-running workflows, and structured access to execution logs and meta-
data. These properties directly address the requirements for state tracking, error handling
and recovery, monitoring, and usability in a shared HPC environment.

The evaluation has shown that while the first and second designs offer simpler exe-
cution models, they provide limited robustness, observability, and control over workflow
execution. Both approaches rely on implicit state derived from process lifetimes or sched-
uler job states, which restricts recoverability and limits support for repeated or delayed
executions. In contrast, the third design separates workflow submission from execution
and maintains persistent execution state, enabling reliable monitoring and controlled re-
execution independent of individual process lifetimes.

Furthermore, the selected design integrates naturally with existing HPC mechanisms
by delegating resource allocation and scheduling to the HPC scheduler through Snake-
make’s native scheduler integration. At the same time, it preserves HPCSerA’s role as a
secure dispatch and access layer, ensuring a clear separation of responsibilities between
client interaction, workflow management, and job execution.

Although the third design introduces additional components compared to the other
approaches, this is justified by the improved availability, scalability, observability, and
usability demonstrated in the evaluation. These properties are essential for operating a
central workflow service in a multi-user HPC environment and outweigh the increased
architectural effort.

5.5 Chapter Summary

This chapter evaluated the three proposed architectural designs for integrating Snakemalke-
based workflow execution into HPCSerA. Based on the functional and non-functional re-
quirements defined in Section 3.3, the designs were compared with respect to availability,
scalability, observability, and usability.

The analysis showed a clear progression from Design 1 to Design 3. Design 1 lacks
persistent state management and provides limited support for robustness and scalability.
Design 2 improves scheduler integration but still does not offer explicit workflow-level state
tracking. Design 3 addresses all evaluation criteria by introducing persistent workflow
state, decoupled execution, and improved recoverability. Consequently, Design 3 was
selected as the final architecture. The next chapter presents the implementation of this
architecture.
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6 Implementation

This chapter describes the concrete implementation of the workflow service architecture
selected in Chapter 5. The focus is on the realization of the persistent workflow man-
agement approach based on snakeD, and its integration with HPCSerA, the agent-side
execution environment, and the MCSE CLI.

This chapter explains how the individual components are structured, how they inter-
act, and which design decisions guided their implementation. Selected code snippets are
used where they help illustrate key concepts or implementation details that are relevant
to the overall system behavior. An end-to-end execution workflow is shown. Finally, a
performance analysis of snakeD is conducted to measure its overhead and to examine its
behavior.

6.1 Implementation Environment and Tools

The implementation is designed to operate within a shared HPC environment and is
executed entirely in user space. All components were developed and tested on the Scientific
Compute Cluster (SCC) of the University of Gottingen, using the SLURM workload
manager and shared parallel file systems. No system-level privileges or modifications to
cluster infrastructure are needed.

In the prototype setup, the MCSE CLI, HPCSerA, the agent, and snakeD were all
deployed on the cluster to avoid connectivity issues between the agent environment and an
externally hosted API service. This deployment choice is a testing constraint and does not
affect the overall architecture. In a typical deployment, only the agent-side components
(agent scripts and snakeD) must run on the HPC system, while the CLI and HPCSerA
can be operated externally as long as the agent can reach the API endpoints.

The core components of the system are implemented in Python and shell scripts.
Python is used for implementing the CLI, the agent-side control logic, and the persistent
workflow management daemon snakeD. Shell scripts are used on the agent side to interface
with the HPC environment and invoke workflow execution in a controlled and reproducible
manner.

Snakemake is used as the workflow engine and provides native integration with the
SLURM scheduler via its executor plugin for running workflow steps as batch jobs. This
allows the system to delegate resource allocation and job scheduling entirely to the HPC
scheduler. Additional command-line tools such as jq and curl are used for processing
structured metadata and interacting with the HPCSerA REST API.

All components are executed within the constraints of the HPC environment, including
shared login nodes, batch-scheduled compute nodes, and time-limited workspaces. These
constraints strongly influence the design of the system, particularly the separation between
workflow submission, execution control, and scheduler interaction.

6.1.1 Development and Deployment History

Before deploying the final prototype on the SCC, an initial development environment
based on virtual machines (VMs) was used. In this setup, the MCSE CLI was executed
on a local laptop, while two virtual machines simulated the server-side components. The

first VM hosted the HPCSerA API service, and the second VM ran the agent, shell scripts,
and the snakeD service.
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Because this environment did not provide a SLURM scheduler or cluster-specific
workspace management tools, certain aspects of the implementation differed from the
final deployment. No dynamic workspace allocation was performed; instead, workflow
executions were stored in predefined directory paths on the VM. Snakemake was invoked
directly without using the SLURM executor plugin, as no batch scheduler was available.

The original intention was to deploy only the agent-side components on the SCC while
keeping the MCSE CLI and HPCSerA API external. However, due to network restrictions
and connectivity limitations between the cluster and external hosts, this distributed setup
could not be realized in practice. As a result, all components were deployed on the SCC
for the final prototype.

The VM-based setup was therefore used for iterative development and functional test-
ing, while the implementation described in the following sections and the performance
analysis in Section 6.10 refer exclusively to the SCC deployment.

6.2 System Overview and Component Responsibilities

The implemented system consists of several interacting components that together enable
secure, reliable, and observable execution of Snakemake workflows on an HPC cluster.
Each component has a clearly defined responsibility, and workflow execution is distributed
across these components rather than centralized.

At the user-facing level, the MCSE CLI serves as the primary entry point for workflow
management. It allows users to prepare workflows, upload input files, initiate executions,
and inspect workflow state. The CLI does not execute workflows itself, instead it forwards
user commands as authenticated requests to the HPCSerA API.

HPCSerA provides the secure service layer of the system. It is responsible for au-
thentication, authorization, and request routing, and exposes REST endpoints used by
the CLI to manage workflow-related data and job metadata. HPCSerA does not execute
workflows or interact with the scheduler directly. Instead, it dispatches authorized jobs
to an agent running in the user environment on the HPC system and maintains data
isolation by storing files in a job-scoped directory structure that is additionally scoped by
user and project context.

The agent acts as the execution bridge between HPCSerA and the HPC environ-
ment. It retrieves dispatched jobs, validates inputs, prepares execution directories and
workspaces, and invokes predefined agent-side shell scripts (e.g., init.sh, upload.sh,
start.sh, status.sh, delete.sh). The agent itself does not contain workflow-specific
logic and remains stateless with respect to workflow execution progress. In the prototype
setup, the agent is started manually to process submitted functions, while snakeD runs
persistently in the background.

Persistent workflow execution is handled by the snakeD component. snakeD runs as
a long-lived process in user space and continuously monitors submitted workflows. It
manages workflow execution independently of individual job submissions by maintain-
ing explicit workflow state and initiating execution when appropriate. By decoupling
execution control from job submission, snakeD enables robust handling of long-running
workflows, retries, and delayed execution.

Actual computational work is executed on the HPC cluster through the SLURM sched-
uler. snakeD invokes Snakemake using the SLURM executor plugin, allowing individual
workflow steps to be submitted as separate batch jobs. This ensures that resource alloca-
tion and scheduling are fully handled by the HPC scheduler and remain consistent with
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existing cluster policies.

Together, these components form a layered architecture in which the CLI handles
user interaction, HPCSerA enforces security and access control, the agent prepares and
delegates execution, snakeD manages workflow state and execution logic, and SLURM
performs resource scheduling and job execution. This separation of concerns improves ro-
bustness, observability, and extensibility, while remaining compatible with the constraints
of shared HPC environments.
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Figure 10: System overview of the implemented workflow service.

Figure 10 illustrates the end-to-end control flow of the implemented workflow service.
User commands issued via the MCSE CLI are forwarded to HPCSerA, which dispatches
asynchronous workflow-related actions to the agent running on the HPC system. The
agent stages files, manages workspaces, and records execution state in a stable watch
directory.
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The persistent workflow manager snakeD monitors this state and initiates workflow
execution when appropriate. It invokes Snakemake within the prepared workspace. Snake-
make then submits individual workflow rules as separate batch jobs to the SLURM sched-
uler. These jobs are then dispatched to compute nodes for execution. In this way, execu-
tion control and state management are decoupled from individual CLI invocations while
remaining observable through persistent state and scheduler information.

6.3 HPCSerA Extensions for Workflow Support

To support the execution of Snakemake-based workflows, HPCSerA was extended with
additional API functionality for managing workflow-related files and metadata. These
extensions implement the requirements identified in Section 3.2 and enable controlled
staging, inspection, and cleanup of workflow executions without exposing the underlying
HPC filesystem directly.

The most important additions are file management operations scoped to individual
workflow executions. File upload functionality allows the client to stage workflow-related
files, including the Snakefile, configuration files, and additional scripts, into a job-scoped
directory managed by HPCSerA. These files are later retrieved by the agent and placed
into the corresponding execution workspace. Upload operations are restricted by autho-
rization scopes to ensure that only permitted clients may modify workflow data.

Listing and download operations provide controlled, read-only access to files managed
by the service. Rather than exposing the underlying HPC filesystem directly, these oper-
ations allow users or system components to retrieve workflow-related metadata, such as
execution logs or status descriptions, via explicit API endpoints. This supports observ-
ability and automation while preserving isolation between users and projects.

In addition to upload and retrieval, explicit cleanup functionality was added to support
workflow lifecycle management. Clients may delete individual files or entire workflow
job directories through the API. Deleting a workflow job triggers corresponding cleanup
actions on the agent side, including optional workspace release, ensuring that stale data
and expired executions do not persist indefinitely.

All file-related operations are integrated into the existing authorization model of HPC-
SerA. Dedicated permission scopes ensure that only authorized clients may upload, re-
trieve, or delete files associated with a workflow execution, and that access is strictly
limited to the corresponding user and project context.

HPCSerA itself is not bound to the HPC cluster environment and can be deployed
independently, provided that the agent running on the cluster can reach the API end-
points. Workflow execution and interaction with the scheduler remain fully delegated to
agent-side components and the workflow engine.

6.4 MCSE CLI

The MCSE CLI serves as the primary interface for users to interact with the workflow
service. It allows users to prepare workflows, stage input files, initiate executions, and
inspect execution state without direct interaction with the HPC cluster or the underlying
REST APL

The CLI does not perform any workflow execution itself. Instead, it acts as a coordi-
nation layer that translates user commands into authenticated API requests to HPCSerA.
By decoupling users from API endpoints and authentication details, the CLI simplifies
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interaction with the workflow service while preserving a clear separation between user
interaction, service logic, and execution on the HPC system.

6.4.1 CLI Architecture and Commands

The MCSE CLI is structured as a modular Python application that provides a set of
sub-commands corresponding to the main stages of the workflow lifecycle. Each com-
mand implements a well-defined operation and maps directly to one or more API calls to

HPCSerA.
The supported commands are:

e init: Initializes a new workflow execution or adds a new run to an existing workflow
job. This command uploads the Snakefile and triggers workspace preparation on
the agent side.

e upload: Uploads additional input files required by the workflow execution and
stages them for later use in the workflow workspace.

e start: Triggers execution of a specific workflow run. The command records ex-
ecution parameters such as requested resources and marks the run as ready for
execution by snakeD.

e status: Retrieves and displays the current execution state of a workflow run, in-
cluding metadata and execution logs if available.

e delete: Removes workflow-related files or entire workflow jobs managed by the ser-
vice and triggers corresponding cleanup actions on the agent side, including optional
workspace release.

e list: Lists files stored in the API-side job directory for a given workflow job.

Command semantics are intentionally kept simple and explicit. Each command op-
erates on a specific workflow job identifier and, where applicable, a run identifier. This
makes workflow state and execution context transparent to the user and avoids implicit
behavior.

Local state handling within the CLI is minimal. Authentication credentials and project
information are stored in a local configuration file, while workflow job identifiers are
returned by the service and passed explicitly to subsequent commands. The CLI does not
maintain persistent workflow state locally, ensuring that the service remains the single
source of truth for workflow execution and status information.

6.4.2 Interaction with HPCSerA

The MCSE CLI communicates with HPCSerA exclusively through its REST-based API.
All workflow-related operations issued by the user are translated into HT'TP requests that
are sent to the HPCSerA service. The CLI itself does not execute any workflows and does
not interact directly with the HPC scheduler or the HPC filesystem.

Authentication is handled using user-specific credentials stored locally by the CLI.
These credentials are included in each request to HPCSerA and are used to enforce access
control on the service side. HPCSerA validates incoming requests and ensures that only
authorized users may submit workflows or access workflow-related data.

Section 6 Mohamed Najem 34



Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and
Workspaces

Fine-grained permission control is implemented through authorization scopes. Dif-
ferent CLI commands require different scopes, for example for uploading files, starting
executions, or deleting workflow data. This ensures that clients can only perform opera-
tions that are explicitly permitted and prevents unauthorized access to workflow state or
stored files.

Communication between the CLI and HPCSerA follows a request-response pattern.
For commands such as init, upload, or delete, the CLI issues a request and receives im-
mediate confirmation or error information. For long-running operations, such as workflow
execution initiated with the start command, the CLI triggers the corresponding action
and relies on subsequent status requests to inspect execution progress and retrieve up-
dated state information.

By delegating authentication, authorization, and request routing to HPCSerA, the
CLI remains lightweight and stateless with respect to workflow execution logic. This
separation ensures that workflow execution is centrally controlled, while the CLI serves
purely as a user-facing interface for interacting with the workflow service.

In the prototype setup, workflow initialization is submitted as an asynchronous func-
tion because the HPCSerA web interface required for Multi-Factor Authentication (MFA)
style confirmation was not accessible from the cluster environment. The same interaction
can be switched back to MFA-based submission without architectural changes by using
the corresponding HPCSerA endpoint.

6.5 Agent-Side Execution Model

The HPCSerA agent acts as the execution bridge between the service layer and the HPC
environment. It runs entirely in user space on the HPC cluster and is responsible for
executing the asynchronous functions dispatched by HPCSerA. The agent itself does not
execute workflows, perform scheduling decisions, or manage workflow state.

Instead, the agent focuses on controlled job preparation and delegation. Its respon-
sibilities include retrieving dispatched jobs from HPCSerA, validating inputs, preparing
execution directories and workspaces, maintaining a stable watch directory, and invoking
predefined execution scripts. All workflow-specific logic, execution control, and scheduling
behavior are handled by separate components.

In the prototype setup, the agent is started manually to process dispatched functions.
Conceptually, however, it represents a long-running execution service that continuously
processes authorized jobs issued through HPCSerA.

Figure 11 illustrates the processing model used. The agent retrieves pending functions
from HPCSerA and dispatches them sequentially to the corresponding shell scripts. While
HPCSerA conceptually supports broader execution patterns, the presented deployment
operates in a straightforward first-come-first-served manner due to manual invocation of
the agent.
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Figure 11: Agent-side job processing.

6.5.1 Agent Responsibilities and Execution Flow

When a user issues a command through the MCSE CLI, such as init, upload, start,
status, or delete, the corresponding request is forwarded to HPCSerA and registered as
an asynchronous function. HPCSerA then dispatches this function to the agent together
with the function name, arguments, and a unique job identifier.

Upon receiving a dispatched job, the agent performs only minimal processing. It does
not interpret workflow semantics or execution state. Instead, it forwards the job to a
corresponding execution script based on the function name. Each function name maps
directly to a shell script located in the functions/ directory.

Listing 3 shows the central dispatch mechanism used by the agent. The agent con-
structs the execution command dynamically and invokes the matching shell script, passing
along all arguments as well as the HPCSerA job identifier.
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def execute_function(job):
home_dir = os.getenv('HOME')
if not home_dir:
print ('$HOME environment variable must be set', file=sys.stderr)
exit ()

run_args = [
home_dir + '/functions/' + job['name'] + '.sh',
*xjob['args'],
str(job['function_id'])

return subprocess.run(run_args, shell=False, capture_output=True)

Listing 3: Agent-side dispatch of asynchronous functions to shell scripts.

The function name provided by HPCSerA (e.g., init, upload, start) directly deter-
mines which script is executed (e.g., init.sh, upload.sh, start.sh). This mechanism
establishes a simple and robust execution model in which the agent acts as a thin dis-
patcher rather than an execution engine.

The agent remains stateless with respect to workflow execution progress, scheduling
decisions, and retry logic. All workflow-related state is stored externally in a persistent
status. json file and managed by the workflow service snakeD. The agent’s role is lim-
ited to safe execution of individual actions and to uploading metadata and logs back to
HPCSerA after each operation completes.

6.5.2 Shell Script-Based Execution Adapters

The agent-side execution layer is implemented as a set of dedicated shell scripts that act
as execution adapters between the HPCSerA service interface and the concrete HPC envi-
ronment. Each script corresponds to exactly one asynchronous function name dispatched
by HPCSerA and executed by the agent (see Listing 3). The scripts implement discrete,
well-scoped actions:

e init.sh: allocate a workspace, stage the submitted Snakefile, and create or extend
the persistent state file status. json (including multi-run support),

e upload.sh: transfer additional input files from the API-side storage into the correct
workspace directory,

e start.sh: record requested resources (uses defaults if none were provided) and
mark a selected run as QUEUED, thereby handing control to snakeD,

e status.sh: refresh workspace metadata via cluster tooling and upload an updated
status. json and log files (if available) to HPCSerA,

e delete.sh: remove watch-directory state (i.e., the per-job directory polled by
snakeD, see Section 6.6) and optionally release the workspace, and support cleanup
of job-scoped files.
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A central design decision is that these scripts are not workflow logic. They neither
execute Snakemake nor interact with SLURM scheduling decisions. Instead, they provide
a minimal and reproducible interface to cluster-specific primitives such as workspace man-
agement (ws_allocate,ws_list, ws_release) and file staging. Workflow execution itself
is handled exclusively by the persistent background process snakeD (see Section 6.6).

Shell scripts were chosen for this adapter layer for three reasons. First, cluster-provided
commands and filesystem operations are naturally expressed in shell and remain transpar-
ent for operators. Second, the scripts minimize dependencies (beyond standard tools such
as jq for JSON manipulation), which is advantageous in restricted HPC user environ-
ments. Third, the scripts provide predictable behavior under failure conditions through
explicit checks and atomic updates of metadata files.

Example: marking a run as queued. The start.sh script demonstrates the role
of this layer. Before modifying any state, it validates that the watch directory contains
a status. json file, extracts the configured workspace execution directory, and aborts if
the workspace is no longer available (e.g., due to expiration). It then resolves the target
run identifier either from explicit arguments, from active_run_id, or by selecting the
most recent run. Finally, it records the user-specified (or default) resource parameters
and persists the state transition to QUEUED. Listing 4 illustrates the core update logic.

jq --arg rid "$RUN_ID" \
--arg name "$JOB_NAME" \
--arg part "$PARTITION" \
--arg time "$TIME_LIMIT" \
--arg mem "$MEM" \
--argjson cpus "$CPUS" \
--arg queued "$(date +"/V-Ym-%dT/H:%M:%S")" \
'.active_run_id = ($rid | tonumber)
| .runs[$rid] .state="QUEUED"
| .runs[$rid].timestamps.queued = $queued
| .runs[$rid].requested_resources. job_name=$name
| .runs[$rid] .requested_resources.partition=$§part
| .runs[$rid] .requested_resources.time=$time
| .runs[$rid].requested_resources.mem=$mem
| .runs[$rid].requested_resources.cpus_per_task=$cpus’' \
"$STATUS_FILE" > "$STATUS_FILE.tmp" && mv "$STATUS_FILE.tmp" "$STATUS_FILE"

Listing 4: start.sh updates status.json to mark a run as QUEUED and record re-
quested resources.

This mechanism forms the explicit hand-off point between request-driven actions (trig-
gered by CLI and executed by the agent) and persistent workflow management in snakeD.
Once a run is marked as QUEUED, no further CLI interaction is required for execution to pro-
ceed; snakeD detects the queued run and initiates Snakemake execution asynchronously.

6.6 Persistent Workflow Management with snakeD

The core workflow management logic is implemented in snakeD, a long-running user-space
background process that operates on the HPC system. In the prototype setup, snakeD
is started manually on a login node due to deployment constraints, but its behavior is
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equivalent to a persistent workflow management service: it runs continuously, monitors
submitted jobs, and initiates workflow execution independently of CLI invocations or
agent dispatch cycles.

snakeD is the only component in the system that executes Snakemake. The agent
and its shell scripts perform only discrete preparation actions (workspace allocation, file
staging, and state updates), while snakeD implements the state-based execution loop.
This design decouples workflow execution from request handling and process lifetimes:
once a run is marked as QUEUED in status. json, execution can proceed without further
user interaction.

6.6.1 State-Based Execution Model

snakeD does not receive commands directly from the CLI or HPCSerA. Instead, it re-
acts exclusively to the persistent state stored in status. json located in a stable watch
directory. snakeD periodically scans the watch directory tree and selects the next run
that is ready for execution. If multiple runs are in state QUEUED, snakeD prioritizes the
run referenced by active_run_id. After this run finishes, snakeD continues and exe-
cutes any remaining queued runs; in that case, runs are processed in deterministic order
(e.g., oldest-first by selecting the smallest queued run identifier). Which run is marked
as QUEUED and which run becomes active_run_id is determined by the user-facing mcse
start command, either implicitly (defaulting to the active/latest run) or explicitly via
-run.

Listing 5 shows the run selection logic used by snakeD. If multiple runs are queued,
the run referenced by active_run_id is prioritized; otherwise the smallest queued run
identifier is selected deterministically.

def pick_queued_run(status):
runs = status.get("runs"
if not isinstance(runs, dict) or not runs:
return None

queued = []
for rid, robj in runs.items():
state = (robj or {}).get("state", "")
if state == "QUEUED":
queued. append (rid)

if not queued:
return None

active = status.get("active_run_id", None)
if active is not None:
active_str = str(active)
if active_str in queued:
return active_str

return sorted(queued, key=lambda x: int(x)) [0]

Listing 5: Selects the next queued run in snakeD, prioritizing active_run_id if present.

Section 6 Mohamed Najem 39



Ul W N =

Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and
Workspaces

6.6.2 Robust State Updates

To ensure correctness under periodic polling and concurrent reads, snakeD updates
status. json using atomic writes. Concretely, each update is first written to a tempo-
rary file and then replaces the previous status. json using an atomic rename operation
os.replace(). This ensures that readers either see the previous complete version or the
new complete version, but never a partially written file.

def atomic_write_json(path, obj):
tmp_path = path + ".tmp"
with open(tmp_path, "w") as f:
json.dump(obj, f, indent=2)
os.replace(tmp_path, path)

Listing 6: Atomic update of status. json using a temporary file and os.replace().

Before starting Snakemake, snakeD transitions the run state from QUEUED to RUNNING
and records timestamps and log paths. This prevents duplicate starts in later poll cycles
and provides an immediately observable state transition even if the Snakemake process
runs for a long time.

During execution, snakeD continues to update status.json with progress metadata
(e.g., the list of submitted SLURM job IDs) and finalizes the run with state FINISHED or
FAILED depending on the Snakemake exit code. Because state is persisted in status. json,
monitoring and status reporting remain possible throughout the system and do not depend
on the lifecycle of CLI invocations.

6.6.3 Workflow Execution and Scheduler Integration

Workflow execution is initiated by snakeD by starting Snakemake as a non-blocking sub-
process inside the allocated workspace execution directory. Execution is therefore de-
coupled from both the CLI and the agent dispatch cycle. Importantly, snakeD does not
submit a wrapper batch job for the entire workflow. Instead, Snakemake is configured
to use the SLURM executor plugin, which submits one SLURM job per workflow rule as
needed.

This execution model aligns with common HPC usage patterns, where resource re-
quirements are typically defined on a per-rule basis. By delegating job submission to
Snakemake, users can specify rule-level resource requirements directly in the Snakefile.
If no rule-specific resources are defined, default values defined in start.sh are applied.

Per-run profile generation. Execution parameters are passed to Snakemake using
a per-run Snakemake profile directory that is generated dynamically for each run. The
profile configuration is derived from the requested_resources section in status.json
(populated when the run is queued by start.sh). The generated profile contains both
executor selection (executor: slurm) and default resource settings such as partition,
runtime, CPU count, and memory. This design centralizes scheduler-related configuration
in snakeD and allows future extensions of executor settings without changing the CLI
interface or the job model.
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Snakemake invocation. snakeD starts Snakemake inside the workspace directory and
redirects stdout/stderr to a per-run log file. The invocation includes flags that improve
robustness under typical HPC failure modes, such as re-running incomplete output files
and allowing a bounded number of automatic retries. Listing 7 illustrates the invocation
used in the implementation.

cmd = £
set -e

source "{HOME}/BA_Code/Agent/agent-env/bin/activate"

snakemake --directory "{job_dir}" --snakefile "{snakefile_path}" --profile
< "{profile_dir}" \

--rerun-incomplete --retries 3
nnn

logf = open(log_path, "a'")
proc = subprocess.Popen(["bash", "-c", cmd], stdout=logf, stderr=logf)

Listing 7: Snakemake invocation in snakeD with the SLURM executor; snakeD handles
state updates and log capture.

Tracking submitted SLURM jobs. For observability, snakeD extracts SLURM job
identifiers from the Snakemake log while the run is in state RUNNING. The extracted job
IDs are stored in status.json under runs[run_id].slurm.job_ids, together with a
counter of submitted jobs and a timestamp of the last update. This provides a lightweight
mechanism to connect workflow-level execution state to scheduler-level identifiers without
requiring direct interaction between the CLI and SLURM.

6.7 Workflow State Representation

The execution state of workflows in the implemented system is represented explicitly
using a persistent metadata file named status. json. This file acts as the single source
of truth for workflow execution across all system components, including the MCSE CLI,
HPCSerA, the agent-side scripts, and the persistent workflow manager snakeD.

Explicit state tracking is required because workflow execution is decoupled from in-
dividual process lifetimes. Workflow runs may span multiple scheduler jobs, outlive CLI
invocations, and continue independently of agent dispatch cycles. Relying on transient
processes would therefore be insufficient. Persisting execution state in a structured file en-
ables reliable observability, coordination between components, and recovery after failures
or restarts.

6.7.1 Structure of status.json

The status. json file is stored in a stable watch directory associated with each work-
flow job and is updated throughout the workflow lifecycle. Its structure reflects both
workspace-level metadata and run-level execution state.

At the top level, the file contains workspace-related information, including the worksp-
ace path, allocation metadata, remaining lifetime, and an explicit workspace state (e.g.,
ACTIVE or EXPIRED). This information is used to validate whether further actions such as
file uploads or workflow execution are permitted.
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Workflow execution is modeled using a multi-run job abstraction. Each workflow
job may contain multiple runs, where each run corresponds to one execution of a spe-
cific Snakefile within the same workspace. Runs are stored in a dictionary indexed
by run identifiers, allowing independent tracking of execution state, resource requests,
timestamps, and scheduler metadata for each run.

For each run, status. json records the current execution state, relevant timestamps,
requested resources, SLURM-related metadata, and references to log files. The
requested_resources section defines default execution parameters that are applied only
if no rule-specific resource requirements are specified in the Snakefile; these values are
always present (either user-provided or defaults) and can be overridden explicitly when
invoking mcse start. This design allows workflow-level state and scheduler-level infor-
mation to be correlated without direct interaction between the CLI and the scheduler. A
representative example is given at the end of this subsection.

6.7.2 Workflow State Machine

Each run transitions through a well-defined sequence of states:
PENDING — QUEUED — RUNNING — FINISHED / FATLED

A run enters state PENDING when it is created via mcse init. When the user requests
execution using mcse start, the corresponding run is marked as QUEUED and associated
execution parameters are recorded. The transition to RUNNING is performed by snakeD
immediately before starting Snakemake, ensuring that execution is not triggered multiple
times. Upon completion, the run is finalized with state FINISHED or FAILED, depending
on the Snakemake exit code.

6.7.3 State Updates and Ownership

State transitions in status.json are performed by different components depending on
the type of action. Agent-side shell scripts update the file for request-driven actions such
as initializing runs, queuing execution, or refreshing workspace metadata. During work-
flow execution, snakeD continuously updates status. json to reflect execution progress,
including submitted SLURM job identifiers and final execution outcomes.

All updates are performed using atomic file replacement to ensure that concurrent
readers never observe partially written state. Because status.json is persistent and
centrally managed, all components can reliably observe workflow state.

6.7.4 Representative Example

Listing 8 illustrates a simplified example of a persistent status. json file as maintained
by the workflow service. The example shows a single workflow job with one run, in-
cluding workspace metadata, the currently active run identifier, per-run execution state,
requested resources, and the SLURM job identifiers submitted by Snakemake. This struc-
ture captures all information required to track workflow progress and scheduler interaction
independently of transient processes.
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"hpcsera_job_id": "42",
"workspace": {
"path": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_42",
"name": "mcse_job_42",
"days_allocated": 1,
"filesystem": "ceph-ssd",
"remaining_time": "O days 23 hours",
"state": "ACTIVE"
X,
"job_dir": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_42/42",
"active_run_id": 1,
"runs": {
e {
"snakefile": "Snakefile_runl.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-01-18T16:51:11",
"queued": "2026-01-18T16:53:47",
"started": "2026-01-18T16:53:53",
"finished": "2026-01-18T16:58:18"
I,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "example_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
s
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [12244738, 12244744, 12244753],
"jobs_submitted": 3,
"last_update": "2026-01-18T16:58:18"
T,
"logs": {
"snakemake": "snakemake_runl.log"
¥
3

Listing 8: Example of a status. json file representing one completed run.

6.8 Workspace and Storage Handling

Workflow execution in the proposed system relies on explicitly managed execution storage
referred to as a workspace. A workspace represents a time-limited directory on a shared
HPC filesystem that is used to store input data, intermediate files, and workflow outputs.
Workspace management is handled entirely on the agent side using cluster-provided tool-
ing and is tightly integrated with workflow state tracking.
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6.8.1 Workspace Lifecycle

A workspace is allocated when a new workflow job is initialized via mcse init. The agent
invokes the cluster-provided ws_allocate command to create a dedicated workspace with
a fixed lifetime. The allocated workspace directory serves as the execution environment
for all runs belonging to the same workflow job.

Throughout the workflow lifecycle, workspace state is inspected using ws_1list. This
information is used to determine the remaining lifetime of the workspace and whether
it is still valid for further operations. When a workflow job is deleted, or when explicit
cleanup is requested, the workspace can be released using ws_release. Workspace allo-
cation, inspection, and release are treated as external primitives provided by the HPC
environment and are not reimplemented by the workflow service.

6.8.2 Watch Directory and Execution Workspace

The system distinguishes clearly between two types of storage. First, each workflow job
has a stable watch directory that exists independently of workspace lifetime. This direc-
tory contains the persistent status. json file and is continuously monitored by snakeD.
The watch directory is never deleted automatically and remains available even if the
execution workspace expires.

Second, the execution workspace is a time-limited directory in which workflow exe-
cution takes place. All input files, intermediate results, and output data are stored in
this directory. Because workspaces may expire automatically, the watch directory and
the execution workspace are intentionally decoupled to ensure that workflow state and
metadata remain accessible even after execution storage becomes invalid.

6.8.3 Enforcing Workspace Validity

Workspace state is explicitly enforced across system components. Each workspace is
classified as either ACTIVE or EXPIRED based on information retrieved via ws_list. This
state is recorded in status. json and refreshed on demand.

Before performing operations that modify execution storage, such as uploading input
files or starting workflow execution, the MCSE CLI triggers a fresh status update and
verifies that the workspace is still ACTIVE. If the workspace has expired, the operation is
aborted early and no data transfer or execution is attempted.

Agent-side scripts perform additional validation before accessing the execution direc-
tory. If the workspace path recorded in status.json no longer exists or is inaccessible,
execution is stopped and an explicit error is reported. This validation prevents silent
failures and ensures that all actions operate on valid storage.

The combination of explicit workspace state tracking, CLI-side validation, and agent-
side checks provides strong safety guarantees. The system prevents uploads into expired
workspaces, avoids starting workflows in invalid storage, and ensures that cleanup actions
are explicit and controlled. Because execution state is decoupled from workspace lifetime,
users can still inspect workflow metadata and logs even after execution storage has expired,
enabling reliable analysis after execution and reproducibility.

6.9 Example Workflow Execution

This section presents a representative end-to-end workflow execution that was performed
using the implemented service on the SCC using SLURM as the batch scheduler. The
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purpose of this example is to demonstrate how the individual system components interact
in practice and how workflow state is propagated across layers. The description focuses
on control flow, state transitions in status.json, and component responsibilities.

6.9.1 Workflow Initialization

The execution begins when a user initializes a new workflow job using the MCSE CLI.
The mcse init command uploads the workflow definition (Snakefile) to HPCSerA and
registers an asynchronous initialization function. HPCSerA dispatches this function to
the agent, which executes the corresponding init.sh script.

During initialization, the agent allocates a time-limited workspace using ws_allocate
and creates a stable watch directory for the job. The submitted Snakefile is downloaded
into the workspace execution directory, and an initial status. json file is created. At this
point, the workflow contains a single run in state PENDING, and execution has not yet
started.

6.9.2 Staging Additional Input Files

If the workflow requires additional input data, the user stages these files using the mcse
upload command. The CLI first triggers a fresh status update and verifies that the
workspace is still ACTIVE. The file is then uploaded to HPCSerA and subsequently re-
trieved by the agent using upload.sh, which places the file into the correct workspace
directory.

This step does not affect workflow execution state but ensures that all required inputs
are available before execution begins. Uploads are rejected if the workspace has expired,
preventing data from being written into invalid storage.

6.9.3 Queuing Workflow Execution

Workflow execution is initiated by the user via the mcse start command. This command
records execution parameters, such as requested resources, and marks the selected run as
QUEUED in status.json. The update is performed by the agent-side start.sh script. At
this stage, no interaction with the scheduler has yet occurred. Instead, the workflow is
made visible to snakeD through the updated persistent state.

6.9.4 Workflow Execution by snakeD

snakeD continuously monitors the watch directory for queued runs. Upon detecting a run
in state QUEUED, snakeD transitions the run to RUNNING, records execution metadata, and
starts Snakemake as a non-blocking subprocess inside the workspace.

Snakemake is configured to use the SLURM executor plugin. As a result, individual
workflow rules are submitted to the SLURM scheduler as separate batch jobs based on
their dependencies and resource requirements. snakeD does not submit a wrapper job for
the entire workflow but remains responsible for tracking execution progress and updating
status. json.

While the workflow is running, snakeD periodically parses the Snakemake log file
to extract submitted SLURM job IDs and records them in status.json. This enables
users to correlate workflow-level execution state with scheduler-level jobs without direct
interaction with SLURM.
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6.9.5 Monitoring Execution State

At any point during execution, the user may inspect workflow state using the mcse status
command. This triggers the agent-side status. sh script, which refreshes workspace meta-
data (e.g., remaining lifetime), uploads an updated status. json, and publishes the most
recent execution logs to HPCSerA if available.

The CLI retrieves and displays this information, allowing users to monitor execution
progress, inspect submitted SLURM job IDs, and observe state transitions without logging
into compute nodes or querying the scheduler directly.

6.9.6 Completion and Cleanup

When Snakemake terminates, snakeD finalizes the run by marking it as FINISHED or
FAILED depending on the exit code and recording the final timestamps and scheduler
metadata. The workflow state remains available in status. json regardless of workspace
lifetime.

Optionally, the user may remove workflow-related data using the mcse delete com-
mand. This deletes API-side files and triggers the agent-side delete.sh to perform
cleanup, including removal of watch-directory state and optional workspace release. Be-
cause execution state and storage are explicitly managed, cleanup operations are con-
trolled and do not affect unrelated workflows.

In this representative execution, the run completed successfully, and all workflow out-
puts and SLURM job metadata were recorded as expected, confirming the correct oper-
ation of the system in a real scenario.

6.9.7 End-to-End Execution

We now present the complete end-to-end execution of a workflow, including all components
involved in the process.
Starting the core services: First, the HPCSerA API server and snakeD are started.

python3 HPCSerA/API-Server/run.py
python3 snakeD.py

Evaluated workflow: The Snakefile in Listing 9 was used for the demonstrated
end-to-end execution. It defines a small workflow with three dependent rules, which are
executed as separate SLURM jobs through Snakemake.
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rule all:
input:
"results/summary.txt"

rule generate_numbers:
output:
"results/numbers.txt"
threads: 1
resources:
mem_mb=256
shell:
nimnn
mkdir -p results
seq 1 100000 > {output}

nmnn

rule square_numbers:

input:
"results/numbers.txt"

output:
"results/squares.txt"

threads: 4

resources:
mem_mb=2048

shell:

nmnn

awk '{{ print $1+81 }}' {input} > {output}

nmnn

# Rule without explicit resource spectification (uses snakeD defaults)
rule summarize:
input:
"results/squares.txt"
output:
"results/summary.txt"
threads: 1
shell:
nmnn
echo "Lines: $(wc -1 < {input})" > {output}
echo "First: $(head -n 1 {input})" >> {output}
echo "Last: $(tail -n 1 {input})" >> {output}

nmnn

Listing 9: Snakefile used for the demonstrated workflow execution.

The workflow consists of three sequential rules. First, a set of numbers is generated,
which is then processed by a second rule that computes their squares. Finally, a summary
step aggregates the results.

The rules intentionally use different resource configurations. For rules where resources
are explicitly defined, the Snakemake SLURM executor plugin uses these values when
submitting jobs to the scheduler. For rules without explicit resource definitions, default
values provided by snakeD are applied. This demonstrates how resource specifications are
handled across different workflow steps.

Section 6 Mohamed Najem 47



© 0 N O U kW N e

[ S
w N R O

gt W N =

© 0 N O3

10
11

12
13
14
15

Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and
Workspaces

Workflow initialization via MCSE: We initialize a new job using the MCSE CLI.

# CLI command
mcse init Data/Snakefile_run5.smk

# Output (lint Output excluded here)

Validating snakefile correctness ...

Running Snakefile lint (warnings only, do not abort)...

Running Snakefile dry-run...

Snakefile validation passed.

Job submitted successfully! JOB-ID: 399

Run ID: 1

File Upload Successful: {"message":"File Snakefile_runb.smk uploaded for job 399."}
Checksum of the uploaded Snakefile:
0bc36614b0e3858£5£da20dd170d5292cb4ce8dee9590dde25a18f c6aa3235e8

Agent initialization and workspace setup: In between each CLI call we need to
manually execute agent.py to actually execute the commands (so here agent executes
init.sh).

python3 HPCSerA-Agent/agent.py jobs/cred.json

# Agent Output

Downloading Snakefile from HPCSerA:
http://127.0.0.1:8080/file-management/user/Mohamed/project/Testing/functionid/399/ge |
— t_file/Snakefile_runb.smk

Initialized job 399
workspace_dir: /mnt/ceph-ssd/workspaces/ws/thesis_najem/ul12237-mcse_job_399
exec_job_dir: /mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_399/399
watch_dir: /user/mohamed.najem/u12237/BA_Code/Agent/job-watch/399
snakefile: /mnt/ceph-ssd/workspaces/ws/thesis_najem/u12237-mcse_job_399/399/ |
< Snakefile_run5.smk

update job status: FINISHED
<Response [200]>
success

Web interface verification: Although the WebUI was not used during this cluster-
based execution, the initialized job would appear as shown below.

HPCSGI’A Mohamed Test

User4D CHECK-SUM MFA Status

18 2303809 38 64695 13624353025058245300314196485 0

Figure 12: Web interface for an example job after initialization.

Uploading an input file: An additional input file is uploaded to the workspace.
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# CLI command
mcse upload --jobid 399 Data/upload_test.txt

# Output
Checking workspace state (ACTIVE/EXPIRED) for job 399 before upload...
status.json not yet available, waiting...

Agent processing for workspace confirmation and file transfer: The agent is
executed twice: first to confirm the workspace state and second to process the file upload
request.

# Agent ezecution (workspace confirmation)
python3 HPCSerA-Agent/agent.py jobs/cred.json

# Agent execution (file upload processing)
python3 HPCSerA-Agent/agent.py jobs/cred.json

CLI confirmation of successful upload: After agent processing, the CLI confirms
the successful upload.

# CLI output
File Upload Successful: {"message":"File upload_test.txt uploaded for job 399."}

Agent output for file download: The agent downloads the file into the execution
directory and updates the job state.

# Agent output

File successfully downloaded to

< /mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_399/399/upload_test.txt
update job status: FINISHED

<Response [200]>

success

Starting the workflow execution: The workflow execution is started with explicit
job name and wall-time configuration.

# CLI command
mcse start --jobid 399 --job-name End-to-End-execution --time 00:10:00

# Output

Checking workspace state (ACTIVE/EXPIRED) for job 399 before start...
status. json not yet available, waiting...

Starting job with ID: 399
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The agent is executed twice: first to confirm the workspace and second to mark the
job as ready for execution.

# Agent execution (workspace confirmation)
python3 HPCSerA-Agent/agent.py jobs/cred.json

# Agent ezecution (mark job ready)

Job 399 run 1 marked as QUEUED and ready for snakeD to pick up.
update job status: FINISHED

<Response [200]>

success

snakeD execution output: snakeD detects the queued job and starts Snakemake
using the SLURM executor plugin.

# snakeD output
[INFO] Starting Snakemake for job 399 run 1 using slurm executor Plugin
[INFO] Job 399 run 1 finished with exit code 0

Retrieving workflow status: The current workflow status is requested via the CLI.

# CLI command
mcse status --jobid 399

# Output
Fetching status for job 399...
status.json not yet available, waiting...

The agent uploads the generated execution metadata and log files back to the API.

# Agent output

Uploaded status.json to API.
Uploaded snakemake_runl.log to API.
update job status: FINISHED
<Response [200]>

success

Final status output (status.json): After synchronization, the complete work-
flow status is retrieved via the CLI. Note that only the job name and time were ex-
plicitly specified when invoking the mcse start command; the remaining parameters in
requested_resources correspond to default values. These defaults can be overridden by
providing alternative values when calling mcse start. They are only applied to workflow
rules that do not explicitly define their own resource requirements in the Snakefile.
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# CLI command
mcse status --jobid 399

# Output (status.json)
————— status.json -----

"hpcsera_job_id": "399",
"workspace": {
"path": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_399",
"name": "mcse_job_399",
"days_allocated": 1,
"filesystem": "ceph-ssd",
"remaining_time": "O days 23 hours",
"state": "ACTIVE"
X,
"job_dir": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_399/399",
"active_run_id": 1,
"runs": {
e {
"snakefile": "Snakefile_run5.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-17T18:48:55",
"queued": "2026-02-17T18:58:14",
"started": "2026-02-17T18:58:15",
"finished": "2026-02-17T19:12:48"
X,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "End-to-End-execution",
"partition": "medium",
"time": "00:10:00",
"mem": "2G",
"cpus_per_task": 1
Irs
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12700987,
12701039,
12701269
]:
"jobs_submitted": 3,
"last_update": "2026-02-17T19:12:48"
3,
"logs": {
"snakemake": "snakemake_runl.log"

Snakemake execution log: The corresponding Snakemake execution log, is also
printed out to the user after calling mcse status -jobid 399 (if available).
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# snakemake_runl.log

Using profile /mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_399/399/.mcse

— _profile_runl for setting default command line
— arguments.

host: gwdulO1l

Building DAG of jobs...

SLURM run ID: bfcba354-1587-4ad8-a4b4-0203807028fe

MinJobAge 600s (>= 120s). 'squeue' should work reliably for status queries.

Using shell: /usr/bin/bash
Provided remote nodes: 50
Job stats:

job count
all 1
generate_numbers 1
square_numbers 1
summarize 1
total 4

Select jobs to execute...
Execute 1 jobs...

[Tue Feb 17 18:58:18 2026]

rule generate_numbers:
output: results/numbers.txt
jobid: 3

reason: Missing output files: results/numbers.txt
resources: mem_mb=256, mem_mib=245, disk_mb=50000, disk_mib=47684, tmpdir=<TBD>,
— slurm_partition=medium, runtime=10, cpus_per_task=1, mem_mb_per_cpu=2048

Job 3 has been submitted with SLURM jobid 12700987
[Tue Feb 17 19:01:56 2026]

Finished jobid: 3 (Rule: generate_numbers)

1 of 4 steps (25%) done

[Tue Feb 17 19:01:56 2026]
rule square_numbers:
input: results/numbers.txt
output: results/squares.txt
jobid: 2
threads: 4
Job 2 has been submitted with SLURM jobid 12701039
[Tue Feb 17 19:05:36 2026]
Finished jobid: 2 (Rule: square_numbers)
2 of 4 steps (50%) done

[Tue Feb 17 19:05:36 2026]
rule summarize:
input: results/squares.txt
output: results/summary.txt
jobid: 1
Job 1 has been submitted with SLURM jobid 12701269
[Tue Feb 17 19:12:07 2026]
Finished jobid: 1 (Rule: summarize)
3 of 4 steps (75%) done

[Tue Feb 17 19:12:07 2026]
localrule all:
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input: results/summary.txt
jobid: 0
Finished jobid: 0 (Rule: all)
4 of 4 steps (100%) done

Complete log(s):
/mnt/ceph-ssd/workspaces/ws/thesis_najem/u12237-mcse_job_399/399/.snakemake/log/2026 |
— -02-17T185817.886081.snakemake.log

Note that the Snakemake run log does not always print the resolved resource vector
for every rule at the same verbosity level; rule-specific resources are still applied during
job submission via the SLURM executor.

Deleting the workflow job: After successful completion and validation, the work-
flow job is deleted via the CLI. This removes the job entry from the API and triggers
workspace cleanup.

# CLI command
mcse delete --jobid 399

# Output
Deleted API job folder 399 (or it did not exist).
Triggered agent delete for job 399.

Agent cleanup and workspace release: The agent processes the deletion request,
removes execution directories, and releases the allocated workspace.

# Agent execution
python3 HPCSerA-Agent/agent.py jobs/cred.json

# Agent output

[INFO] deleted job_dir:

— /mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_399/399

[INFO] deleted watch_dir: /user/mohamed.najem/u12237/BA_Code/Agent/job-watch/399
[INFO] releasing workspace: mcse_job_399 (filesystem: ceph-ssd)

update job status: FINISHED

<Response [200]>

success

End-to-End Execution Summary. This complete execution demonstrates the full
lifecycle of a workflow within the proposed architecture: initialization, validation, file
staging, agent coordination, scheduler-based execution via Snakemake and SLURM, state
synchronization, log persistence, status retrieval, and final cleanup.

6.10 Performance Analysis of snakeD

This subsection evaluates the operational overhead introduced by the snakeD component
in the final architecture. While the previous sections assessed the architectural properties
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of the proposed designs, the following analysis focuses on the practical runtime behavior
of the implemented system under repeated workflow execution. All measurements were
performed on the SCC under normal shared usage conditions.

The goal of this analysis is not to benchmark workflow performance in a domain-
specific sense, but to quantify the additional latency introduced by snakeD, examine its
interaction with the HPC scheduler, and assess how efficiently workflow executions are
initiated and monitored.

6.10.1 Experimental Setup

To evaluate the runtime behavior of snakeD, two configurations with different polling
intervals were tested. Each configuration was evaluated independently in its own dedicated
workspace.

Test Configurations. Two polling configurations were examined. The polling param-
eters control how frequently snakeD performs internal monitoring tasks:

e Configuration A: watch interval = 10s, SLURM extraction interval = 5s

e Configuration B: watch interval = 5s, SLURM extraction interval = 3s

The first interval (watch interval) defines how often snakeD checks the watch directory
to see if there are any queued jobs.

The second interval (SLURM extraction interval) determines how frequently snakeD
queries the scheduler to retrieve and update SLURM job identifiers for individual workflow
rules. This is used to store the SLURM job identifiers in status. json.

All other parameters, including the workflow definition and execution environment,
remained identical across both configurations.

Workspace Isolation and Reproducibility. Each configuration used a separate work-

space directory. For every configuration, ten workflow runs were executed sequentially

within the same workspace (i.e., 10 runs in Workspace A and 10 runs in Workspace B).
Before each run:

e All previously generated output files were deleted.

e The previously used Snakefile was removed.

This ensured that no cached results, intermediate files, or residual metadata influenced
subsequent runs. Each execution therefore started from a clean state.

Evaluated Snakefile. The same minimal workflow was used for all experiments:
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rule all:
input:
"done.txt"

rule stepl:
output:
"done.txt"
shell:
"sleep 5 && touch done.txt"

Listing 10: Minimal Snakefile workflow used for all experiments.

This workflow was intentionally simple to isolate the runtime overhead introduced by
snakeD itself rather than by complex workflow logic.

Recorded Timestamps. For each run, execution timestamps were extracted from the
corresponding status. json file. The following fields were analyzed:

e created_at: Time when the Snakefile was added to the workspace by the agent
(shell adapter script), marking the start of the workflow lifecycle.

e queued_at: Time when the workflow was marked as ready to be picked up by
snakeD.

e started_at: Time when snakeD invoked Snakemake (this does not correspond to
the start time of individual scheduler jobs).

e finished_at: Time when Snakemake reported successful completion.
From these timestamps, the following durations were calculated:

e Queue delay: started_at - queued_at
e Total runtime: finished_at - started_at

e FEnd-to-end time: finished_at - created_at

Note that the end-to-end time is not equal to the sum of queue delay and total runtime.
This is because the end-to-end time additionally includes the preparation phase between
created_at and queued_at. In the prototype setup, this phase includes manual steps
such as switching between CLI commands and agent invocations (see Section 6.9.7), and
its duration therefore varies between runs. For this reason, the figures focus on queue
delay and runtime, while the end-to-end time captures the full workflow lifecycle from
creation to completion.

6.10.2 Measured Execution Timings

The following tables and figures summarize the measured execution durations derived
from the corresponding status. json files (see Appendix A.1) for both evaluated config-
urations.
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Configuration A. Table 3 reports the queue delay, total runtime, and end-to-end exe-
cution time for each run of Configuration A (watch 10s / SLURM 5s). These values were
extracted from the status. json entries and provide a concise overview of the workflow
performance for this configuration.

Run | Queue Delay (s) | Total Runtime (s) | End-to-End (s)
1 6 140 169
2 10 70 112
3 1 140 161
1 0 100 113
5 2 160 178
6 9 116 142
7 3 100 127
8 4 95 120
9 3 100 123
10 8 70 93

Table 3: Execution durations for configuration A.

To help interpret these results, Figure 13 illustrates the execution timeline for each
run, showing the relative contributions of queue delay and total runtime to the overall
end-to-end duration.

Execution Timeline for Configuration A
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Figure 13: Execution timeline for configuration A.

Configuration B. Table 4 presents the same measurements for Configuration B (watch
5s / SLURM 3s). This allows for a direct comparison of workflow performance under a
different configuration and highlights any differences in queue delay, runtime, and total
end-to-end time.
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Run | Queue Delay (s) | Total Runtime (s) | End-to-End (s)
1 2 135 156
2 3 135 156
3 3 66 86
4 3 135 158
5 4 93 109
6 4 93 110
7 2 99 113
8 1 69 83
9 3 135 149
10 3 94 109

Table 4: Execution durations for configuration B.

Figure 14 visualizes these results, making it easier to compare queue delays and total
runtimes across runs and to understand their impact on end-to-end execution time.
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Figure 14: Execution timeline for configuration B.

6.10.3 Discussion of Results

The results presented in Tables 3 and 4 summarize the measured queue delays, total
runtimes, and end-to-end execution times for the two evaluated configurations. These
values were derived from the corresponding status.json entries for each workflow/job
and illustrate the overall execution behavior under different polling and SLURM intervals.

For Configuration A (watch 10s / SLURM 5s), the average queue delay is 4.8s, the
average total runtime is 109.1s, and the average end-to-end time is 133.5s. Configuration
B (watch 5s / SLURM 3s) shows slightly lower averages, with a queue delay of 3s, a
total runtime of 105.4s, and an end-to-end time of 130.9s. The reduction in queue delay
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in Configuration B aligns with expectations: decreasing the polling interval in snakeD
reduces the likelihood that a workflow remains idle before being picked up.

However, the observed differences between the two configurations are relatively small.
In both cases, the majority of the end-to-end time is dominated by the actual workflow
execution, i.e., the combined duration of SLURM scheduling and Snakemake task execu-
tion. The queue delays introduced by snakeD represent only a minor fraction of the total
runtime.

Both configurations also exhibit a small number of runs with unusually short execution
times. These cases can be attributed to workflows that were immediately detected by
snakeD and scheduled without noticeable waiting time in the SLURM queue. While
these outliers demonstrate best-case responsiveness, they do not significantly influence
the overall performance trend.

From an infrastructure perspective, the overhead introduced by the MCSE CLI, snakeD,
and the HPCSerA API remains negligible. Operations such as workflow initialization, file
transfer, and status confirmation are lightweight and typically complete within a few sec-
onds. Consequently, the measured end-to-end times primarily reflect the execution of the
workflow tasks themselves rather than management overhead.

Overall, reducing the polling interval in snakeD slightly improves responsiveness but
has only marginal impact on the total workflow duration. The figures (Figures 13 and 14)
visually reinforce this observation by illustrating the distribution of queue delays and
execution times across runs.

6.11 Chapter Summary

This chapter presented the implementation of a workflow execution service for HPC en-
vironments. It described persistent workflow state tracking via status.json, explicit
workspace management, and the coordination between the MCSE CLI, agent scripts, and
the persistent snakeD service. An end-to-end example demonstrated the full workflow
lifecycle, including initialization, file staging, scheduler-based execution with Snakemake
and SLURM, monitoring, and cleanup, confirming correct interaction between all system
components. The performance analysis demonstrated that the additional management
layer introduced by snakeD adds only minimal overhead. Queue delays were small rela-
tive to overall workflow runtimes, and polling intervals had negligible impact on execution
time. This confirms that persistent workflow management can be achieved without com-
promising efficiency. The final chapter concludes the thesis and outlines directions for
future work.
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7 Conclusion and Future Work

In this chapter, we summarize the main findings of this thesis, highlight the contributions
of the implemented system, and discuss possible directions for future work.

7.1 Conclusion

This thesis addressed the challenge of executing complex, data-driven workflows reliably
and reproducibly in HPC environments. Although modern workflow engines offer rich ab-
stractions for defining task dependencies and execution logic, their integration into shared
HPC infrastructures remains difficult. Users are often required to manually manage work-
flow submission, execution state, storage lifecycles, and interaction with batch schedulers,
which complicates usability, robustness, and reproducibility.

To address these challenges, this thesis designed and implemented a centralized work-
flow management service that integrates Snakemake-based workflow execution. The pro-
posed solution introduces a persistent, state-driven workflow manager (snakeD) that de-
couples workflow execution from request handling and process lifetimes. Workflow execu-
tion is initiated explicitly through persistent state transitions independently of user-facing
CLI interactions.

The implementation preserves native HPC scheduling semantics by delegating all re-
source allocation and job execution to the Slurm scheduler via Snakemake’s executor
plugin. Individual workflow rules are submitted as separate batch jobs, enabling de-
tailed resource specification. Execution state, metadata, and scheduler-level identifiers
are tracked explicitly in a persistent status. json file, which serves as the single source
of truth across all components.

A multi-run job model allows multiple executions of different workflow versions within
a shared workspace, supporting iterative development and reuse of intermediate data.
Safety mechanisms ensure that workflows are only executed in valid, active workspaces
and that expired storage cannot be modified accidentally. All components operate entirely
in user space and integrate with existing HPC tools and infrastructures without requiring
system-level privileges or modifications to the scheduler.

The evaluation demonstrated that the selected design satisfies the identified require-
ments for shared HPC environments. The implementation confirms that a persistent,
service-oriented workflow execution model can be realized using existing workflow engines
and scheduler infrastructure, while significantly improving observability and execution
control for users.

7.2 Future Work

While the implemented system demonstrates the feasibility and practicality of a central-
ized workflow management service for HPC environments, several directions for future
work remain.

7.2.1 Extended Executor and Resource Configuration

The current implementation exposes a minimal and portable subset of the configuration
options provided by the Snakemake Slurm executor plugin. Future work could extend
this interface to support advanced scheduling features such as GPU resources, MPI-based
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workloads, heterogeneous partitions, or site-specific capability models. Because executor
configuration is centralized in snakeD via per-run Snakemake profiles, such extensions can
be implemented without fundamental changes to the CLI interface or workflow execution
model.

7.2.2 Improved Fault Tolerance and Recovery

Although workflow execution state is persisted explicitly, additional mechanisms could
further improve robustness. Possible extensions include automated restart of the workflow
manager, explicit recovery policies for interrupted executions, or tighter integration with
Snakemake’s retry and restart mechanisms. These improvements would build naturally
on the existing state-driven execution model and further reduce the need for manual
intervention in failure scenarios.

7.2.3 Scalability and High Availability

The current prototype uses a single instance of snakeD to manage workflow execution.
Future work could explore scaling the workflow manager using multiple cooperating in-
stances. Such an approach would improve availability and allow the system to support
larger numbers of concurrent workflows without introducing centralized bottlenecks.

7.2.4 Integration with SATA

In the current implementation, HPCSerA serves as the service layer responsible for au-
thentication, authorization, request routing, and coordination between the CLI and the
agent. As service infrastructures evolve, future work could integrate the workflow service
with SATA as a unified platform for operating persistent, service-oriented workloads on
HPC systems. Because workflow execution, state management, and scheduler interaction
are already isolated from the service interface, such an integration would primarily affect
the API and service layer while leaving the core execution logic unchanged.

7.2.5 Integration with Other Storage Systems

The implemented system relies on file-based workspaces allocated through existing HPC
storage mechanisms. Storage abstractions such as the IML offer a generalized model
for managing persistent and distributed data beyond traditional file systems. Integrating
IML as a backend for workflow workspaces or intermediate data could enable more flexible
data placement, explicit data movement, and improved performance for data-intensive
workflows. Importantly, such an integration could be realized without modifying workflow
definitions, as storage management is already decoupled from workflow execution in the
proposed architecture.
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A  Additional Materials

The complete source code of the prototype implementation described in this thesis is
available in a public Git repository.
The repository contains the MCSE CLI, HPCSerA extensions, a slightly modified
version of the agent, the agent-side scripts, and the persistent workflow manager snakeD.
Repository URL:
https://github.com/MohamedN18/mcse-snakemake-workflow-service.git

A.1 Status Files for Measured Execution Timings

The following status. json files were used to derive the execution durations reported in
Tables 3 and 4.
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Configuration A: status configA.json

Listing: status.json for Configuration A

{
"hpcsera_job_id": "271",
"workspace": {
"path": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_271",
"name": "mcse_job_271",
"days_allocated": 1,
"filesystem": "ceph-ssd",
"remaining_time": "O days 23 hours",
"state": "ACTIVE"
X,
"job_dir": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_271/271",
"active_run_id": 10,
"runs": {
e {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T14:34:05",
"queued": "2026-02-15T14:34:28",
"started": "2026-02-15T14:34:34",
"finished": "2026-02-15T14:36:54"
T,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
X,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651040
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T14:36:54"

T,
"logs": {
"snakemake": "snakemake_runl.log"
¥
1,
|I2Il: {
"snakefile": "Snakefile_performance_test.smk",

"state": "FINISHED",

"timestamps": {
"created": "2026-02-15T14:43:52",
"queued": "2026-02-15T14:44:24",
"started": "2026-02-15T14:44:34",
"finished": "2026-02-15T14:45:44"

I,

"snakemake_exit_code": O,

"requested_resources": {
"job_name": "snakemake_job",

Section A Mohamed Najem

A2



55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72
73
74
75
76
7
78
79
80
81
82
83
84
85
86
87
88
89
90
91
92
93
94
95
96
97
98
99

101
102
103
104

106
107
108
109
110
111

Integrating a System-Wide Workflow Engine into HPC Environments with Campaign Storage and

Workspaces
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
}:
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651186
] })
"jobs_submitted": 1,
"last_update": "2026-02-15T14:45:44"
I
"logs": {
"snakemake": "snakemake_run2.log"
}
Vs
ngn. {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T14:47:13",
"queued": "2026-02-15T14:47:33",
"started": "2026-02-15T14:47:34",
"finished": "2026-02-15T14:49:54"
}s
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
I
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651238
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T14:49:54"
}s
"logs": {
"snakemake": "snakemake_run3.log"
X
I
mar: {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T14:52:41",
"queued": "2026-02-15T14:52:54",
"started": "2026-02-15T14:52:54",
"finished": "2026-02-15T14:54:34"
I
"snakemake_exit_code": O,
"requested_resources": {
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"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
X,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651314
] B
"jobs_submitted": 1,
"last_update": "2026-02-15T14:54:34"
T,
"logs": {
"snakemake": "snakemake_run4d.log"
¥
1,
ngn. {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T14:55:46",
"queued": "2026-02-15T14:56:02",
"started": "2026-02-15T14:56:04",
"finished": "2026-02-15T14:58:44"
I,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
s
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651356
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T14:58:44"
I,
"logs": {
"snakemake": "snakemake_run5.log"
X
1,
"e": {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T14:59:58",
"queued": "2026-02-15T15:00:15",
"started": "2026-02-15T15:00:24",
"finished": "2026-02-15T15:02:20"
.
"snakemake_exit_code": O,
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"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
1,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651418
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T15:02:20"
X,
"logs": {
"snakemake": "snakemake_run6.log"
X
1,
v {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T15:04:03",
"queued": "2026-02-15T15:04:25",
"started": "2026-02-15T15:04:30",
"finished": "2026-02-15T15:06:10"
1,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
T,
"slurm": {
"executor": '"snakemake-executor-plugin-slurm",
"job_ids": [
12651481
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T15:06:10"
X,
"logs": {
"snakemake": "snakemake_run7.log"
X
}’
"8 {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T15:09:15",
"queued": "2026-02-15T15:09:36",
"started": "2026-02-15T15:09:40",
"finished": "2026-02-15T15:11:15"
T,
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"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
I
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12651548
1 s
"jobs_submitted": 1,
"last_update": "2026-02-15T15:11:15"
} 1)
"logs": {
"snakemake": "snakemake_run8.log"
X
},
"o {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T15:12:32",
"queued": "2026-02-15T15:12:52",
"started": "2026-02-15T15:12:55",
"finished": "2026-02-15T15:14:35"
I
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
} )
"slurm": {
"executor": '"snakemake-executor-plugin-slurm",
"job_ids": [
12651609
] H)
"jobs_submitted": 1,
"last_update": "2026-02-15T15:14:35"
I
"logs": {
"snakemake": "snakemake_run9.log"
}
},
"10": {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T15:16:12",
"queued": "2026-02-15T15:16:27",
"started": "2026-02-15T15:16:35",
"finished": "2026-02-15T15:17:45"
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X,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
.
"slurm": {
"executor": '"snakemake-executor-plugin-slurm",
"job_ids": [
12651674
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T15:17:45"
X,
"logs": {
"snakemake": "snakemake_runlO.log"
X
X
X
3
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Workspaces

Configuration B: status configB.json

"hpcsera_job_id": "341",
"workspace": {

"path": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_341",

"name": "mcse_job_341",
"days_allocated": 1,
"filesystem": "ceph-ssd",
"remaining_time": "O days 23 hours",
"state": "ACTIVE"

¥,

"job_dir": "/mnt/ceph-ssd/workspaces/ws/thesis_najem/ul2237-mcse_job_341/341",

"active_run_id": 10,
"runs": {
||1n: {

"snakefile": "Snakefile_performance_test.smk",

"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:25:11",
"queued": "2026-02-15T16:25:30",
"started": "2026-02-15T16:25:32",
"finished": "2026-02-15T16:27:47"
}s
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
1,

"slurm": {

"executor": "snakemake-executor-plugin-slurm",

"job_ids": [
12652827
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:27:47"

}s
"logs": {
"snakemake": "snakemake_runl.log"
X
1,
"2 {
"snakefile": "Snakefile_performance_test.smk",

"state": "FINISHED",

"timestamps": {
"created": "2026-02-15T16:29:11",
"queued": "2026-02-15T16:29:29",
"started": "2026-02-15T16:29:32",
"finished": "2026-02-15T16:31:47"

.

"snakemake_exit_code": O,

"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
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"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
¥,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12652891
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:31:47"
1,
"logs": {
"snakemake": "snakemake_run2.log"
X
}’
"3m: {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:33:07",
"queued": "2026-02-15T16:33:24",
"started": "2026-02-15T16:33:27",
"finished": "2026-02-15T16:34:33"
.
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
X,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12652941
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:34:33"
¥,
"logs": {
"snakemake": "snakemake_run3.log"
¥
1,
|I4ll: {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:35:56",
"queued": "2026-02-15T16:36:14",
"started": "2026-02-15T16:36:19",
"finished": "2026-02-15T16:38:34"
I,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
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"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
}:
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12652983
] })
"jobs_submitted": 1,
"last_update": "2026-02-15T16:38:34"
I
"logs": {
"snakemake": "snakemake_run4.log"
}
Vs
ngn. {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:39:33",
"queued": "2026-02-15T16:39:45",
"started": "2026-02-15T16:39:49",
"finished": "2026-02-15T16:41:22"
}s
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
I
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12653029
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:41:22"
}s
"logs": {
"snakemake": "snakemake_runb.log"
X
I
"e": {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:42:10",
"queued": "2026-02-15T16:42:23",
"started": "2026-02-15T16:42:27",
"finished": "2026-02-15T16:44:00"
I
"snakemake_exit_code": O,
"requested_resources": {
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"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
X,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12653076
] B
"jobs_submitted": 1,
"last_update": "2026-02-15T16:44:00"
T,
"logs": {
"snakemake": "snakemake_run6.log"
¥
1,
|I7Il: {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:44:51",
"queued": "2026-02-15T16:45:03",
"started": "2026-02-15T16:45:05",
"finished": "2026-02-15T16:46:44"
I,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
s
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12653115
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:46:44"
I,
"logs": {
"snakemake": "snakemake_run7.log"
X
1,
"8 {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:47:40",
"queued": "2026-02-15T16:47:53",
"started": "2026-02-15T16:47:54",
"finished": "2026-02-15T16:49:03"
.
"snakemake_exit_code": O,
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"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
1,
"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [
12653255
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:49:03"
X,
"logs": {
"snakemake": "snakemake_run8.log"
X
1,
"o {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:49:59",
"queued": "2026-02-15T16:50:10",
"started": "2026-02-15T16:50:13",
"finished": "2026-02-15T16:52:28"
1,
"snakemake_exit_code": O,
"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1
T,
"slurm": {
"executor": '"snakemake-executor-plugin-slurm",
"job_ids": [
12653293
1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:52:28"
X,
"logs": {
"snakemake": "snakemake_run9.log"
X
}’
"10": {
"snakefile": "Snakefile_performance_test.smk",
"state": "FINISHED",
"timestamps": {
"created": "2026-02-15T16:53:18",
"queued": "2026-02-15T16:53:30",
"started": "2026-02-15T16:53:33",
"finished": "2026-02-15T16:55:07"
T,
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"snakemake_exit_code": O,

"requested_resources": {
"job_name": "snakemake_job",
"partition": "medium",
"time": "01:00:00",
"mem": "2G",
"cpus_per_task": 1

.

"slurm": {
"executor": "snakemake-executor-plugin-slurm",
"job_ids": [

12653343

1,
"jobs_submitted": 1,
"last_update": "2026-02-15T16:55:07"

}’

"logs": {
"snakemake": "snakemake_runl0.log"

X

b
X
b
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