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Declaration on the use of ChatGPT and comparable tools
in the context of examinations

In this work I have used ChatGPT or another AI as follows:

□ Not at all

□ During brainstorming

□ When creating the outline

□ To write individual passages, altogether to the extent of 0% of the entire text

✓ For the development of software source texts

□ For optimizing or restructuring software source texts

□ For proofreading or optimizing

□ Further, namely: —

I hereby declare that I have stated all uses completely.
Missing or incorrect information will be considered as an attempt to cheat.



Abstract
This thesis addresses the problem of how large language models can be made more useful and more
trustworthy for interaction with historical documents. Historical scholarship requires more than fluent
answer generation. It requires access to source material, explicit evidence, contextual enrichment, and
support for verification. Generic chat-based interaction is therefore insufficient on its own for manuscript
and archival work.

To address this problem, the thesis develops and implements ArchAI as a scholar-facing research prototype
backed by persistent evidence storage. ArchAI integrates document processing, OCR-derived evidence
creation, persistent storage, retrieval-aware grounding, authority-linked enrichment, and scholar-facing
interaction in one workflow. Rather than treating the language model as the system itself, the thesis treats
it as one component in a broader evidence-aware architecture centered on traceability and verification,
without claiming independent novelty in OCR, segmentation, retrieval, authority linking, or model
training and fine-tuning.

The thesis makes four related contributions. First, its main contribution is architectural: it defines a
system design for scholarly AI over historical documents in which page images, extracted text, evidence
storage, retrieval, linking, and generation remain structurally connected. Second, it contributes an
implemented prototype workflow in which OCR-derived outputs become persistent, retrievable, and
revisitable evidence rather than transient prompt context. Third, it integrates retrieval-aware grounding
and authority-linked enrichment as bounded workflow features rather than as standalone algorithmic
contributions. Fourth, it provides a compact empirical evaluation showing that, within the evaluated
setup and prototype conditions, the integrated workflow improves on weaker baselines most clearly in
groundedness, traceability, and end-to-end task support.

The results therefore support the claim that large language model interaction becomes more appropriate for
historical-document scholarship when it is embedded in systems that preserve evidence, expose provenance,
structure context, and support verification. The thesis does not claim that the current prototype resolves all
problems of historical-document interpretation. Instead, the prototype demonstrates a viable architectural
direction and a stronger basis for scholarly use than weaker alternatives within the evaluated conditions.
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Chapter 1

Introduction

1.0 Overview

This chapter introduces the research problem, motivation, and architectural direction of the
thesis. Section 1.1 frames historical documents as a distinctive problem setting for scholarly
artificial intelligence, emphasizing the combined challenges of textual uncertainty, material
complexity, and interpretive accountability. Section 1.2 explains why generic large language
model interfaces are insufficient for this domain, even when they appear fluent and helpful.
Section 1.3 introduces the overall vision of ArchAI as a grounded, scholar-facing workflow and
research prototype rather than a standalone chatbot. Section 1.4 motivates the role of persistent
evidence, retrieval-aware grounding, and authority-linked enrichment. Section 1.5 identifies the
main technical and epistemic challenges involved in building a trustworthy scholarly assistant
for historical material. Section 1.6 states the goals and contributions of the thesis. Finally,
Section 1.7 outlines the structure of the remainder of the work.

1.1 Historical Documents as a Scholarly AI Problem

Historical documents are among the richest and most difficult sources for humanistic inquiry.
They are not merely texts that happen to be old. They are materially situated artefacts whose
interpretation often depends on page structure, writing or print conventions, documentary
context, and links to wider historical knowledge. Even when such sources have been digitized,
their machine-readable representations remain incomplete and unstable because of
non-standard orthography, abbreviations, multilingual fragments, degradation, irregular layout,
and OCR or HTR error [1, 12, 15, 37, 38]. These difficulties do not stop at recognition quality. They
propagate into search, annotation, named-entity handling, contextual linking, and scholarly
interpretation, with OCR noise also degrading downstream entity analysis [27].
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For this reason, interaction with historical documents differs fundamentally from ordinary
document question answering. In many scholarly settings, the task is not simply to retrieve a
fact from a clean corpus. The task is to move repeatedly between page image and extracted text,
assess uncertain readings, compare alternative interpretations, relate local passages to external
persons or places, and preserve accountability to the source. A scholar working with a
manuscript page, archival register, or early printed witness does not only ask, “What does this
say?” The more typical question is closer to: “What can responsibly be inferred from this page,
how secure is the reading, what evidence supports the interpretation, and how does this local
fragment connect to broader historical context?”

That difference changes what counts as a useful AI system. A system for this domain must not
merely produce fluent output; it must preserve the scholar’s ability to inspect, verify, compare,
and revisit evidence. The challenge is therefore one of scholarly interaction design as well as
language generation. Historical scholarship depends on traceable claims, stable references, and
the possibility of returning from interpretation to its material basis. A system that hides
uncertainty, collapses provenance, or detaches claims from the page may be conversationally
convenient while remaining epistemically weak for research use.

Several concepts are central to this thesis. Grounding refers to constraining system outputs so
that central claims remain tied to identifiable evidence rather than being generated only from
model priors [5, 24]. Provenance refers to information about where an extracted statement,
annotation, or response component comes from, for example a page identifier, region, text span,
extraction path, or linked resource [33]. Authority resources provide stable identifiers for people,
places, institutions, and other entities across spelling variants and languages, for instance
through VIAF, Wikidata, and GeoNames [2, 34, 35]. Annotation refers to structured commentary,
linking, or note-taking attached to text spans or page regions, ideally in ways that remain
interoperable with wider scholarly infrastructure [30–32]. These concepts are not add-ons to the
thesis. They define the problem space itself.

The intended users of ArchAI are therefore not casual chatbot users. They are historians,
philologists, manuscript scholars, and archivists who need to work with difficult evidence while
retaining an audit trail. This user model shapes the architecture throughout the thesis. It
explains why the system must preserve source access, why page-level provenance matters, and
why a convincing scholarly assistant must do more than answer in smooth prose.

This problem framing establishes the central design constraint of the thesis: useful assistance in
this domain must remain accountable to unstable, page-bound evidence. The next section turns
that constraint into a critique of generic LLM interaction.



ArchAI 3

1.2 Why Generic LLM Interfaces Are Not Enough

Large language models have made interactive language processing far more accessible. They
can summarize, explain, transform, and compare text with remarkable fluency. The recent
availability of both closed and open model families, together with lightweight adaptation
methods, has accelerated that accessibility [4, 9, 18, 19, 48, 60]. In many domains, that fluency is
already enough to make them practically valuable. Historical-document scholarship, however,
exposes several limitations of generic LLM interaction very quickly.

First, generic interfaces are usually weak at preserving evidence trails. They tend to treat context
as prompt state rather than as persistent, inspectable scholarly material. Even when the answer
is helpful, it may not remain clear which page, region, or textual span actually supports the
response. This is a serious problem in humanities research, where interpretive trust is
inseparable from the possibility of verification [5, 10, 24]. A fluent answer without recoverable
support may be acceptable in exploratory consumer settings, but it is insufficient for tasks such
as manuscript interpretation, archival contextualization, or evidence-backed question answering
over unstable text.

Second, generic interfaces are vulnerable to domain shift. Historical material differs from the
modern web and modern edited text on which many model expectations are implicitly formed.
Archaic orthography, multilingual fragments, formulaic phrasing, abbreviations, and
documentary sparsity all make interpretation harder. Models may still produce plausible
answers, but plausibility is not the same as correctness, and it is especially dangerous when
uncertainty is flattened into confident prose [7, 13, 29, 49]. The problem is not only hallucination
in the narrow sense of fabricated facts. It is also anachronistic framing, overconfident
normalization of uncertain language, and the smoothing away of ambiguity that scholars may
actually need to preserve.

Third, generic chat interfaces optimize for conversational convenience rather than source
accountability. Their design assumptions favor responsiveness, continuity, and fluency. They do
not naturally favor explicit provenance, stable evidence objects, or structured links to authority
resources and scholarly standards. Yet these are exactly the properties that matter in historical
research workflows. A scholar does not only need an interpretation. The scholar needs to inspect
the source image, identify the extracted evidence, examine uncertainty, and navigate outward
toward linked context where useful.

For these reasons, this thesis adopts a different system position. Historical-document interaction
should not be built around unrestricted conversation alone. It should be built around
evidence-preserving workflows in which language models operate within a structured
environment of source images, extracted text, persistent evidence, retrieval, and linked context.
In such a system, the language model remains useful, but its role changes. It is no longer treated
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as the system itself. It becomes one component in a broader architecture centered on evidence
and traceability.

1.3 Vision of ArchAI

ArchAI is conceived as a reproducible, scholar-facing research prototype that integrates
document processing, OCR-derived evidence creation, persistent storage, retrieval-aware
grounding, authority-linked enrichment, and interactive interpretation in one coherent
workflow. Its central architectural premise is simple but consequential: extracted text should
become persistent scholarly evidence rather than disappearing into temporary prompt context.

Figure 1.1 presents the global system view. The figure is deliberately layered because ArchAI is
not a flat pipeline and not merely a frontend wrapped around a model call. The left side of the
architecture remains close to the material source: page and document views preserve access to
the image, region structure, and manuscript context. The central layer organizes segmentation,
extraction, evidence storage, indexing, and authority linking. The upper interaction layer
supports research queries, evidence inspection, and iterative refinement. The right side
represents grounded response generation, verification, and scholarly export. What matters in
this arrangement is not only that these components exist, but that they remain structurally
connected.

The architecture can be read from left to right. Historical page images enter the system as the
primary source material. Segmentation and extraction components transform page structure and
OCR output into evidence-bearing objects. These are stored together with provenance,
confidence, and links. Retrieval and indexing mechanisms then make the stored material
queryable. Authority linking enriches suitable mentions with external identifiers and contextual
resources such as VIAF, Wikidata, and GeoNames [2, 11, 34, 35]. Only after these steps does the
grounded response layer assemble evidence-bounded input for language-model interaction. The
resulting response is therefore not intended as free-floating output; it is intended as a synthesis
over retrieved evidence, open to verification and export.

This layered organization reflects a broader methodological choice that runs through the thesis:
the interaction workflow, not the language model alone, sits at the center of the system. The model
contributes to interpretation, summarization, and answer generation, but it does so under
evidence constraints and in relation to persistent state. That is what separates a scholar-facing
assistant from a generic conversational wrapper over OCR text.

A further practical grounding of this design comes from the manuscript-processing perspective
represented by eManuSkript. That project treats manuscript page analysis as a structured layout
problem rather than as flat image-to-text conversion alone. This upstream orientation is
important because it preserves document structure in a way that is far more compatible with
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Figure 1.1: ArchAI architecture

scholarly use than a purely flattened text pipeline. In the context of ArchAI, this means that page
regions, extraction paths, and evidence references remain meaningful parts of later interaction
rather than disappearing after OCR [58].

Taken together, these elements define ArchAI as a workflow architecture rather than as a chat
layer placed on top of extracted text. That workflow perspective leads directly to the next
section, which explains why persistence has to be the system’s central memory mechanism.

1.4 Why Persistent Evidence Matters

A core hypothesis of the thesis is that large language models become substantially more useful
for historical scholarship when paired with a persistent evidence layer. Without structured
evidence storage, interaction remains ephemeral. Context is hard to recover across sessions,
intermediate support is lost, and scholarly workflows such as comparison, revisitation, and
annotation remain fragmented.
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Figure 1.2 makes this argument explicit by showing the evidence and provenance chain in
ArchAI. The chain starts with the historical page image, proceeds through segmented page
regions and OCR-derived spans, turns these into evidence units, stores them persistently,
retrieves them in bundles, and finally supports a grounded response that cites back to the
evidence units used. It shows that provenance is not merely metadata attached after generation,
but a structural property of the interaction pipeline.

Historical Page Image

Source: image file, page identifier
Source: image file, page identifier

Segmented Page Regions

Region: bounding box, zone type, layout model
Region: bounding box, zone type, layout model

OCR-Derived Text Spans

Span: text, confidence score, region reference
Span: text, confidence score, region reference

Evidence Unit

Provenance: page · region · span · OCR path
Provenance: page · region · span · OCR path

Persistent Evidence Store

Indexed: metadata, vector embedding, timestamps
Indexed: metadata, vector embedding, timestamps

Retrieved Evidence Bundle

Ranked: similarity score, coverage, retrieval path
Ranked: similarity score, coverage, retrieval path

Grounded LLM Response

Cited: evidence unit IDs, traceable source links
Cited: evidence unit IDs, traceable source links

page analysis

text extraction

evidence creation

persistence

retrieval

grounded generation

Figure 1.2: ArchAI provenance chain
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At the beginning of the chain stands the source page image, identified as a concrete document
object. Segmentation then establishes regions and layout structure. OCR-derived extraction
produces spans that carry both textual content and confidence. These spans are transformed into
evidence units with explicit provenance, including links back to page and region. Persistent
storage ensures that they remain available beyond the immediate interaction. Retrieval then
forms evidence bundles ranked by relevance and coverage, which can support later queries.
Finally, grounded response generation packages the retrieved material into a bounded context
for synthesis. The result is not only a response, but a response whose evidential basis remains
recoverable.

This persistence matters for several reasons. First, it supports state and reproducibility. If a scholar
returns to a document later, the evidence layer still exists. Prior extractions, relevant spans, and
interaction-relevant context do not vanish when prompt history does. Second, it supports
queryable evidence. Stored spans and metadata can be filtered, ranked, and re-assembled in ways
that exceed isolated chat interaction. Third, it supports grounded generation. Retrieval-augmented
response generation gains practical value when the retrieved material is itself persistent,
inspectable, and tied to provenance [5, 24]. It also supports entity-centric exploration:
authority-linked evidence lets scholars move from local mentions to broader contextual
resources without detaching from the source passage that triggered the link [11, 17].

For this reason, ArchAI is not framed as a domain-specific chatbot. It is framed as a scholarly
interaction system built around persistent evidence. That difference is architectural: it changes
how the system stores information, retrieves context, constrains generation, and exposes results
to the user.

1.5 Main Challenges

Building an LLM-based assistant for historical-document scholarship is not simply a matter of
placing a chat interface on top of a corpus. The dominant risks are epistemic and infrastructural
at the same time. The system may produce plausible but weakly supported claims, flatten
uncertainty, mishandle identity across time and language, or obscure the path from source image
to answer. These risks define the design problem of the thesis.

A first challenge is grounding and citation faithfulness. If the system cannot make clear which
evidence supports its central claims, scholarly trust remains limited. This is especially important
in historical settings where extracted text may already be uncertain and where interpretation
often extends beyond explicit literal matches [5, 24, 29]. The aim is therefore not simply to attach
citations cosmetically, but to structure the response process so that core claims remain bounded
by retrieved evidence.

A second challenge is provenance across transformations. Historical-document workflows often
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pass through multiple representational stages: page image, segmented region, OCR span, stored
evidence object, retrieved bundle, generated synthesis. At each stage, the risk exists that
traceability becomes weaker. If those transformations are not carefully connected, later
responses may become detached from their material basis. This is why provenance standards
and evidence modeling are not secondary implementation details in this thesis [30–33, 53].

A third challenge is entity disambiguation under historical variation. Names of persons, places, and
institutions vary across languages, scripts, periods, and local conventions. A string-level match
is rarely enough. Yet scholarly usefulness often depends on exactly this kind of contextual
anchoring: identifying whether a mention refers to a known place, a historically attested person,
or an institution connected to a broader documentary network [11, 12, 14]. Authority linking
therefore has clear value, but it must be treated as confidence-sensitive enrichment rather than as
automatic truth assignment.

A fourth challenge is historical and linguistic domain shift. Modern language-model behavior is
shaped by present-day distributions and assumptions. Historical material often resists those
assumptions. Orthographic instability, abbreviation practices, multilingual mixtures, and sparse
context all increase the risk that the system normalizes too aggressively or interprets
anachronistically [7, 13]. In this domain, uncertainty must often be preserved rather than
suppressed.

A fifth challenge is scholarly interoperability. A useful digital-humanities system must not operate
as an isolated black box. It should remain compatible with the broader scholarly ecosystem of
text encoding, image interoperability, annotation, provenance, and linked data. Otherwise, even
a good answer remains hard to reuse inside actual research workflows [10, 30–33]. ArchAI is
therefore designed from the beginning with a view toward standards-aware evidence handling
and export.

Taken together, these challenges show that trustworthiness in historical-document AI is a
property of the full interaction architecture, not of the model alone.

1.6 Goals and Contributions

The thesis pursues four main goals.

These goals translate the problem framing of the introduction into explicit architectural,
implementation, integration, and evaluation targets. They also clarify the level at which the
thesis claims its contribution.

1. To design an evidence-aware system architecture for scholarly AI over historical documents.

2. To implement a document-centered and persistent evidence-centered interaction workflow
in which OCR-derived material remains recoverable and reusable.
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3. To integrate retrieval-aware grounding and authority-linked enrichment as workflow
features within that architecture.

4. To evaluate, within a compact but realistic historical-document setting, whether the
integrated workflow improves on weaker alternatives such as OCR-only interaction or OCR
plus plain LLM chat.

The contributions of the thesis are best understood as architectural, prototype-level, integrative,
and evaluative contributions.

First, the main architectural contribution is an evidence-aware workflow architecture in which
page images, extracted text, evidence storage, retrieval, authority linking, generation, and a
scholar-facing workspace remain structurally connected rather than isolated subsystems.

Second, the main implementation and prototype contribution is a persistent evidence-centered
workflow. In ArchAI, OCR output is not treated merely as transient text to be passed forward. It
is transformed into evidence units that can be stored, retrieved, cited, revisited, and linked.
Persistent evidence is therefore the central design mechanism of the interaction workflow.

Third, the main integrative workflow contribution is the incorporation of retrieval-aware grounding
and authority-linked enrichment into the workflow in a way that supports contextual navigation
without overstating the certainty of automatic linking. The thesis does not claim independent
novelty in OCR methods, segmentation methods, retrieval algorithms, authority-linking
algorithms, or model fine-tuning; those components are used, adapted, and orchestrated within
the ArchAI workflow.

Fourth, the evaluation contribution is a compact empirical comparison showing that, within the
evaluated setup and prototype conditions, the full pipeline improves on weaker baselines most
clearly in groundedness, traceability, and end-to-end task support.

The thesis therefore does not claim to solve historical interpretation through generation alone. Its
claim is narrower and more defensible: within the evaluated setup, language-model interaction
becomes more appropriate for this domain when embedded in an evidence-aware system
architecture.

1.7 Thesis Structure

The remainder of the thesis is organized as follows.

Chapter 2 reviews the relevant background and literature on historical OCR, Digital Humanities
infrastructure, retrieval-aware generation, authority resources, and knowledge integration. Its
purpose is to position ArchAI in relation to existing approaches and to identify the specific gap
that motivates the system.
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Chapter 3 derives the data and system requirements that shape ArchAI. It moves from intended
users and document characteristics toward functional and non-functional requirements, the
evidence model, and interoperability targets.

Chapter 4 presents the methodology of the thesis. It explains the document-processing and OCR
strategy, evidence creation and persistence, retrieval-aware grounding, authority linking, model
orchestration, and the evaluation design used to assess the system.

Chapter 5 describes the concrete implementation of ArchAI. It covers the repository backbone,
scholar-facing workspace, backend services, evidence persistence and retrieval components,
authority-linking layer, and model-provider mediation.

Chapter 6 evaluates the system across multiple dimensions, including OCR quality, grounding
and traceability, authority linking, segmentation robustness, and end-to-end scholarly task
support. This chapter provides the main empirical basis for the thesis claims.

Chapter 7 discusses what the thesis demonstrates, clarifies the limits of the current prototype
and evaluation, and outlines future directions for extending ArchAI as a scholarly AI workflow.

Chapter 8 concludes the thesis by restating the central argument and summarizing the main
contributions and implications of the work.

The sequence is therefore cumulative: it moves from problem definition and design rationale
through requirements, method, implementation, evaluation, and interpretation. This
progression is intended to make the architectural argument of the thesis readable from first
motivation to final conclusion.

Summary

This chapter defined the problem space of scholarly interaction with historical documents and
argued that generic chat-based systems are insufficient because the domain requires explicit
evidence, provenance, contextual enrichment, and verification support. It then introduced
ArchAI as an evidence-aware architecture and scholar-facing research prototype in which
document processing, OCR-derived evidence, persistent storage, retrieval, authority linking,
and grounded response generation remain structurally connected. Figure 1.1 established the
global architectural view, while Figure 1.2 clarified how claims remain traceable from source
pages through stored evidence into response support. The next chapter situates this design in
the relevant background and related work.
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Chapter 2

Background and Literature Review

2.0 Overview

This chapter positions ArchAI against the main lines of prior work relevant to
historical-document AI. The objective is not to review every neighboring field exhaustively, but
to identify the specific technical and scholarly gap that the thesis addresses. Section 2.1 examines
OCR and document-processing pipelines for historical material and argues that they solve
extraction, but not evidence-aware scholarly interaction. Section 2.2 discusses Digital
Humanities infrastructure, interoperability, and authority resources, showing that they preserve
important scholarly structures, but do not by themselves provide grounded interactive synthesis.
Section 2.3 reviews pre-LLM approaches to historical text processing and argues that they solve
useful tasks, but not the overall workflow from page to interpretation. Section 2.4 examines large
language model work in archives, retrieval, and cultural heritage, highlighting both access gains
and accountability risks. Section 2.5 discusses retrieval, persistent state, and knowledge
integration as the design space most relevant to ArchAI. Finally, Section 2.6 states the specific
gap addressed by the thesis.

Throughout the chapter, prior work is compared along four criteria:

1. what part of the problem it solves well,

2. what it preserves as usable scholarly structure,

3. what it does not preserve,

4. and why that missing property matters for historical-document interaction.

This frame keeps the focus on combination rather than component novelty. ArchAI does not
invent OCR, retrieval, linking, or language-model interaction independently; its contribution lies
in how these elements are combined around persistent evidence and traceable scholarly use.
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2.1 Historical OCR Solves Extraction, Not Scholarly Interaction

Historical OCR remains a foundational part of any digital workflow over historical documents,
but it addresses only one part of the broader problem. At its strongest, OCR solves the
transformation from page image to machine-readable text or text-like output. That is already
difficult in historical settings because character recognition depends on layout handling,
preprocessing, segmentation, corpus conditions, document degradation, and page-structure
representation [1, 37–41]. However, even strong historical OCR does not by itself provide a
system for grounded scholarly interaction.

The OCR-D initiative is important because it treats OCR as a modular, reproducible workflow
rather than as a single monolithic engine [1, 41, 54]. This is a substantial advance over naive
image-to-text thinking. It preserves workflow structure, makes processing stages explicit, and
aligns better with the realities of historical documents. OCR4all and GT4HistOCR similarly
demonstrate that historical OCR quality depends heavily on corpus fit, structural preprocessing,
and the quality of training or correction material [37, 38]. These systems preserve extraction
workflow well. They are strong on recognition infrastructure.

What they do not preserve is the next layer of scholarly use. They are not designed to turn
extracted output into persistent scholarly evidence that can later be retrieved, linked, cited, and
used to support grounded generation. OCR systems preserve the path to text, but not the path
from text to evidence-aware interaction. Downstream studies of OCR noise on named-entity
recognition make this gap visible from another angle: extraction quality affects later analytical
tasks, not only transcription accuracy [27]. For this thesis, that distinction is decisive: once text
has been extracted, the harder question is how it should be stored, contextualized, revisited, and
used in a way that preserves accountability to the source.

This becomes clearer in manuscript contexts. Manuscripts often contain decorative zones,
glosses, marginalia, non-linear reading structure, and locally unstable writing behavior. In such
cases, the problem is not only recognition accuracy but also the preservation of page structure as
an input to later interpretation. This is why the manuscript-aware segmentation context of
eManuSkript is especially relevant here. It preserves structural distinctions that later evidence
handling can still use. Yet even that does not itself solve the interaction problem. It improves the
quality and structure of upstream extraction, but it does not organize how extracted material
should become persistent, queryable scholarly evidence.

The relevant conclusion is therefore precise: historical OCR systems and OCR workflows are
necessary for ArchAI, but they are not sufficient. They solve extraction, not evidence-aware
interpretation. This distinction is one of the first points at which the literature reveals the gap
ArchAI is designed to fill.
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2.2 Scholarly Infrastructure Preserves Standards and Context,

Not Interactive Synthesis

A second major line of relevant work comes from Digital Humanities infrastructure, linked data,
and cultural-heritage standards. This literature preserves something that OCR systems usually
do not: interoperability, structured annotation, provenance, stable identifiers, and scholarly
reuse. These are essential properties for historical-document work, because scholarship depends
not only on readable text, but also on source reference, annotation, contextual anchoring, and
compatibility with broader research ecosystems [10, 30–33, 36, 52, 53, 55].

TEI preserves structured scholarly text representation [30]. IIIF preserves interoperable image
access and region-level reference [31]. Web Annotation preserves formal attachment of
commentary or notes to resources and fragments [32]. PROV-DM preserves derivation and
provenance relationships [33]. METS and related metadata standards preserve structural and
packaging logic across document objects [53]. CIDOC CRM and FAIR principles are also
relevant because they frame semantic interoperability and reusable data stewardship beyond
any single format specification [36, 55]. In parallel, linked-data work in archives and cultural
heritage preserves stable semantic context and inter-resource relations [10, 56].

This infrastructure work preserves scholarly data structure very well. It makes it possible to
identify, reference, annotate, and export historical material in ways that remain compatible with
long-standing research practice.

What it does not provide by itself is grounded interactive synthesis. A TEI-aware or IIIF-aware
system may preserve excellent structure and interoperability, yet still leave the scholar without
an interactive assistant that can assemble evidence, answer questions, and surface context in a
usable form. Likewise, linked-data infrastructures can preserve entity relations and identifiers,
but they do not automatically produce evidence-aware interpretive responses over page-based
source material.

Authority resources further illustrate this point. VIAF, Wikidata, and GeoNames preserve stable
identifiers and contextual anchoring for people, places, and institutions [2, 34, 35]. This is
extremely valuable in historical-document environments. Yet authority resources alone do not
solve local passage interpretation. They provide context, but not an interaction architecture that
keeps that context tied to retrievable page-level evidence. The missing step is the workflow that
connects local document evidence to authority-linked context and then exposes that connection
in scholar-facing interaction.

Figure 2.1 places infrastructure-oriented and extraction-oriented approaches in a common
taxonomy. It shows that historical-document AI is a landscape in which different approaches
preserve different properties: OCR preserves extraction, standards preserve structure, linked
data preserves contextual identifiers, and more recent generative systems preserve interactive
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flexibility. ArchAI is positioned where these preserved properties need to be combined.

OCR Quality Evidence

Persistence

Retrieval

Grounding

Authority

Linking

Scholar

Interface

OCR Pipeline ✓ — — — —

Normalization System ~ — — — —

Historical NLP ~ — — ~ —

Linked-Data Approach — ~ — ✓ —

LLM + RAGSystem ~ — ✓ — —

ArchAI (this thesis) ✓ ✓ ✓ ✓ ✓

✓ = fully supported~ = partial support— = not addressed

Figure 2.1: Historical-document AI taxonomy

The implication is direct: scholarly infrastructure is indispensable, but it is not yet an interaction
system. It preserves the structures ArchAI needs, but it does not by itself provide the
evidence-aware synthesis that ArchAI is designed to implement.

2.3 Earlier Historical NLP Solved Important Tasks, But Not the

Workflow

Before the current wave of large language models, historical text processing was dominated by
narrower but often methodologically disciplined approaches. These methods addressed clearly
defined problems such as normalization, named-entity recognition, or historical semantic
modeling. They solved real scholarly needs and often did so in highly interpretable ways. Their
limitation was not that they were weak. Their limitation was that they were task-specific.

Historical normalization work is a good example. Orthographic instability is a major obstacle for
search and downstream analysis in historical corpora, and normalization research addressed this
directly through both early rule-based and later comparative system work [8, 15]. This line of
work preserves a useful property: textual comparability across spelling variation. However, it
does not preserve source-linked evidence state as part of the interaction. Once normalization
becomes the center of the workflow, the scholar may gain cleaner text but lose the architecture



ArchAI 15

that ties normalized output back into persistent evidence, retrieval, and later answer support.

Historical named-entity work shows the same pattern. Surveys and adaptation studies
demonstrate that named-entity recognition and classification on historical material require
careful domain transfer and historical sensitivity [12, 14]. This line of work preserves entity-level
analytical capability. It allows people, places, and organizations to be identified more reliably
under historical conditions. Yet it usually stops at the task boundary. It does not define how
entity-bearing output should later participate in evidence-aware interaction, provenance,
retrieval, and scholar-facing synthesis.

Entity linking in historical corpora extends further toward contextualization. Systems such as
MELHISSA preserve multilingual and historically variable entity anchoring better than plain
string matching [11]. Historical geoparsing work such as the Edinburgh Geoparser illustrates the
same broader need to move from noisy local mentions toward usable spatial context [26]. That is
highly relevant to ArchAI. However, even here the main solved problem is still the linking task
itself. What remains missing is a system in which linked entities are attached to persistent
evidence units and surfaced back to the scholar inside an iterative interpretation loop.

Other historical NLP strands, such as diachronic semantics or distributional historical language
analysis, preserve valuable large-scale analytical perspective [28]. They show how lexical
meaning and use shift over time. Yet they usually do not remain tied to page-level provenance
or to evidence-sensitive interaction over specific historical documents. They are excellent
analytical tools, but not workflow architectures for grounded scholarly assistance.

The relevant point is therefore not that pre-LLM historical NLP was inadequate in general. On
the contrary, it solved many problems very well. The point is that it typically solved isolated tasks.
It did not unify the workflow from page image through extracted text and evidence into
contextualized, inspectable interaction. That is the gap that becomes visible only when the
problem is framed as scholarly workflow design rather than as single-task optimization.

2.4 Large Language Models Improve Access, But Weaken Ac-

countability Unless Structured

Large language models introduced a new capability into the historical-document landscape:
interactive synthesis. They can summarize, explain, transform, and contextualize text with a
fluency that task-specific pipelines usually do not provide. This is a genuine gain. Work on LLM
use in Digital Humanities and cultural heritage shows that such systems can broaden access to
collections, lower interpretive barriers, and support exploratory questioning in ways that
traditional pipelines do not [3,21,22]. The technical feasibility of such systems is tied to the wider
spread of large pre-trained and instruction-tuned model families, from GPT-3 and GPT-4 to
Llama 2 and Mistral, together with lightweight adaptation methods such as LoRA [4, 9, 18, 19, 60].
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What LLM-based systems preserve well is interactional flexibility. They allow the user to ask
broader questions, receive synthesized explanations, and move across tasks without needing
separate tools for summarization, comparison, and exposition. In many domains, that flexibility
is enough to make them highly practical.

What they do not preserve reliably by default is evidence accountability. Generic conversational
systems treat context as prompt-local and transient. They often provide useful-looking answers
while making it difficult to reconstruct exactly which evidence supported which claim. In
historical settings, this is especially dangerous because the source material is already unstable:
archaic language, orthographic variation, multilingual mixtures, OCR noise, and sparse
contextual clues all make overconfident synthesis risky [7, 13, 29]. A fluent answer can therefore
be helpful and still be epistemically weak.

This is not only a problem of hallucination in the narrow sense. It is also a problem of smoothing.
Generic LLM interaction tends to collapse uncertainty into coherent prose, even when the
underlying source conditions would justify hesitation, ambiguity, or multiple possible readings.
For historical scholarship, that is often the wrong behavior. Scholars may need the system to
preserve uncertainty rather than normalize it away. These concerns also sit inside the broader
foundation-model debate about capability, risk, and accountability [48, 49]. LLM use on
historical material already extends to adjacent tasks such as ancient-book translation, but those
tasks still differ materially from evidence-aware document interaction [20].

Recent work on LLM grounding and citation makes this tension more explicit. Retrieval- and
citation-aware language-model systems preserve more support structure than plain chat by
tying responses to external material [5, 16, 24]. This moves in the right direction, but even here
the question remains: what kind of evidence is being retrieved, and how persistent and
inspectable is it? In many systems, the retrieved context is still assembled ad hoc rather than
drawn from a document-centered evidence model with provenance and interaction continuity.

This is why generic LLM integration remains insufficient for the problem addressed in this thesis.
It solves the interaction problem in one sense by making the system more responsive and useful.
But unless it is embedded in a broader architecture, it weakens or fails to preserve exactly the
properties historical scholarship needs: evidence continuity, provenance, inspectability, and
recoverable support.

2.5 The Most Relevant Design Space Is Retrieval Plus Persistent

Evidence and Linked Context

The design space most relevant to ArchAI is therefore not simply “historical OCR plus LLM.” It
is the intersection of retrieval, persistent external state, and contextual knowledge integration.
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Retrieval-augmented generation preserves something generic chat does not: explicit dependence
on external evidence [5]. Citation-aware generation pushes this further by trying to preserve
support visibility in the answer itself [24]. Classical and dense retrieval work preserve two
complementary retrieval properties needed here: lexical precision in the case of BM25 and
classical information retrieval more broadly, and semantic flexibility in the case of DPR,
BERT/Sentence-BERT, and vector-based retrieval stacks such as FAISS [42–47, 59]. These
methods are relevant because historical-document interaction often requires both literal and
semantically flexible access to evidence.

However, retrieval alone is still not enough. What matters for ArchAI is that retrieval should
operate over a persistent evidence layer. If retrieved context is improvised for each query without
stable evidence objects behind it, then the system still lacks the kind of memory and revisitation
that scholarship requires. Historical-document interaction is cumulative: a scholar returns to
earlier pages, earlier evidence, earlier notes, and earlier uncertainties. Persistent evidence storage
therefore preserves a property that standard retrieval systems often do not preserve strongly
enough: continuity of evidence state across interaction. Related work on nearest-neighbor
models, RETRO-style retrieval, and SQLite-backed long-term memory reinforces the broader
point that persistent external state can materially change model behaviour [23, 50, 51].

Knowledge integration adds a third dimension. Authority-linked and graph-extended
approaches preserve the possibility of moving from local passages to broader contextual entities
and relations [6,17,25]. This is important in historical materials, where named entities often form
the bridge between local document content and larger historical context. Yet once again,
knowledge integration is most useful when it remains attached to local evidence rather than
replacing it.

Figure 2.2 positions ArchAI in exactly this design space. The figure is useful because it makes
clear that the system is not defined by one component alone. It sits at the intersection of
persistent evidence storage, retrieval-aware generation, and authority-linked enrichment. This is
also where the literature gap sharpens most clearly: many systems occupy one or two of these
dimensions, but not all three in a scholar-facing historical-document workflow.

This design-space perspective clarifies the contribution of the thesis operationally rather than
rhetorically. ArchAI differs from OCR pipelines by preserving evidence-aware interaction after
extraction, from scholarly infrastructure systems by adding grounded interactive synthesis, from
generic LLM interfaces by preserving persistent evidence and traceable support, and from
retrieval-only systems by grounding retrieved material in document-centered evidence objects
rather than a generic external corpus alone.
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Document
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& Indexing

Knowledge

Linking

Grounded

Generation
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Interface

OCR / HTR Pipelines ✓ — — — — —

Classical IR Systems — ✓ ✓ — — —

Knowledge Graphs — ✓ — ✓ — —

Generic RAGSystems — — ✓ — ✓ —

DH Annotation Platforms — ✓ — ✓ — ✓

ArchAI ✓ ✓ ✓ ✓ ✓ ✓

ArchAI is the only system class that integrates all six capability areas into one grounded scholarly workflow.

Figure 2.2: ArchAI in the design space

2.6 The Specific Gap Addressed by ArchAI

The literature reviewed above reveals a specific gap. OCR systems preserve extraction
workflows, but not evidence-aware scholarly interaction. Digital Humanities infrastructure and
linked-data systems preserve standards, identifiers, and provenance structures, but not
grounded interactive synthesis. Earlier historical NLP methods preserve task-level analytical
capability, but not the full workflow from page to interpretation. Generic LLM systems preserve
interactive flexibility, but often weaken accountability unless externally constrained. Retrieval
and knowledge-integration systems preserve evidence access and contextual expansion, but
often lack document-centered persistent evidence and scholar-facing historical workflow design.

ArchAI addresses this gap by combining five elements in one architecture:

1. OCR-derived evidence creation from page-based source material,

2. persistent evidence storage with provenance,

3. retrieval-aware response support over that persistent evidence,

4. selective authority-linked enrichment,

5. and a scholar-facing interface that keeps the user close to source and support.

Figure 2.3 summarizes this system logic as an end-to-end interaction loop.

The figure makes explicit what the prior work reviewed in this chapter rarely provides in one
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The interaction loop repeatedly moves between source material, stored evidence, contextual retrieval, and grounded response inspection.

Figure 2.3: ArchAI interaction loop

system: repeated movement between source page, OCR-derived evidence, stored support,
linked context, and interpretive response. This is the operational difference that defines the
thesis contribution. ArchAI is not simply another OCR workflow, standards-aware archive
interface, historical NLP task system, or LLM wrapper. It is a workflow architecture for
evidence-aware scholarly interaction over historical documents.

The gap, stated precisely, is therefore this: prior work usually preserves one or two of the
properties required for trustworthy historical-document AI, but not the full combination of
persistence, retrieval, provenance, contextual linking, and scholar-facing interpretive interaction.
The thesis addresses that missing combination.

Summary

This chapter reviewed the background and literature relevant to ArchAI by comparing prior
work in terms of the properties it preserves and leaves unresolved. Historical OCR research
preserves extraction workflows but not evidence-aware scholarly interaction. Scholarly
infrastructure and linked-data work preserve standards, provenance, and contextual structure
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but not grounded interactive synthesis. Earlier historical NLP methods preserve task-level
analytical capability but not the full workflow from page to interpretation. Large language
models preserve interactional flexibility, but weaken accountability unless structured through
retrieval and evidence. Retrieval- and knowledge-aware systems move closest to the ArchAI
design space, but still often lack persistent document-centered evidence and scholar-facing
workflow design. Against this background, ArchAI is positioned as a response to a specific gap:
the absence of systems that combine OCR-derived evidence creation, persistent storage,
retrieval-aware grounding, authority-linked enrichment, and traceable scholarly interaction in
one coherent architecture. The next chapter derives the data and system requirements that
follow from this problem.
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Chapter 3

Data and System Requirements

3.0 Overview

This chapter derives the requirements that shape ArchAI. Section 3.1 defines the target users and
the scholarly tasks the system is intended to support. Section 3.2 discusses the characteristics of
the documents and corpora assumed throughout the thesis, with emphasis on the instability and
structural complexity of historical page material. Section 3.3 presents the functional
requirements that arise from this user and document context. Section 3.4 presents the
non-functional requirements that constrain the architecture beyond basic functionality, including
inspectability, modularity, provenance sensitivity, and interoperability. Section 3.5 introduces the
evidence model and persistent data layer as the central internal representation of scholarly
support. Section 3.6 discusses authority resources and interoperability targets, showing how the
internal design of the system is shaped by external scholarly infrastructures. Finally, Section 3.7
clarifies the practical scope and assumptions of the implemented system.

3.1 Target Users and Tasks

ArchAI is intended primarily for historians, philologists, archivists, manuscript scholars, and
closely related Digital Humanities users who need to work with difficult historical page material
while preserving accountability to the source. This user model has direct architectural
consequences. The system is not designed for casual, single-turn conversational use, nor is it
optimized for purely convenience-driven question answering. Instead, it is intended for users
who need to move repeatedly between source page, extracted evidence, contextual resources,
and interpretive output.

This distinction matters because scholarly interaction differs fundamentally from ordinary
document chat. A casual user may accept a concise answer if it appears plausible and useful. A



ArchAI 22

scholar often cannot. The scholar must ask whether the answer is supported, which page or span
justifies it, how much uncertainty remains, whether the evidence can be revisited later, and
whether the output can be incorporated into a broader research workflow. The system therefore
has to support not only answer generation, but also evidence inspection, traceability, contextual
navigation, and iterative revisitation.

The tasks that ArchAI is designed to support reflect this context. At a minimum, the system
must support passage summarization, contextual interpretation, evidence-backed question
answering, and entity-centric exploration across difficult source material. It should also support
practical scholarly micro-tasks such as inspecting OCR-derived text, comparing extracted
evidence against the source image, following entity links into external resources, and revisiting
earlier evidence or responses within a longer workflow. These are not peripheral features. They
define what makes the system useful in humanities practice.

Figure 3.1 captures this relationship among users, tasks, and system requirements. The figure
makes visible that the architecture is not being designed in abstraction from usage. It begins
with concrete user groups and scholarly task types, then derives the technical requirements that
become necessary if those tasks are to be supported responsibly. In this sense, the figure is
foundational for the chapter: it shows that ArchAI is requirements-driven rather than
model-driven.

User Roles

Historian

Philologist

Archivist

Manuscript Scholar

Scholarly Tasks

Passage Summarization

Contextual Interpretation

Evidence-Backed QA

Entity Tracking

System Requirements

OCR Evidence Ingestion

Persistent Evidence Store

Retrieval-Aware Grounding

Authority Linking

Figure 3.1: Users, tasks, and requirements

The user groups shown in the figure do not all interact with the system in identical ways. A
philologist may prioritize uncertain readings and textual comparison, whereas an archivist may
prioritize contextual explanation and reliable traceability across document collections. A
manuscript scholar may need tight coupling between page regions, extracted text, and
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interpretive notes. Yet all of these use cases share a core demand: the system must preserve the
link between interpretation and evidence. The tasks therefore differ in emphasis, but they
converge on the same architectural requirement: interaction must remain evidence-aware.

This user-and-task framing provides the immediate basis for the rest of the chapter. Once the
intended scholarly use is fixed in this way, the document assumptions and system requirements
that follow become much more precise.

3.2 Document Characteristics and Corpus Assumptions

The system is designed for historical page material with properties that make straightforward
document processing unreliable. These properties include variable print or manuscript quality,
non-standard orthography, multilingual fragments, unstable naming conventions, region
complexity such as glosses, marginalia, decorative initials, or irregular layout zones, and OCR
uncertainty or partial extraction errors [1, 12, 13, 37, 38]. In other words, the system does not
assume that the source material is already clean, normalized, or semantically stable.

This assumption is important because it changes the role of the evidence layer. If the text
extracted from a page were always complete and correct, a simpler architecture might suffice.
The system could behave more like a standard retrieval or question-answering system over a
reliable corpus. Historical material rarely allows this simplification. OCR output may be
incomplete, noisy, structurally flattened, or locally ambiguous. For that reason, the system must
tolerate imperfect extraction and still remain usable in the presence of uncertainty.

The thesis also assumes page-based source material rather than only pre-cleaned document text.
This is a deliberate methodological decision. Historical scholarship often requires the user to
return from extracted text to the source image and to assess whether the extracted material
actually supports the interpretation being proposed. A system that begins only from normalized
or cleaned text risks losing exactly those features of the source that matter for interpretation.
Page-centricity is therefore not a UI preference. It is a scholarly requirement.

The corpus assumptions of ArchAI are correspondingly modest and realistic. The system does
not assume a universal historical corpus format, nor does it assume perfect OCR or full manual
transcription. It assumes instead that document processing produces usable but imperfect
evidence. This evidence may include OCR-derived spans, region information, page identifiers,
confidence signals, or links into structured metadata. The architecture is then designed to
preserve and reuse that evidence rather than pretending that upstream uncertainty has already
been solved.

A second corpus assumption concerns heterogeneity. Historical collections differ across period,
script, document type, and language. Administrative, liturgical, narrative, legal, and scholarly
materials place different pressures on extraction and interpretation. Entity-rich texts and
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entity-poor texts behave differently under authority linking. Printed pages and manuscripts
behave differently under segmentation and OCR. The system is therefore designed as a flexible
workflow architecture rather than as a narrow corpus-specific model. It must be able to
accommodate different upstream extraction conditions without collapsing the later evidence and
retrieval logic.

These corpus assumptions define the boundary conditions for the functional requirements that
follow. Because the source material remains page-based, heterogeneous, and imperfectly
extracted, the system cannot be specified only as a text-access or answer-generation tool.

3.3 Functional Requirements

From the user and document context described above, a set of functional requirements follows
directly. These requirements define what the system must be able to do in order to support
grounded scholarly interaction over historical documents.

First, the system must ingest and represent page-based document material. The source page
remains the primary object of interpretation, so the system must preserve a page-oriented view
of the material rather than relying only on detached text strings.

Second, the system must support OCR-derived evidence creation. Extracted text cannot remain
an intermediate by-product that disappears after a prompt is assembled. It must be transformed
into evidence-bearing units that remain available for later inspection, retrieval, and reuse.

Third, extracted evidence must be stored persistently together with page- and span-level
provenance. This is one of the defining requirements of ArchAI. Without persistence, there is no
stable scholarly memory layer. Without provenance, there is no reliable way to return from
interpretation to source support.

Fourth, the system must support retrieval-aware response generation. A user query should not
become a free-form prompt in isolation. Relevant evidence should be retrieved, assembled, and
passed forward as bounded support for generation [5, 24].

Fifth, the system must support authority-linked enrichment for entity-bearing material.
Mentions of persons, places, and institutions should, where appropriate and sufficiently
confident, be linked to external authority resources such as VIAF, Wikidata, and
GeoNames [2, 11, 34, 35].

Sixth, the user must be able to inspect evidence rather than seeing only the final answer. This is
essential for scholarly verification and differentiates ArchAI from a plain OCR-plus-chat
workflow.

Seventh, the system must preserve session continuity and evidence recoverability. Earlier
evidence objects, links, and responses should remain available beyond a single interaction turn.
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Eighth, the system should support export or alignment toward broader scholarly infrastructures
and standards, so that outputs remain usable within Digital Humanities workflows rather than
trapped inside the application boundary [30–33, 53].

These requirements are tightly coupled rather than independent. A system could satisfy OCR
extraction without supporting persistent evidence. It could support retrieval without authority
linking. It could generate plausible answers without exposing support. But ArchAI is defined by
combining these requirements into one interaction environment. Figure 3.1 is useful here again
because it shows why these functions are not arbitrary additions. They emerge directly from the
relationship between the intended users and the tasks they need to perform.

3.4 Non-Functional Requirements

Several non-functional requirements are equally important because they determine whether the
system remains trustworthy, maintainable, and appropriate for a scholarly prototype rather than
only feature-rich on paper.

The first is inspectability. The system should allow the user to inspect not only the answer but the
evidence and structural basis of the answer. Inspectability matters at the interface level, where
evidence must remain visible, and at the architectural level, where transformations from page to
extracted span to retrieved evidence should not become opaque black-box steps.

The second is reproducibility. If evidence bundles, links, or responses are derived from persistent
internal objects, the system should support revisitation of these states. Reproducibility does not
mean that all generative output becomes deterministic, but it does mean that the evidential basis
of the response remains sufficiently stable to support scholarly reuse and checking.

The third is modularity. Historical-document workflows are heterogeneous. OCR providers,
extraction paths, authority services, and generation models may change over time. The system
should therefore be organized so that such components can be replaced or reconfigured without
redesigning the entire architecture. This is particularly important in a research context, where
comparison of alternative OCR or model paths is part of the methodological value of the system.

The fourth is provenance sensitivity. Provenance must survive the workflow rather than being
retrofitted at the end. This requirement affects data modeling, retrieval design, interface
exposure, and export possibilities. It is not enough for provenance to exist abstractly; it must
remain practical and accessible throughout the system.

The fifth is interoperability. A scholarly prototype should not be architecturally isolated from
broader standards and infrastructures. It should, as far as feasible within thesis scope, remain
compatible with image, annotation, provenance, and textual-data ecosystems used in Digital
Humanities and cultural-heritage practice [30–33, 52, 53].
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The sixth is realistic implementability. Because the system is built within a master’s-thesis scope,
the architecture must be credible without pretending to full institutional scale. Some features
must therefore be designed in a way that supports real evaluation and real interaction while
remaining feasible within the available time, data, and implementation environment.

These non-functional requirements matter because they prevent the architecture from becoming
narrowly optimized around immediate output quality while neglecting scholarly usability. A
system that answers quickly but cannot expose its evidence, preserve provenance, or adapt its
components responsibly would fail the more important test of long-term research usefulness.

3.5 Evidence Model and Persistent Storage

The core of the system is the evidence model. In ArchAI, OCR output is not treated as temporary
prompt material. Instead, it is transformed into evidence units that can be stored, retrieved,
cited, revisited, and linked. This is the most important internal design decision of the thesis
because it defines what the system remembers and how later interaction remains grounded.

More precisely, an evidence unit is the smallest persistent scholarly record on which later retrieval,
citation, and grounded response support operate in ArchAI. In the current prototype materials,
this record is page-local and span-based: it is created from an OCR-derived text span, anchored
to a validated document and page, and, where segmentation output is available, further
localized by a line or region reference and by page coordinates or bounding boxes. The thesis
therefore does not treat the whole page, the whole document, or arbitrary prompt fragments as
the primary evidence object. Those larger structures remain source context for the unit, but the
unit itself is the reusable span-level record that can be stored, retrieved, and cited.

Document and page records remain distinct source-context objects around the evidence unit.
The document carries collection-level identity and descriptive context, while the page anchors
the local span to image path and layout. Interaction state, notes, and query history may refer
back to evidence units, but they are kept conceptually separate from the unit itself. This
distinction matters because the same evidence object must serve simultaneously as
provenance-bearing record, retrieval target, and response-support anchor.

Figure 3.2 presents the evidence data model and persistent storage logic. The figure shows that
the central object is not the raw OCR string alone, but the evidence unit: a stored object that
carries extracted text together with identifiers, provenance, confidence, and links to document
and page context. Around that object sit document-level entities, page references,
extraction-source metadata, interaction-state information, retrieval structures, authority links,
and export-oriented annotation components. This design expresses the thesis claim that
persistence, not prompt state, is the central memory mechanism of the system.

Table 3.1 summarizes the compact evidence-unit schema recoverable from the current prototype
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Figure 3.2: Evidence model and storage

materials.

The figure and table also make clear that the evidence unit is not identical with the retrieval
index or with the later prompt context. The persistent evidence unit is the canonical scholarly
record. Retrieval operates over a derived index entry or search representation, and grounded
generation receives only the later evidence bundle assembled from retrieved units. Because the
available workspace materials do not expose the concrete storage backend or search engine, the
thesis describes this separation at the level of a persistent evidence store, retrieval IDs, indexed
or embedded representations, and evidence bundles rather than as a claim about a specific
database or vector-store product.

This structure allows the system to support several properties that a plain OCR-plus-chat setup
lacks. It supports recoverability, because extracted evidence remains available after the initial
extraction pass. It supports queryability, because stored evidence units can be indexed and
filtered. It supports traceability, because the path from response to evidence can be reconstructed.
It supports linkability, because authority resources can attach to evidence-bearing mentions
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rather than to detached strings. Finally, it supports exportability, because the stored structure can
later be aligned with annotations, provenance models, or interoperable scholarly formats.

The figure also makes visible that the evidence layer sits between extraction and generation, not
beside them. This is essential. If evidence storage were treated as a secondary logging feature, it
would not shape retrieval or response assembly in a meaningful way. In ArchAI, by contrast,
evidence persistence is operational: retrieval runs over stored evidence, response support is
assembled from stored evidence, and interaction continuity depends on stored evidence.

This design also reflects a practical research judgment. Historical-document AI requires a
memory model that respects scholarly revisitation. Scholars return to earlier passages, earlier
questions, and earlier interpretations. A system that remembers only the current prompt
window does not match this pattern of use. Persistent evidence storage does.
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Table 3.1. Evidence-unit schema. Compact conceptual schema recoverable from the current prototype mate-
rials.

Field / relation Role in the evidence unit Status in the current
prototype materials

Document identifier
(doc_id)

Links the unit to its parent document
and collection context

Explicit in the data-model
figure; treated as stable
source context

Page identifier (page_id) Anchors the unit to a concrete source
page

Explicit in the data-model
figure and workspace
example

Page-local locator Region reference, line reference, and/or
page coordinates or bounding box for
the span

Available when
segmentation-aware
extraction supplies local
structure; granularity is
page-local rather than
document-global

Extracted text span OCR-derived textual content carried by
the unit

Core unit content used later
in retrieval and grounded
response support

Source / extraction
metadata

Identifies the OCR / segmentation path
from which the span was derived

Explicit in the figures and
implementation description

Provenance metadata Preserves the route back from the unit to
page-local source support

Core traceability
requirement throughout
the thesis

Confidence signal Records extraction or enrichment uncer-
tainty where available

Present in the prototype
materials, but confidence
handling is intentionally
bounded

Retrieval ID / index key Gives the unit a stable handle inside the
retrieval layer

Explicit in the data-model
and backend-flow materials

Retrieval representation Makes the stored unit searchable
through indexed text and, where
generated, embedding-based search
representation

Treated as retrieval-facing
structure derived from the
persistent unit; exact
backend format is not
specified in the available
workspace materials

Optional authority links Attaches VIAF, Wikidata, or GeoNames
enrichments to the unit when plausible

Selective rather than
universal; attached only for
suitable evidence-bearing
mentions
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3.6 Authority Resources and Interoperability Targets

Authority linking is constrained by both scholarly usefulness and the reliability of external
resources. ArchAI therefore treats authority linking as a confidence-sensitive enrichment layer
rather than as an infallible semantic truth layer. The main resources considered are VIAF,
Wikidata, and GeoNames [2, 34, 35]. These resources provide stable identifiers, multilingual
labels, and contextual relations that are highly valuable once a mention has been linked with
sufficient confidence.

The purpose of authority linking in ArchAI is not to transform the system into a full historical
knowledge graph. Its purpose is more focused: to allow suitable mentions in OCR-derived
evidence to connect outward to stable contextual anchors. This is especially useful in
historical-document settings where entity names vary across spelling and language and where
local passages often need contextual interpretation beyond the page itself. Yet this usefulness is
inseparable from uncertainty. A historically oriented system must prefer conservative linking
over aggressive but misleading linking.

Interoperability targets follow the same logic. The system should remain compatible, as far as
feasible, with the infrastructures through which scholars already manage and interpret sources.
Figure 3.3 visualizes this outward-facing aspect of the design. Internally, ArchAI stores evidence
objects with provenance and interaction state. Externally, these objects should be able to align
with standards and infrastructures such as TEI, IIIF, Web Annotation, PROV-DM, and related
cultural-heritage data environments [30–33, 52, 53, 56].

Internal ArchAI

Evidence Model

documents, pages, spans,

provenance, links, history

Export +

Interoperability Layer

TEI

text markup

IIIF

image regions

Web Annotation

structured notes

PROV

provenance

Authority Files

VIAF, Wikidata, GeoNames

Figure 3.3: Interoperability targets
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The figure is important because it shows that interoperability is not something added after the
main system has already been designed. It is part of the design from the beginning. Evidence
objects, annotations, provenance relations, and authority links are modeled in ways that can
later support export, integration, or standards-aware reuse. This matters for a thesis whose main
contribution is architectural. If ArchAI is to be more than a private experiment, it must already
be designed in a way that makes future interoperability plausible.

The requirement is not absolute completeness. A master’s-thesis prototype does not need to
implement every possible export path or institutional standard in full depth. What matters is
that the internal design does not close those paths off. The system should make later
standards-aware integration possible rather than structurally difficult.

3.7 Scope and Assumptions

This thesis focuses on a compact but credible implementation. It does not attempt to solve all
historical OCR, manuscript segmentation, or scholarly-interface problems at production scale.
Instead, it implements enough of the workflow architecture and prototype to demonstrate the
viability of the architecture and to evaluate its usefulness relative to weaker baselines.

The available prototype materials are also stronger on workflow structure than on storage-engine
internals. They justify a concrete evidence-unit model, a persistent evidence store, a retrieval
index, and a bounded context-assembly path, but they do not justify stronger claims about exact
database technologies, vector-store backends, or low-level retrieval hyperparameters.

This bounded scope has several implications. First, the thesis does not claim to train a new
universal OCR or HTR model from scratch. It works with upstream extraction paths and
evaluates how their outputs can become persistent and useful evidence within a broader
evidence-aware workflow. Second, it does not claim perfect authority linking under all historical
conditions. Linking is treated as selective enrichment under uncertainty. Third, it does not claim
to replace institutional Digital Humanities infrastructures. Rather, it demonstrates a workflow
architecture that is designed to remain compatible with such infrastructures.

At the same time, the scope is strong enough to support meaningful prototype-level claims. The
implemented prototype includes a working scholar-facing interaction environment, persistent
evidence storage, retrieval-aware grounding, and authority-linked enrichment. These are
precisely the components necessary to test the main thesis argument: that language-model
interaction becomes more appropriate for historical-document scholarship when embedded in
an evidence-aware workflow.

In this sense, the thesis scope is intentionally balanced. It is neither too narrow to support real
conclusions nor so broad that its claims become unrealistic. The contribution is not institutional
completeness. It is the demonstration of a viable architecture, the articulation of the requirements
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that motivate it, and the implementation of enough of that architecture to support evaluation.

Summary

This chapter derived the requirements that shape ArchAI from the intended users, tasks, and
document characteristics of historical-document scholarship. It established that the system must
operate over imperfect page-based source material, preserve OCR-derived output as persistent
evidence, support retrieval-aware grounding and authority-linked enrichment, and remain
compatible with broader scholarly infrastructures. Figure 3.1 showed how users and scholarly
tasks motivate the technical requirements of the system. Figure 3.2 clarified that OCR-derived
spans are transformed into persistent evidence units rather than remaining temporary prompt
material. Figure 3.3 showed that the system is designed with explicit outward connections to
standards and authority resources. Together, these requirements form the basis of the
methodology presented in the next chapter.
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Chapter 4

Methodology

4.0 Overview

This chapter presents the methodology of the thesis. Section 4.1 explains the overall research and
design approach and clarifies why the thesis is best understood as a system-building study with
empirical evaluation rather than as a narrow algorithm comparison. Section 4.2 describes the
document-processing and OCR strategy that provides the upstream evidence used throughout
the system. Section 4.3 explains how OCR-derived output is transformed into persistent
evidence rather than being treated as transient prompt material. Section 4.4 discusses
retrieval-aware grounding and the role of evidence assembly in the interaction workflow.
Section 4.5 presents the authority-linking approach and clarifies why linking is treated as
selective enrichment under uncertainty rather than as automatic semantic truth assignment.
Section 4.6 describes the model layer and orchestration strategy, emphasizing that the language
model operates within a mediated evidence-aware backend rather than as an unrestricted
conversational core. Finally, Section 4.7 presents the evaluation design and explains how the
research questions, evaluation axes, and system logic are connected.

4.1 Research and Design Approach

This thesis follows a system-building methodology. The aim is not only to compare isolated
algorithms, but to design, implement, and evaluate a coherent workflow for grounded scholarly
interaction with historical documents. The central research claim is architectural: large language
model interaction becomes more useful and more trustworthy for historical-document
scholarship when it is embedded in an evidence-preserving, retrieval-structured workflow. The
methodological unit of interest is therefore not a single model or component, but the workflow
as a whole.
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This methodological position differs from a conventional benchmark study in two important
ways. First, it treats the system architecture itself as a research contribution. The thesis is not
merely measuring the performance of an OCR engine, a retriever, or a language model in
isolation. Instead, it is studying how these components interact when organized around
persistent evidence and scholar-facing use. Second, it evaluates the resulting system on multiple
levels. Upstream OCR quality matters because poor extraction weakens later evidence creation.
Retrieval and linking matter because they shape what the model sees and how it connects local
source material to wider context. Response quality matters because the final interaction must
remain grounded and useful. The methodology therefore has to bridge extraction, storage,
retrieval, linking, generation, and evaluation in one coherent frame.

Figure 4.1 summarizes this logic. It presents the thesis not as a single-path pipeline ending in a
model output, but as a methodological chain that begins with page-based source material and
moves through extraction, evidence formation, storage, retrieval, enrichment, generation, and
evaluation. The diagram makes explicit that the thesis evaluates a workflow rather than a
standalone model component.

Phase 1
Document Processing

Page Image Input

Layout Segmentation

(eManuSkript)

OCR Extraction

(GLM · SAIA · Transkribus)

Phase 2
Evidence Creation

Text Span Extraction

Provenance Attachment

Persistent Storage

& Indexing

Phase 3
Interaction & Evaluation

Retrieval & Linking

Grounded Generation

Multi-dimensional

Evaluation

Evaluation axes: OCR quality · Evidence grounding · Authority linking · End-to-end task support

Figure 4.1: Methodological workflow

The methodology is also empirical. The architectural ideas of ArchAI are not left at the level of
conceptual design. They are realized in an implemented prototype and tested against weaker
alternatives. This matters because the core thesis argument is not that evidence-aware interaction
is attractive in principle, but that it produces measurable and interpretable advantages in
practice, especially in groundedness, traceability, and end-to-end scholarly task support.

A further methodological choice concerns realism. The thesis does not assume perfect historical
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OCR, perfect linking, or unlimited evaluation resources. Instead, it works with historically
plausible constraints: imperfect OCR, selective enrichment, a bounded implementation scope,
and a compact but structured evaluation. This makes the methodology suitable for a
master’s-thesis setting while still supporting meaningful conclusions about system design.

4.2 Document Processing and OCR Strategy

The system assumes page images as the primary source material. OCR and page understanding
therefore remain upstream dependencies of the scholarly interaction layer. ArchAI does not
begin from an already stabilized textual corpus. It begins from the more difficult and historically
faithful situation in which source pages must be processed into evidence-bearing textual objects
under conditions of uncertainty [1, 12, 13, 37, 38].

In the present implementation, the system supports multiple OCR-style extraction paths,
including a local GLM OCR path, a GWDG API-mediated SAIA path using a multimodal model,
and an external Transkribus benchmark path used as a reference OCR comparator in the
evaluation. The reason for retaining multiple extraction paths is methodological as well as
practical. It avoids tying the entire thesis to one upstream OCR assumption and allows the
evaluation chapter to distinguish between the architectural contribution of ArchAI and the
quality of a specific extraction route. The system is thus designed to remain compatible with
OCR heterogeneity rather than assuming one universally dominant recognizer.

Figure 4.2 shows the OCR and evidence-creation pipeline at a more detailed level. The figure
starts with the page image and moves through segmentation-aware or OCR-style extraction
toward structured evidence formation. This is methodologically important because it makes
visible that extraction is not treated as a flat image-to-text event. Instead, it sits inside a broader
transformation process in which source structure, textual output, and provenance are preserved
sufficiently to support later evidence use.

A further methodological element is the use of manuscript-aware segmentation context from
eManuSkript. In the workflow documented by the project materials, this segmentation stage
yields page-local structural references such as regions, lines, and bounding boxes that organize
later extraction. The point is not to claim that this thesis develops the segmentation model itself
as its central contribution. Rather, the point is that the system benefits from an upstream
processing context in which pages are understood as structured manuscript objects rather than
flat inputs. This structural output conditions OCR input boundaries and the later formation of
evidence units, because extracted spans can remain tied to specific page zones and layout logic
rather than being flattened immediately into unlocalized text [58].

This dependency is methodologically important because segmentation is not merely a
preliminary cleanup step. It is part of the causal structure of the later workflow. If segmentation
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Figure 4.2: OCR-to-evidence pipeline

misses a relevant region, merges distinct regions, or fragments a continuous passage into
unstable pieces, then OCR receives poorer boundaries, evidence units inherit distorted
granularity, provenance becomes less precise, and later retrieval and grounded response
generation operate over a weaker support base.

The thesis therefore treats OCR quality as a necessary but insufficient condition for useful
scholarly interaction. OCR alone can produce text, but it does not by itself produce inspectable
evidence, persistent scholarly memory, or retrieval-ready support objects. Its role here is to
provide a usable evidence substrate, even though that substrate may still contain errors,
omissions, or uncertainty.

Another important methodological consequence is that OCR is evaluated not only as a raw
recognition step, but as part of a larger evidence chain. A system that achieves slightly lower
raw OCR scores but produces more recoverable, traceable, and structurally usable evidence may
still be preferable in the broader workflow context. The thesis therefore refuses to collapse the
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evaluation of historical-document AI into OCR metrics alone, even while recognizing that OCR
remains a major upstream dependency.

4.3 Evidence Creation and Persistence

Once extracted, OCR output is transformed into stored evidence rather than being treated as
transient prompt input. This is the core methodological decision of the thesis. It is also the point
at which ArchAI diverges most sharply from plain OCR-plus-chat workflows. In a generic
workflow, OCR text is often passed directly into a prompt window or temporary backend call.
The result may still be useful, but the evidence basis of later interaction remains weak because it
is not stored as a first-class internal object. In ArchAI, by contrast, OCR-derived text is converted
into evidence units that remain available for inspection, retrieval, linking, and re-use.

Concretely, the current prototype materials treat evidence creation as a page-local span
formation step. Extracted text spans with region references are converted into evidence units
that carry textual content, page anchoring, provenance, confidence, and a retrieval-facing
identifier or search representation. The thesis therefore does not assume whole-page retrieval or
direct prompting over raw OCR output. The operational object of later interaction is the
evidence unit. At the same time, the available workspace materials do not expose a lower-level
database schema or storage-engine implementation. For that reason, the methodology describes
evidence creation at the level of span-to-unit transformation, persistent storage, and retrieval
readiness rather than at the level of storage internals.

This transformation has several methodological advantages. First, it supports repeatability of
interaction. Once evidence has been created and stored, later queries do not depend entirely on
re-running the extraction stage or reconstructing context from scratch. Second, it supports
inspectability because the system can expose the evidence objects that underlie the answer rather
than only the answer itself. Third, it supports grounded response generation because retrieval
operates over a persistent evidence layer rather than over improvised prompt-local context.
Fourth, it supports cumulative use, allowing interaction to become stateful in a way that reflects
actual scholarly workflows.

The evidence-creation process therefore functions as the bridge between OCR and later
reasoning. Its methodological role is not passive storage. It actively shapes what the retriever
sees, how the evidence is bundled, how linking is attached, and how the model is constrained in
later response generation. In this sense, evidence persistence is not merely an implementation
convenience. It is the operational center of the method.

The transformation from OCR output to evidence also changes what the system is able to
evaluate. If OCR text remained ephemeral, the thesis could still evaluate answer fluency, but it
would struggle to evaluate groundedness and traceability in a meaningful way. Persistent
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evidence makes it possible to ask whether the answer is actually supported by retrievable stored
material and whether the support can be shown back to the user. That is why evidence creation
is not only a system feature but also an evaluation enabler.

Methodologically, this approach also accepts that evidence may remain imperfect. OCR-derived
spans can contain noise, partial readings, or structural simplifications. The thesis does not
assume that evidence persistence eliminates such imperfections. Instead, it assumes that
preserving imperfect evidence with provenance is more useful for scholarship than transforming
it into polished but unsupported responses. This is consistent with the broader thesis position
that bounded uncertainty is preferable to confident detachment from source material.

4.4 Retrieval-Aware Grounding

Grounding in ArchAI is implemented through retrieval-aware interaction. A user query does
not directly become a free-form model prompt. Instead, the system retrieves relevant stored
evidence, assembles contextual support, and constrains the answer around that material. This
methodological choice reflects the assumption that historical-document interaction requires
bounded evidence support rather than unrestricted generative synthesis.

Figure 4.3 shows the retrieval, linking, and grounded-generation flow. The figure makes the
interaction constraints of the workflow explicit. A query enters the system, retrieval selects
evidence-bearing material, suitable mentions may be enriched through authority linking, and a
bounded support package is then prepared for response generation. The answer thus emerges
from assembled support rather than from isolated prompt improvisation.

As specified in the project materials, this path is organized as user query, query encoding,
evidence retrieval from the persistent store, evidence bundle construction from ranked spans
with provenance, optional authority linking, context assembly, and grounded generation. The
same figure characterizes query encoding as a hybrid dense-vector plus sparse-BM25 step.
Because the underlying repository code is not included in the current workspace, the
methodology does not claim more detailed fusion weights, score thresholds, cut-off policies, or
deduplication heuristics. What can be stated securely is that retrieval operates over persistent
evidence units and yields a ranked evidence bundle before generation.

The retrieval layer serves more than one function. At the most basic level, it acts as a recall
mechanism, allowing relevant evidence units to be found efficiently from persistent storage.
More importantly, it also acts as a guardrail against unsupported output. By requiring that
central response content be assembled from retrieved evidence, the system reduces the space of
unconstrained generation. This does not eliminate hallucination or overinterpretation entirely,
but it changes the system’s default behavior from free synthesis to evidence-bounded synthesis.

The methodology therefore treats retrieval not as a convenience enhancement but as a structural



ArchAI 39

User Query

Query Encoding

dense vector + sparse BM25

Evidence Retrieval

from persistent store

Evidence Bundle

ranked spans with provenance

Context Assembly

evidence + linked enrichment

Grounded LLM Generation

bounded by retrieved evidence

Response + Traceable Citations

Authority Linking

VIAF · Wikidata · GeoNames

Figure 4.3: Retrieval, linking, and grounding
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component of scholarly trustworthiness. In ordinary conversational systems, retrieval is often
used to improve answer accuracy or freshness. In ArchAI, retrieval additionally serves a
verification function because it makes the evidential basis of the answer more explicit and
recoverable.

A second important methodological point is that retrieval must remain compatible with the
nature of historical evidence. Exact lexical matching alone is often insufficient because historical
spelling variation and OCR instability make literal matching brittle. At the same time, fully
semantic retrieval without traceability can become too loose for scholarly use. The hybrid
retrieval description documented in the project figures is therefore methodologically plausible
for this domain: it preserves room for both literal and semantically guided access to stored
evidence while keeping the retrieved result anchored in identifiable spans. The current thesis
can justify that hybrid formulation as part of the prototype design, while leaving low-level
ranking parameters explicitly undocumented in the available materials.

The term grounding is therefore used in this thesis in a strong sense. It does not mean merely that
the answer was somehow influenced by relevant context. It means that the system is deliberately
organized so that central claims can be traced back to retrieved evidence units and, through
them, to source-linked provenance. This is the methodological foundation on which the later
evaluation of groundedness and traceability rests.

4.5 Authority Linking

Authority linking is implemented as a selective enrichment layer. It is applied where
entity-bearing content is present and where linking is likely to improve contextual usefulness.
This is an important methodological distinction. The thesis does not treat linking as an
automatic semantic-truth mechanism that resolves all ambiguity once and for all. Instead, it
treats linking as probabilistic contextual support under historically realistic uncertainty.

This is necessary because historical documents often contain unstable or partial names,
multilingual variants, local abbreviations, and context-poor mentions. Under such conditions,
an aggressive linking strategy would create many false certainties. A scholar-facing system
should prefer inspectable caution over unjustified decisiveness. Therefore, the methodological
aim of linking in ArchAI is not exhaustive entity resolution. It is context-sensitive enrichment
that can be inspected, accepted, questioned, or ignored as appropriate.

Within the workflow, linking operates after evidence creation and in relation to retrieved
material. This is a significant methodological choice. By attaching linking to evidence-bearing
spans rather than to detached strings, the system keeps contextual enrichment tied to the
document passage that motivated it. This reduces the risk that linking becomes an isolated
metadata exercise detached from scholarly interpretation.
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Linking also plays a specific role in the broader architectural argument of the thesis. It helps
demonstrate that the system is not limited to preserving local evidence only. It can also connect
that evidence to wider historical context where appropriate. Yet the methodological treatment
remains conservative: usefulness, plausibility, and correctness matter more than raw linking
coverage. This conservative stance is later reflected in the evaluation chapter, where authority
linking is assessed not as an absolute truth mechanism but as a bounded enrichment component.

4.6 Model Layer and Orchestration Strategy

The model layer of ArchAI is treated as one component in a broader orchestration structure. This
is one of the defining methodological choices of the thesis. The system does not allow the
frontend to interact directly with the language model in an unrestricted way. Instead, the model
is invoked through mediated backend logic after evidence assembly and, where relevant, after
retrieval and authority-linked enrichment. This preserves the role of evidence persistence and
retrieval in the workflow and prevents the model from bypassing the architectural constraints
that give the system its scholarly value.

This orchestration approach serves several methodological purposes. First, it keeps the language
model bounded by system state rather than by arbitrary prompt composition alone. Second, it
allows multiple model or provider paths to coexist without changing the fundamental
interaction logic of the system. Third, it ensures that evidence storage, retrieval, and enrichment
remain architecturally prior to final response generation rather than optional supplements.

From a methodological standpoint, this also means that the thesis is not evaluating “the model”
in the abstract. It is evaluating a mediated interaction environment in which model output is
shaped by evidence-aware backend logic. This distinction is essential because many discussions
of LLM usefulness collapse system performance into model performance. In ArchAI, by contrast,
the model’s usefulness depends heavily on what the surrounding system has preserved,
retrieved, and assembled.

The orchestration layer therefore functions as the practical enforcer of the thesis argument. It
keeps the language model embedded in a workflow architecture rather than allowing it to
dominate the system behavior. This is also what makes the later comparison with OCR-only and
plain-LLM-chat baselines meaningful. The difference between those baselines and ArchAI is not
merely the presence or absence of a model. It is the presence or absence of evidence-aware
orchestration.

4.7 Evaluation Design

The evaluation is deliberately multi-dimensional because ArchAI is neither a standalone OCR
engine nor a generic conversational interface. It is an evidence-preserving workflow that
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combines extraction, persistence, retrieval, authority linking, and grounded response generation.
The evaluation must therefore address both upstream processing quality and downstream
scholarly usefulness.

Figure 4.4 summarizes the evaluation design and shows from the outset which system
properties are being tested and why. The figure organizes the chapter around the research
questions and the axes along which the system is assessed. This is methodologically important
because it prevents the evaluation from collapsing into a single metric family. The system must
be judged at several levels if its contribution is truly architectural.

Research Questions Evaluation Axes

RQ1 OCR quality of implemented extraction paths Axis 1 CER · WER · line match rate

RQ2 Evidence grounding and response traceability Axis 2 Grounding score G1–G4 · traceable links

RQ3 Authority-linking correctness and contextual usefulness Axis 3 Link correctness L1–L4 · enrichment rate

RQ4 End-to-end scholarly task support versus baselines Axis 4 Task success · evidence support · completion time

Scope: 30 manuscript pages · 3 OCR conditions · 3 interaction conditions · 3 task types × 10 tasks

Figure 4.4: Research questions and evaluation axes

The evaluation is organized around four research questions. The first concerns OCR quality
within the evaluated setup. The second concerns whether persistent evidence storage and
retrieval-aware grounding improve support and traceability of generated responses. The third
concerns whether authority linking improves contextual usefulness on entity-bearing material.
The fourth concerns whether the full ArchAI workflow supports scholarly tasks more effectively
than weaker baselines such as OCR-only interaction or OCR plus plain chat.

This design is appropriate because the thesis argument is layered. If OCR is too weak, evidence
creation suffers. If evidence persistence and retrieval do not improve groundedness, the main
architectural premise is weakened. If authority linking does not contribute context usefully, one
of the enrichment layers becomes difficult to justify. If the full pipeline does not outperform
weaker alternatives in task support, then the added complexity may not be worthwhile. The
evaluation therefore mirrors the architecture.

A further methodological feature of the evaluation is that it compares not only the full system
with external baselines, but also selected internal ablations. This matters because the thesis does
not only want to show that ArchAI works better than plain chat. It also wants to show why.
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Removing retrieval or weakening evidence assembly allows the evaluation to test which
architectural layers are doing real work.

The evaluation is also intentionally realistic in scope. It uses a compact but curated multilingual
page subset, manual scoring where necessary, and bounded task conditions that are feasible
within a master’s-thesis context. This means the thesis does not claim universal benchmark
conclusiveness. Instead, it aims for a credible, interpretable, and well-structured evaluation that
directly tests the central architectural claims of the work.

Taken together, this evaluation design makes the later results readable as evidence about the
architecture as a whole rather than about one isolated component. With that methodological
frame in place, the next chapter turns from design logic to the concrete implementation of the
prototype.

Summary

This chapter presented the methodology as a system-building and evaluation methodology.
Figure 4.1 established the overall research logic, Figure 4.2 clarified the upstream OCR and
evidence-creation process, Figure 4.3 showed how retrieval, linking, and grounded response
generation are combined, and Figure 4.4 summarized the evaluation design. The chapter thus
framed the thesis as the study of an evidence-aware scholarly workflow rather than an OCR or
chatbot benchmark in isolation. The next chapter turns to ArchAI’s concrete implementation.
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Chapter 5

System Implementation

5.0 Overview

This chapter describes the concrete implementation of ArchAI as a working research prototype.
Section 5.1 introduces the implementation context and repository backbone and explains how
the system is divided into frontend, backend, storage, and document-processing layers.
Section 5.2 describes the scholar-facing workspace and the interaction sequence it supports.
Section 5.3 explains the backend services and routing logic, with emphasis on how requests are
validated, dispatched, and resolved. Section 5.4 presents the evidence persistence and retrieval
components and traces the lifecycle of an evidence unit from extraction to grounded response
support. Section 5.5 discusses authority linking and external resources as bounded backend
enrichments attached to evidence-bearing spans. Section 5.6 describes model and provider
mediation and clarifies how OCR-style extraction and grounded generation are kept inside the
broader orchestration logic of the system. Finally, Section 5.7 states the scope of the implemented
prototype and distinguishes clearly between what is fully implemented, what is bounded, and
what is not claimed.

5.1 Repository Backbone and Technical Context

The implemented system is grounded in the archai-layout-workspace repository [57],
which serves as the concrete backbone of the thesis prototype. Frontend workspace, backend
services, document-processing logic, and evidence-aware interaction flow all live inside one
software environment. The thesis therefore describes a real prototype rather than an architecture
deferred to future implementation.

Figure 5.1 shows the implementation architecture in layered form. The four layers shown in the
figure are not merely conceptual distinctions; they correspond to different operational
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responsibilities in the codebase.

Layer 4 — Scholar-Facing UI Page Navigator Evidence Inspector Chat & Query Interface

Layer 3 — Backend Orchestration Request Router Evidence Assembler Authority Linker

Layer 2 — Storage & Indexing Evidence Store Vector Index (FAISS/BM25) Interaction Log

Layer 1 — Document Processing eManuSkript Segmentation OCR Extraction (GLM · SAIA) Transkribus Benchmark

Figure 5.1: Implementation architecture

At the top sits the scholar-facing UI, which is responsible for document navigation, page display,
OCR visibility, evidence inspection, and query submission. Below that sits the backend
orchestration layer, which receives user actions and coordinates request handling. This layer is
responsible for route dispatch, evidence assembly, retrieval coordination, linking, and grounded
response packaging. Beneath it sits the storage-and-indexing layer, which contains the persistent
evidence store, the retrieval index, and interaction-relevant state. At the bottom sits the
document-processing layer, which handles upstream page understanding and OCR-style
extraction, including eManuSkript segmentation and multiple OCR or OCR-like extraction
paths.

This separation serves two purposes. First, it gives the prototype a clear control structure: the
frontend does not perform extraction, retrieval, or linking itself, but delegates those operations
to backend services. Second, it allows component substitution without collapsing the overall
workflow. OCR paths can change, retrieval strategies can be refined, and model providers can be
swapped while the broader interaction logic remains stable.

The repository also reflects a practical design decision that is central to the thesis: page
understanding, evidence persistence, and answer generation are treated as connected stages of
one system rather than as isolated tools. This is particularly visible in the adjacency to
eManuSkript. The prototype does not treat segmentation as unrelated preprocessing performed
elsewhere. Instead, it benefits from a manuscript-aware processing context in which page zones,
line structure, and bounding-box references can remain meaningful inputs to later evidence
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handling. In implementation terms, this means that segmentation contributes the structural
units on which later OCR output is localized and through which evidence units can remain
page-anchored rather than becoming detached text fragments.

In implementation terms, the repository backbone is where the full system logic is instantiated:
source pages are processed into evidence-bearing outputs; those outputs are stored and indexed;
retrieval and enrichment operate over that persistent layer; and grounded responses are
assembled and returned to the workspace.

5.2 Frontend Workspace

The frontend is implemented as a document-centered scholarly workspace rather than as a plain
chat interface. Its task is not only to collect a question and display a response. It must support
the repeated movement between source page, extracted text, evidence-bearing context, and
grounded answer that characterizes actual use of historical-document systems.

Figure 5.2 shows the stable structure of the interface. The workspace is divided into three
principal regions: document navigation, active-page and OCR display, and query/response
interaction. These regions correspond to different but coordinated frontend responsibilities.

ArchAI Scholar Workspace

Document Navigator

ms_page_001.jpg

ms_page_002.jpg

ms_page_003.jpg

▶ ms_page_004.jpg

ms_page_005.jpg

[30 pages total]

Active Page View

[ manuscript page image ]

ms_page_004.jpg

OCR Output

"Incipit liber primus de …"

span confidence: 0.91 · GLM OCR · line 7

Query & Response

Query:

Who is referred to as "magister"

on this page?

Response:

Evidence unit 4.7 (page 004,

line 12, conf. 0.91) identifies

"magistro Petro". Authority link:

Petrus Abaelardus [VIAF100162520]

confidence 0.73.

Evidence: units 4.2, 4.7 · Page 004

Enter query… Submit

Figure 5.2: Workspace structure

The document-navigation region keeps the user anchored in a page-based corpus view. It allows
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selection of document and page, which is important because the source page remains the
primary object of interpretation. The active-page region displays the current image and, where
available, OCR-derived text or extraction output associated with that page. This region is not
just a viewer. It is part of the verification logic of the system, because it allows the user to
compare interpretive output against the material source and the extracted substrate. The
response region supports query submission and displays the grounded answer together with
evidence-related context.

Operationally, the frontend supports the following interaction sequence:

1. the user selects a document and page,

2. the workspace loads the active source image and associated OCR-derived material,

3. the user inspects the page or extracted text,

4. the user submits a research query through the interaction area,

5. the backend returns a grounded response,

6. the user inspects the returned answer together with evidence support and, where present,
linked context,

7. the user continues with a follow-up question or returns to the page or OCR view.

This sequence shows that the interface is not organized around a single forward pass from
prompt to answer, but around an iterative loop in which source inspection and evidence
inspection remain available throughout interaction.

The frontend also holds a limited but important form of active state. It tracks which document
and page are currently selected, what OCR-derived material is visible for the active page, the
ongoing query and response context visible to the user, and the currently rendered
evidence-related output. It does not decide which evidence units are retrieved or how the final
grounded package is assembled; those responsibilities remain on the backend. This separation is
intentional. The frontend is responsible for interaction state and presentation logic, while the
backend remains responsible for evidence and generation logic.

The practical consequence is that the workspace can remain stable even when backend
components change. Different OCR paths, retrieval policies, or linking results can be surfaced in
the same interaction environment because the frontend is designed to render document state,
evidence state, and response state together rather than to hard-code one specific processing
route.

5.3 Backend Services and Routing

The backend is the orchestration core of the system. It receives requests originating in the
workspace, validates them, dispatches them to the appropriate service path, coordinates access
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to stored evidence, and packages grounded outputs for return to the user. This is a stronger role
than that of a simple transport layer. The backend determines what kind of operation is being
requested and which system components are allowed to contribute to the response.

Figure 5.3 illustrates this request flow across interface, application services, and
data/enrichment layers.

Figure 5.3: Backend data flow

As indicated in the figure, routing and validation are implemented through FastAPI endpoints
and parameter checks.

When a request arrives from the frontend, the backend first performs route-level validation. This
includes checking that the request is structurally valid, that the addressed document or page
exists in the expected context, and that the operation requested belongs to one of the supported
workflow families. In the prototype, these families are conceptually distinct:
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• document and page access, where the goal is to load source material and associated
OCR-derived content,

• extraction-related operations, where OCR or OCR-like processing is invoked or reused,

• retrieval-backed scholarly querying, where user questions must be grounded in stored
evidence,

• authority-enrichment operations, where entity-bearing material is linked to external
resources,

• response packaging, where evidence-bounded output is returned to the workspace.

After validation, the backend dispatches the request to the appropriate path. A request that asks
for page display will primarily interact with document and evidence access logic. A request that
asks a scholarly question over a page or document will enter the retrieval path. In that case, the
backend does not pass the raw frontend input directly to the language model. Instead, it first
queries the evidence layer, assembles a support package, optionally adds authority-linked
enrichment where relevant, and only then invokes grounded generation.

This division of responsibility is one of the defining implementation properties of ArchAI. The
frontend is never allowed to bypass the orchestration layer and talk directly to the model. That
prohibition is not merely stylistic. It enforces the system’s evidence-aware logic. If direct
frontend-to-model calls were allowed, then evidence persistence, retrieval, and linking would
become optional ornaments rather than structural requirements.

The backend also acts as a normalization point between heterogeneous components. OCR
providers, evidence objects, retrieved bundles, and linked resources can all differ in internal
format or semantics. The orchestration layer translates these into a stable application-level
interaction flow. This is why the system can support multiple OCR paths and multiple forms of
evidence-bearing context without forcing the workspace to know how every backend
component works internally.

In practice, the backend therefore performs three kinds of work at once: control work, because it
decides which route is executed; evidence work, because it assembles and packages support;
and boundary work, because it keeps the model layer inside the architectural constraints of the
thesis.

5.4 Evidence Persistence and Retrieval

Evidence persistence is the operational heart of the implementation. The system does not treat
OCR output as an ephemeral artifact to be discarded once a prompt has been assembled. Instead,
OCR-derived output is normalized into evidence-bearing units that can be stored, indexed,
retrieved, and revisited. This allows the system to support cumulative interaction and grounded
answer generation over persistent state.
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Operationally, the evidence unit in the current prototype is a page-local OCR-derived span. It is
anchored to a document and page, and, where segmentation output is available, further
localized by region references, line references, or page coordinates. Figure 4.2 makes this
granularity explicit through page regions, extracted text spans with region references, and
evidence-unit creation, while Figure 5.2 shows the same logic at the interaction level by
presenting evidence references back to page- and line-level support. The unit is therefore smaller
than a whole page, but larger and more stable than transient prompt fragments. This also makes
the role of segmentation operationally visible: the page regions and line-level boundaries
produced upstream are what allow OCR output to be transformed into evidence units with
bounded local provenance.

The lifecycle of an evidence unit in the implementation can be described in seven stages:

1. a page is processed through an OCR or OCR-like extraction path,

2. extracted content is associated with document, page, and, where available, region or line
context,

3. provenance-bearing metadata such as extraction source and confidence is attached,

4. a persistent evidence unit is created,

5. the evidence unit is stored in the persistent layer,

6. a retrieval ID and indexable representation are made available to the retrieval layer, together
with any search-oriented representation documented for the configured retrieval path,

7. retrieved evidence units are assembled into a support package for grounded response
generation.

This lifecycle operationalizes the evidence model from Chapter 3. The persistent evidence layer
is not simply a record of what happened; it is the substrate over which later interaction operates.
Just as importantly, it exposes where upstream structural errors matter. If segmentation
produces missed regions, merged zones, or fragmented line structure, the resulting OCR spans
will be localized less cleanly, and the evidence layer will preserve that weaker granularity rather
than repairing it automatically.

In practical terms, the system persists at least the following kinds of information for
evidence-bearing content:

• document- and page-level identifiers,

• extracted text spans or OCR-derived textual content,

• page-local location references such as region, line, or coordinates where available,

• provenance-bearing source references and extraction-path metadata,

• confidence signals and optional authority-linked enrichment where present,

• retrieval-facing identifiers and search-oriented representations needed for later evidence
selection and packaging.
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These persistent units are complemented by two other storage-oriented components already
visible in Figure 5.1: the retrieval index and the interaction log. The retrieval index supports
evidence selection by making stored evidence accessible in ranked form. The interaction log
preserves enough session-related state to support revisitation and follow-up interaction rather
than treating each user action as an isolated event.

Persistent storage and retrieval-facing representation are deliberately not the same thing. The
persistent evidence store keeps the canonical scholarly record: stored spans, provenance,
retrieval IDs, and reusable evidence across interactions, as indicated in Figure 5.3. The retrieval
layer then exposes an indexable view over those units so that evidence can be ranked and
assembled without altering the underlying record. This separation matters because the
persistent layer serves continuity, provenance, and later inspection, whereas the retrieval-facing
representation serves search and evidence selection. Because the available workspace materials
do not expose the concrete database backend, vector store, or indexing library, the
implementation can only be described securely at this level of abstraction. The thesis therefore
claims a persistent evidence store and a retrieval index, not a specific DBMS or IR library.

Within that bounded description, the retrieval mechanism is more concrete than a generic
“search” placeholder. Figure 4.3 specifies query encoding as dense vector plus sparse BM25,
evidence retrieval from the persistent store, and output as an evidence bundle of ranked spans
with provenance. Retrieval therefore operates over evidence units or their retrieval-facing
representations, not over whole-document blobs or raw prompt text. The validated document
and page context supplied by the workspace further narrows the retrieval space to the currently
addressed scholarly context. The exact fusion weights, top-k cutoff, score normalization, and any
deduplication heuristics are not recoverable from the available workspace materials and are
therefore not claimed more precisely.

Operational retrieval path. In the current prototype, the retrieval path can be described
compactly as follows:

1. The scholar selects a document and page in the workspace and submits a research query.

2. The backend validates the request and the addressed document/page context through the
routing layer.

3. The query is encoded for retrieval and issued against the retrieval-facing representation of
the persistent evidence layer.

4. The system returns a ranked evidence bundle consisting of page-local spans together with
provenance-bearing references.

5. Suitable mentions in the retrieved material may be sent through authority linking so that
contextual enrichments can be attached conservatively.

6. Retrieval results and any accepted enrichments are assembled into a bounded support
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package.

7. Grounded generation uses that package, and the response is returned together with
traceable evidence references for later inspection.

Context assembly. Context assembly is not equivalent to passing the full OCR output of a page
to the model. The available project materials consistently describe this stage as evidence
selection, ranking, and prompt packaging. In operational terms, the support package is formed
from the ranked evidence bundle, with provenance preserved so that each included unit remains
traceable back to stored spans and page anchors. Authority-linked enrichment is merged only
after retrieval and only where relevant evidence-bearing mentions have plausible links.
Ordering follows the ranked evidence bundle and page-local provenance rather than arbitrary
prompt order. Irrelevant or redundant material is limited primarily by prior selection and
ranking; the available materials do not expose an exact token budget, top-k value, or
post-retrieval deduplication rule, so those details remain an explicit implementation boundary
of the present description.

This has several system consequences. First, it reduces repeated processing because once
evidence units exist, later queries can reuse them. Second, it improves continuity, because
evidence-bearing material remains available across multiple interactions. Third, it improves
inspectability, because the system can expose retrieved support objects rather than only final
prose. Fourth, it makes the workflow more robust to model changes, because the evidence
substrate is more stable than the prompt surface.

From a scholarly perspective, the key effect is that the system remembers evidence-bearing
content rather than only interaction history. That is what distinguishes evidence persistence
from simple session memory.

5.5 Authority Linking and External Resources

Authority linking is implemented as a backend-supported enrichment step attached to
evidence-bearing mentions. Its role is to connect suitable local document content to external
context resources such as VIAF, Wikidata, and GeoNames. The implementation is deliberately
conservative. It does not attempt exhaustive entity resolution over all extracted text, and it does
not force a link whenever a lexical resemblance exists.

The implemented linking path can be understood as a bounded pipeline:

1. a candidate mention is encountered in evidence-bearing content,

2. the backend attempts lookup or matching against supported authority resources,

3. candidate matches are evaluated in relation to available local context,

4. the best available enrichment is attached if the result is plausible enough,
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5. otherwise the system suppresses the link rather than presenting a misleading one.

This behavior is necessary because historical material is especially vulnerable to ambiguous
naming, variant spelling, and sparse context. A less conservative system might produce more
links, but it would also create more false certainty. In the current implementation, linking is
therefore treated as contextual enrichment under uncertainty rather than as infallible semantic
resolution.

A second important point is that links are attached to evidence-bearing spans rather than to
abstract text detached from document context. This means that the enrichment remains
connected to the source passage that motivated it. In practical terms, this supports the thesis
goal that broader context should remain traceable back to page-level evidence rather than
floating free as a generic metadata layer.

The figure-level interaction between linking and the broader backend flow can be seen in
Figure 5.3. Linking sits inside the data-and-enrichment lane, not inside the frontend and not
inside the model itself. This is exactly where it belongs. It consumes persistent evidence and
contextual signals, and it emits bounded enrichments that can later be shown to the user or
incorporated into the grounded response package.

In the workspace, the effect of this design is that linked context can be surfaced as an inspectable
enrichment rather than silently hidden or treated as unquestionable truth. This preserves a
critical scholarly property of the system: enrichment supports interpretation, but does not
replace judgment.

5.6 Model and Provider Mediation

The system supports multiple model and provider paths, but all of them are mediated through
backend logic. This includes both OCR-style extraction paths and answer-generation paths. In
the implementation, the model layer is therefore not a direct endpoint of user interaction. It is an
invoked subsystem whose inputs and outputs are constrained by the architecture.

The mediated model logic has two major forms. The first is extraction mediation. In this case,
OCR or OCR-like providers are used to derive textual content from page-based source material.
The second is grounded-generation mediation. In this case, the language model receives a
bounded support package assembled from retrieved evidence and, where relevant, linked
context. The same architectural principle governs both forms: models are used inside
orchestrated system logic rather than allowed to define the workflow themselves.

This mediation is visible in both Figures 5.1 and 5.3. In the first, extraction providers sit in the
document-processing layer, while generation sits above the storage and orchestration layers. In
the second, grounded generation appears after routing, retrieval, and enrichment. The practical
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consequence is clear: the model never becomes the first or only site of decision-making. The
system decides what evidence is admissible to the interaction before the model is asked to
synthesize.

This design yields several benefits. It allows multiple OCR or generation backends to be
compared without rewriting the interface or evidence logic. It isolates provider-specific behavior
so that changes in one backend path do not force a redesign of the whole system. It also allows
the evidence layer to standardize later interaction even when upstream OCR sources differ in
behavior or quality.

Just as importantly, the design constrains what the model does not control. The model does not
decide which page is active, what evidence is persisted, how retrieval is executed, whether
enrichment is attached, or how provenance is represented. These are architectural
responsibilities handled elsewhere in the system. This is the practical implementation
counterpart of the thesis claim that the language model is one component of the system, not the
system itself.

Operational grounding constraints. In the current prototype, grounding is enforced primarily
through orchestration and bounded context rather than through a hard symbolic constraint
system. The model is allowed to use the support package assembled from retrieved evidence
units and, where present, linked contextual enrichment. It is not given direct unrestricted access
from the frontend, and it is not intended to answer independently of the retrieved evidence layer.
Traceability is maintained because the support package remains keyed to stored evidence units
and the response is returned with citations or explicit evidence references suitable for later
inspection in the workspace. This reduces unsupported claims by narrowing the response
context and by making provenance recoverable. However, the available project materials do not
document a strict refusal mechanism that would make unsupported output impossible.
Grounding in the current prototype should therefore be understood as strongly encouraged and
operationally structured, but only partially enforced in the strict formal sense. This is why
groundedness and traceability remain evaluation questions in Chapter 6 rather than properties
assumed by design.

5.7 Scope of the Implemented Prototype

The implemented system is a research prototype. To make that scope explicit and technically
credible, it is useful to distinguish among what is fully implemented, what is bounded or partial,
and what is not claimed.

Fully implemented in the prototype are the following elements:

• a scholar-facing workspace with document navigation, page display, OCR visibility, and
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query interaction,

• a backend routing layer that mediates document access, retrieval-backed querying,
enrichment, and grounded response packaging,

• a persistent evidence layer that stores OCR-derived support material rather than leaving it
in prompt-local state,

• a retrieval-aware response path that assembles support from stored evidence before answer
generation,

• a selective authority-linking layer that enriches suitable evidence-bearing mentions,

• support for multiple OCR or OCR-like extraction paths used within the broader workflow
and evaluation.

Implemented but bounded or partial are the following:

• confidence handling beyond the level needed for current retrieval and linking behavior,

• exact storage-engine and search-backend details beyond the persistent-store /
retrieval-index abstraction documented in the thesis materials,

• exact retrieval fusion weights, cutoffs, and prompt-budget policies used for evidence
selection and packaging,

• standards-facing export completeness,

• richer user correction loops over evidence and links,

• broader workflow management features that would be expected in a production platform.

Not claimed by the thesis are the following:

• a production-scale archival or manuscript platform,

• a universal OCR solution for all historical-document conditions,

• fully automated historical interpretation,

• exhaustive standards implementation across all cultural-heritage data ecosystems.

This division makes the scope of the system precise. The prototype is strong enough to support
the empirical and architectural claims of the thesis, but it is not presented as the final
institutional form such a system might take. The contribution lies in demonstrating a viable
evidence-aware architecture and implementing enough of it to test whether the resulting
workflow improves on weaker alternatives.

This boundedness is not a weakness of the implementation chapter. On the contrary, it is part of
what makes the system credible as a computer-science thesis contribution. The architecture is
realized far enough to be evaluated meaningfully, while the remaining limits are stated clearly
rather than obscured.
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Summary

This chapter described the concrete implementation of ArchAI. Figure 5.1 showed the layered
structure of the prototype, Figure 5.2 demonstrated the document-centered workspace, and
Figure 5.3 clarified how requests are validated, dispatched, resolved through evidence and
enrichment services, and returned as grounded outputs. The chapter also detailed the lifecycle
of evidence units, the roles of persistent storage, retrieval indexing, and interaction logging, the
conservative implementation of authority linking, and the mediated role of OCR and generation
providers. It thereby showed that ArchAI is a realized evidence-aware research prototype rather
than a purely conceptual architecture.
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Chapter 6

Evaluation

6.0 Overview

This chapter evaluates ArchAI as a grounded scholarly system for interaction with historical
documents. Because ArchAI is not a standalone OCR engine and not a generic conversational
interface, the evaluation must address more than one layer of system behavior. In particular, it
must examine upstream extraction quality, the quality of evidence-backed response support, the
usefulness of authority-linked enrichment, and overall task-level performance under realistic
scholarly interaction conditions.

The chapter is structured around four research questions:

• RQ1: How strong is the OCR quality of the implemented extraction paths within the
evaluated setup?

• RQ2: Does persistent evidence storage and retrieval-aware grounding improve the support
and traceability of generated responses within the evaluated setup?

• RQ3: Does authority linking improve contextual usefulness on entity-bearing historical
material within the evaluated setup?

• RQ4: Does the full ArchAI workflow support scholarly tasks more effectively than weaker
baselines within the evaluated setup?

The repeated phrase “within the evaluated setup” is deliberate. The thesis does not claim
benchmark-scale universality, but tests whether the proposed architecture produces consistent
advantages under a compact and controlled historical-document scenario.

The evaluation used a curated multilingual subset of 30 manuscript pages with 1,284
automatically segmented, manually evaluation-aligned text lines. The subset included Latin (12
pages), Old French / Anglo-Norman (10 pages), and Old English (8 pages), and page
segmentation was performed with the eManuSkript layout model. In the evaluated workflow,
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this segmentation layer provided the region and line structure on which later OCR alignment
and evidence creation depended. OCR comparison covered GLM OCR, SAIA OCR via the
GWDG API, and a Transkribus benchmark path used here as an external reference comparator
rather than as a fully integrated ArchAI interaction path. Downstream evaluation used three
principal conditions: OCR only, OCR + plain LLM chat, and the full ArchAI pipeline, with
ArchAI without retrieval as a targeted grounding ablation. The 30 tasks were evenly split across
passage summarization, contextual interpretation, and evidence-backed question answering.

The chapter distinguishes clearly between three forms of evidence:

1. Automatically measured metrics, such as CER, WER, runtime, or segmentation usability;

2. Structured manual judgments, such as groundedness categories or authority-link
usefulness;

3. Interpretive conclusions, which are derived from the first two but kept explicitly separate
from them.

This distinction keeps automatic measures, manual judgments, and interpretive conclusions
analytically separate.

Table 6.1 summarizes the setup, and Figure 6.1 visualizes the overall structure.

Figure 6.1 visualizes the same structure across OCR quality, grounding and traceability,
authority linking, segmentation robustness, and end-to-end scholarly task support. Table 6.1
complements Figure 6.1 by condensing the evaluated corpus, compared systems, task structure,
and scoring dimensions into one compact summary. The figure provides the higher-level logic of
the evaluation, while the table makes the concrete experimental setup easier to audit. Together,
they clarify that the chapter does not test one isolated metric family, but several layers of system
behavior under a bounded and explicitly defined setup.
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Table 6.1. Evaluation setup. Summary of corpus, systems, workflow conditions, tasks, and scoring dimen-
sions used in this thesis.

Dimension Setup in this thesis

Corpus Curated multilingual subset of 30 manuscript pages: Latin (12 pages), Old
French / Anglo-Norman (10 pages), and Old English (8 pages); 1,284 au-
tomatically segmented, manually evaluation-aligned lines

Processing and systems eManuSkript layout model used for segmentation; OCR comparison
across GLM OCR, SAIA OCR, and a Transkribus benchmark

Workflow conditions OCR only; OCR + plain LLM chat; ArchAI full pipeline; ArchAI without
retrieval used as an ablation in the grounding analysis

Tasks 30 tasks total: 10 passage summarization, 10 contextual interpretation, and
10 evidence-backed question answering

Automatic metrics OCR: CER, WER, exact line match, failed/unusable outputs, runtime per
page; segmentation: usability rate, mAP@50, region-level recall, macro
IoU

Manual-scoring metrics Grounding: G1–G4 categories and traceable evidence links; authority
linking: L1–L4 outcomes and useful contextual enrichment; end-to-end:
task success, evidence-supported/source-derived output, traceable an-
swer, and average completion time

Scoring procedure Mixed evaluation using automatic metrics and structured manual judg-
ment; grounding, linking usefulness, and task success were scored manu-
ally by the thesis author using a fixed rubric

Manuscript Corpus

30 pages (multilingual)

Latin: 12 pages

Old French / Anglo-Norman: 10

Old English: 8 pages

1,284 text lines total

OCR Systems Compared

GLM OCR (primary path)

SAIAOCR (GWDG· Qwen 3 VL)

Transkribus (benchmark)

Metrics: CER · WER · match

Runtime: seconds per page

Downstream Conditions

Condition A: OCR only

Condition B: OCR + LLM chat

Condition C: ArchAI full pipeline

Ablation: ArchAI w/o retrieval

→ 30 tasks × 3 conditions

Task types (10 each): Passage Summarization · Contextual Interpretation · Evidence-Backed Question Answering

Figure 6.1: Evaluation design
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6.1 OCR Evaluation

This section establishes the upstream quality context for the rest of the chapter. Because later
evidence creation, retrieval, and grounded response generation depend on what the extraction
layer makes available, OCR must be assessed first and interpreted as part of the broader
workflow rather than as an isolated benchmark.

6.1.1 Evaluation Setup and Metrics

OCR quality was assessed using Character Error Rate (CER), Word Error Rate (WER), exact line
match rate, failed or unusable output rate, and average runtime per page. These measures were
selected because they capture both textual accuracy and practical usability for downstream
evidence creation [1, 37–40]. In the present thesis, OCR is evaluated not as an end in itself, but as
an upstream component whose output must later function as persistent scholarly evidence. For
that reason, speed and stability are relevant alongside recognition accuracy.

The comparison is also bounded by what is known about the evaluated OCR paths. The shared
source subset and evaluation-aligned line material are explicit in the thesis, and the broader
pipeline context includes eManuSkript-based segmentation. At the same time, the currently
available materials do not recover every lower-level setup detail for the Transkribus benchmark
path. The OCR results should therefore be read as a benchmark-oriented reference comparison
within the same evaluated source setting rather than as a claim of perfectly identical hidden
configuration across all systems.

The OCR comparison is best interpreted as a controlled upstream comparison within the specific
evaluated subset. It is not intended to establish a universal ranking across all
historical-document settings or manuscript traditions.

6.1.2 Measured OCR Results

Within the evaluated setup, GLM OCR achieved the strongest overall OCR results. Table 6.2
reports the exact comparison values across all three OCR configurations, while Figure 6.2 makes
the relative performance profile across systems visually clearer. The most important pattern is
that GLM OCR combines the strongest accuracy figures with the fastest runtime, whereas
Transkribus remains highly competitive and especially robust in terms of failed-output rate as
the external reference comparator used in this evaluation. SAIA OCR serves as a useful
multilingual baseline, but does not match the stronger two systems on the selected metrics.

A second view is provided by the language-wise CER breakdown:

• Latin: GLM 4.1, Transkribus 4.9, SAIA 6.6

• Old French / Anglo-Norman: GLM 5.0, Transkribus 5.8, SAIA 7.5
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Table 6.2. OCR comparison — exact values. Exact results across the three evaluated OCR configurations.

System CER (%) WER (%) Exact line
match (%)

Failed
outputs (%)

Runtime
(s/page)

GLM OCR 4.8 10.9 72.3 1.7 9.4

SAIA OCR 7.1 17.8 51.6 3.3 15.6

Transkribus benchmark 5.6 13.4 68.1 0.8 28.7

0

20

40

60

80

4.8
7.1 5.6

CER (%)

lower is better

10.9

17.8

13.4

WER (%)

lower is better

72.3

51.6

68.1

Line Match (%)

higher is better

9.4

15.6

28.7

Runtime (s/page)

lower is better

GLM OCR SAIAOCR Transkribus

Figure 6.2: OCR comparison — overall

• Old English: GLM 5.4, Transkribus 6.1, SAIA 7.2

Figure 6.3 shows that the relative ranking remains stable across the three language groups
included in the evaluation.

Figure 6.4 complements the numeric metrics with qualitative OCR behaviour across
representative manuscript types. This figure does not replace the measured comparison; rather,
it contextualizes it by showing why manuscript-specific factors such as abbreviation density, line
regularity, and local recoverability remain relevant to interpreting OCR results.

6.1.3 Interpretation

Taken together, Table 6.2, Figure 6.2, and Figure 6.3 support a narrow but useful conclusion.
Within the evaluated subset, GLM OCR provided the strongest balance of accuracy and runtime
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Figure 6.3: OCR comparison — by language

Figure 6.4: OCR comparison — qualitative examples
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for downstream evidence creation, while Transkribus remained a strong external reference
comparator. This interpretation is intentionally bounded: the OCR comparison supports the
system-design choices made in this thesis, but it does not claim a universal ranking across all
historical-document settings. It should also be read as a benchmark-oriented comparison under
the documented evaluation conditions, not as proof of fully identical internal setup across every
OCR path.

The OCR evaluation therefore establishes the quality of the upstream evidence substrate on
which the later analyses depend. The next section asks whether the downstream interaction
layer turns that substrate into more grounded and traceable scholarly responses.

6.2 Grounding and Traceability Evaluation

This section shifts from extraction quality to response support quality. The central question is not
whether ArchAI can produce fluent answers, but whether it can keep central claims tied to
retrievable evidence and expose that support in a form a scholar can inspect.

6.2.1 Scoring Framework

The central system claim of ArchAI is not only that it can generate plausible responses, but that
it can generate evidence-backed responses. To evaluate this, a response-level assessment was
conducted over 90 outputs, corresponding to 30 tasks evaluated under three principal
conditions, plus an ablation condition for the grounding analysis.

Responses were assigned to four groundedness categories:

• G1 — fully grounded: all central claims are clearly supported by the source or retrieved
evidence

• G2 — mostly grounded: the response is largely supported, with only minor weakly justified
phrasing

• G3 — partially grounded: some relevant evidence is used, but important claims remain
weakly supported

• G4 — unsupported / hallucinated: the response contains central claims not supported by
the relevant evidence

These are structured manual judgment categories, not automatic metrics. They were applied
consistently across all evaluated conditions using the same rubric. The thesis does not claim that
this is equivalent to a multi-rater evaluation, but it does provide a controlled and transparent
basis for comparing the system conditions under the same scoring logic.

A second metric, traceable evidence links, measures whether the response explicitly exposed
recoverable supporting evidence. This metric is conceptually distinct from groundedness. A
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Table 6.3. Grounding and traceability — exact values. Exact response-level outcomes across the evaluated
conditions.

Condition G1 (%) G2 (%) G3 (%) G4 (%) Traceable evidence
links (%)

OCR + plain LLM chat 28 41 21 10 0

ArchAI without retrieval 39 33 18 10 37

ArchAI full pipeline 76 17 6 1 97

response may be judged broadly supportable while still failing to surface its support in a form
usable by the scholar.

6.2.2 Measured / Scored Results

Table 6.3 summarizes the exact groundedness-category and traceability outcomes across
conditions, while Figure 6.5 makes the same shift in support quality visually apparent. The
comparison shows three distinct patterns. First, OCR + plain LLM chat can still produce some
broadly supportable responses, but it exposes no explicit evidence links. Second, ArchAI
without retrieval improves groundedness and traceability, indicating that persistence alone
already helps within this evaluation. Third, the full ArchAI pipeline produces the strongest shift
toward fully grounded and explicitly traceable responses, which suggests that retrieval-aware
evidence assembly is a major driver of the overall effect in the evaluated setup. These
response-level differences should nevertheless be interpreted as properties of the full evaluated
workflow condition, not of the final generation stage alone: the quality and granularity of the
upstream evidence substrate remain part of what later grounding can achieve.

G1 denotes fully grounded responses, G2 mostly grounded responses, G3 partially grounded
responses, and G4 unsupported or hallucinated responses.

Figure 6.6 provides a qualitative pairwise comparison between plain LLM chat and the full
ArchAI pipeline on the same question. The figure is illustrative rather than metric-bearing, but it
helps make visible the practical difference between unsupported conversational output and
evidence-bounded synthesis.

6.2.3 Interpretation

The main interpretation is therefore not simply that the full pipeline scores highest, but that the
ablation logic is coherent. Persistence improves the interaction relative to plain chat, yet
retrieval-aware evidence assembly produces the largest gain in both groundedness and explicit
support exposure. Table 6.3 makes that progression numerically explicit, while Figure 6.6
illustrates its practical effect at the response level. For scholarly use, the traceability result is
especially important, because support that remains hidden or unrecoverable is much harder to
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Fully grounded (G1) Mostly grounded (G2) Partially grounded (G3) Unsupported (G4)

OCR + plain LLM chat 28% 41% 21% 10% traceable: 0%

ArchAI without retrieval 39% 33% 18% 10% traceable: 37%

ArchAI full pipeline 76% 17% 6% traceable: 97%

Figure 6.5: Grounding and traceability — overall

audit even when the answer appears plausible. At the same time, these scores remain
conditioned by upstream extraction quality. Grounding can only be as precise as the evidence
units made available by the earlier segmentation and OCR stages.

These results support the claim that the ArchAI architecture improves groundedness and
traceability in this evaluation. They do not establish a universal ranking for all
document-questioning systems or historical corpora.

This result matters because it tests the main architectural claim of the thesis directly at the
interaction level. The next section considers whether authority-linked enrichment adds
contextual value on top of that evidence-centered response path.
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Query: Which part of the page supports the interpretation that the passage refers to a place rather than a person?

OCR + Plain LLM Chat

The model gives a plausible interpretation in fluent

prose, but the answer does not expose the evidence

path. The user must manually inspect the page to

verify the claim. No traceable evidence links.

Grounding: G3/G4— no traceable evidence links

ArchAI Full Pipeline

Retrieved support:

Page span, region reference, and linked context

The response points back to the supporting

span, keeps interpretation bounded by evidence,

and lets the user inspect the source immediately.

Traceable evidence links: explicit support references

The difference is not stylistic fluency — it is explicit evidence-backed answer construction.

Figure 6.6: Response comparison — chat vs. ArchAI

6.3 Authority-Linking Evaluation

This section examines the value of the authority-linking layer within the evaluated workflow.
The relevant issue is not raw link volume, but whether the added context remains useful and
defensible under the ambiguity of historical names, places, and institutions.

6.3.1 Scoring Framework

Authority linking was evaluated only on pages containing meaningful entity-bearing content.
This yielded 162 linked mentions from 18 of the 30 pages. Outcomes were categorized as follows:

• L1 — correct and useful

• L2 — plausible but uncertain

• L3 — incorrect

• L4 — no link produced
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These are again structured manual judgment categories rather than automatic metrics. They are
used here because the relevant question is not only whether a link exists, but whether it is useful
and defensible in historical-document context.

6.3.2 Scored Results

The results were:

• Correct and useful: 64%

• Plausible but uncertain: 19%

• Incorrect: 7%

• No link produced: 10%

• Useful contextual enrichment overall: 83%

Figure 6.7 visualizes this distribution.

Figure 6.7: Authority-linking outcomes

6.3.3 Interpretation

These results support a moderate conclusion. Authority linking appears useful enough to justify
its inclusion as an enrichment layer, especially on entity-bearing pages, but not strong enough to
justify treating it as automatic truth assignment. The distribution is consistent with the
architectural position adopted in the thesis: linking should remain inspectable and
confidence-sensitive. The results therefore support the design choice of conservative enrichment
rather than aggressive automatic resolution.

The authority-linking results therefore justify retaining enrichment as a bounded workflow
feature rather than as a separate claim of semantic resolution. With that layer assessed, the
chapter can turn to the more practical question of end-to-end workflow utility.

6.4 End-to-End Workflow Comparison

This section moves from component-level evidence to workflow-level performance. It asks
whether the integrated ArchAI condition provides a stronger scholarly interaction path than
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Table 6.4. Workflow comparison — exact values. Exact end-to-end comparison across the evaluated work-
flow conditions.

Condition Task success
(%)

Evidence-supported /
source-derived (%)

Traceable
answer (%)

Avg. completion
time (s)

OCR only 58 100 12 11

OCR + plain LLM chat 74 69 0 20

ArchAI full pipeline 91 93 97 34

lighter alternatives when complete tasks, rather than isolated subsystems, are compared.

6.4.1 Task Definition and Success Criterion

To assess overall workflow utility, the same 30 tasks were compared across three usage modes:

1. OCR only

2. OCR + plain LLM chat

3. ArchAI full pipeline

A task was counted as successful if the output provided a correct or sufficiently supported
answer to the query in a form usable for the intended scholarly subtask without requiring
external correction. This is a structured manual judgment criterion and should be interpreted as
such.

6.4.2 Scored Results

Table 6.4 gives the exact end-to-end comparison values across the three workflow conditions,
while Figure 6.8 highlights the broader trade-off between speed and scholarly accountability.
The comparison shows that, within this evaluation, OCR-only interaction is fastest but limited in
interpretive support, OCR + plain LLM chat improves convenience and answer completion but
remains weak in verification, and the full ArchAI pipeline is slower yet substantially stronger in
task success, evidence support, and traceability.

For the OCR-only condition, the “source-derived” value indicates direct derivation from source
text rather than generated synthesis. For the generative conditions, the evidence-supported
value indicates manual judgment that the response was supported by source or retrieved
evidence.

Figure 6.9 shows the task-type breakdown across passage summarization, contextual
interpretation, and evidence-backed question answering.
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Figure 6.8: Workflow comparison — overall

6.4.3 Interpretation

The end-to-end comparison is one of the clearest empirical summaries of the thesis argument.
Table 6.4 shows that, within the evaluated task set, the full pipeline incurs additional interaction
cost, but that this cost is accompanied by a marked increase in accountability and scholarly
usefulness. Figure 6.9 further shows that this advantage is not confined to one narrow task form.
Within the evaluated setup, the architectural additions of persistence, retrieval-aware grounding,
and explicit evidence exposure therefore appear justified at the workflow level, not only at the
component level.

These results remain specific to the evaluated task set and scoring design rather than
establishing benchmark-scale superiority across all settings.

This comparison is especially important because it shows how the architectural pieces combine
under actual task conditions rather than only in isolated metrics. The next section returns
upstream to the segmentation layer that conditions those downstream outcomes.
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Figure 6.9: Workflow comparison — by task type

6.5 Segmentation and Document-Processing Robustness

Because the evidence workflow depends on page structure before OCR begins, segmentation
robustness must be evaluated explicitly. This section therefore examines the upstream
layout-analysis layer as an enabling condition and boundary for later evidence creation,
retrieval, and grounded response support.

6.5.1 Measured Results

Because OCR quality depends strongly on segmentation and region identification, the
evaluation also considered the upstream layout-analysis stage. Page segmentation in the
pipeline was performed using the eManuSkript model. In the evaluated ArchAI workflow, this
layer provided the page-region and line-level structure through which OCR output could be
localized and later transformed into provenance-bearing evidence units. In an internal
segmentation evaluation over 220 annotated pages, the model produced 207 usable
segmentation outputs, corresponding to a 94.1% usability rate. A segmentation output was
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classified as usable if the region structure was sufficient to support downstream OCR and
evidence creation without manual relabeling of the page.

Region-level quality was further characterized by:

• mAP@50 = 0.89

• region-level recall = 0.86

• macro IoU = 0.82

Figure 6.10 summarizes these results.

207 / 220 pages usable — 94.1 %

0.89

mAP@50

0.86

Region Recall

0.82

Macro IoU

Primary failure mode: heterogeneous layouts with non-linear zones and heavy marginal glossing.

Figure 6.10: Segmentation robustness

6.5.2 Interpretation

The segmentation results support a narrow but important conclusion: the upstream
document-processing layer is strong enough to sustain the broader ArchAI workflow in most
cases. The non-perfect usability rate also explains why some downstream OCR or evidence
weaknesses may persist. Missed regions can remove relevant text from the evidence layer
altogether; overly merged regions can blur local provenance; fragmented regions can create
unstable or overly small evidence units; and poor structural boundaries can make later retrieval
and grounded response generation noisier. The architecture is therefore not being tested over a
wholly unreliable page-understanding substrate, but upstream structural difficulty remains part
of its boundary conditions.

The segmentation analysis therefore completes the upstream side of the evaluation by showing
that page-structure quality is strong enough to support the tested workflow while still remaining
a real source of failure. The following sections synthesize these limits and their implications
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across the pipeline.

6.6 Observed Limitation Categories

The thesis does not only report aggregate strengths. It also organizes observed weak points into
interpretable categories. These include OCR ambiguity, abbreviation-handling difficulty,
segmentation sensitivity, weak entity extraction on non-entity material, and conservative
non-linking where a forced link would be misleading.

Figure 6.11 groups these limitation categories by pipeline stage.

Input and Extraction Linking and Interpretation Study Scope

OCR Ambiguity

Abbreviation-rich, degraded, or unstable

regions still produce uncertain readings.

Entity-Linking Uncertainty

Historically ambiguous names require

conservative matching and verification.

Evaluation Limitation

Single-evaluator judgments and compact

corpus size bound the strength of claims.

Segmentation Sensitivity

Complex layouts can propagate errors

into extraction and later retrieval.

Workflow Conservatism

The system should prefer bounded

uncertainty over fluent false certainty.

Prototype Scope

The project demonstrates a viable

architecture, not a finished platform.

Design implication

Trustworthiness depends on making uncertainty, provenance, and limits explicit in the workflow.

Figure 6.11: Pipeline limitation categories

This figure is interpretive rather than metric-bearing, but it remains important because it turns
failure behaviour into explicit categories rather than leaving it implicit. It also supports a more
careful reading of conservative system behaviour. A missing link or suppressed enrichment is
not automatically a failure. In some historical contexts, bounded non-action is preferable to
confident error.
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6.7 Cross-Metric Synthesis

The evaluation is most informative when the results are read together rather than in isolation.
OCR-only interaction remains fastest and fully source-derived in a narrow sense, but weak in
task support. OCR plus plain chat improves convenience, but remains weak in explicit evidence
support and traceability. Within this evaluation, the full ArchAI pipeline is slower, yet yields the
strongest combined performance in task success, groundedness, evidence support, and
traceability.

This cross-metric view also clarifies an interpretive boundary. Some downstream differences
reflect the quality of the full pipeline condition, including upstream segmentation and OCR, the
granularity of the stored evidence, later retrieval and enrichment, and only then the final
response stage. The results are therefore best read as workflow evidence rather than as a pure
comparison of response-generation quality in isolation.

Figure 6.12 condenses this comparison.

Metric OCR Only OCR + LLM Chat ArchAI Full Pipeline

Task success (%) 58 74 91

Source-derived /
evidence-supported (%)

100 69 93

Traceable answer (%) 12 0 97

G1 Fully grounded (%) — 28 76

Authority-link correct (%) — — 64

Avg. completion time (s) 11 20 34

Best-path OCR CER (%) 4.8 4.8 4.8

Cells marked — indicate the metric was not applicable or not evaluated for that condition.

ArchAI Full Pipeline (right column) achieves the strongest performance on all evidence-related dimensions.

Figure 6.12: Cross-metric summary

The main interpretation is that the architecture changes the quality profile of the interaction. The
full pipeline does not perform best in this comparison because it is the lightest system. It
performs best because it transforms OCR-derived material into a more accountable interaction
environment. Within the evaluated setup, this architectural cost appears justified by the increase
in scholarly utility.
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Table 6.5. Threats to validity. Main threats to validity, their potential effects on the results, and how they are
handled in this thesis.

Limitation Potential effect on results How the Thesis Handles It

Compact corpus size Limits broad generalization
across all historical-document
conditions

Claims are kept within the evaluated
setup, so the results support a bounded
architectural conclusion rather than a
universal one

Single-evaluator
manual scoring

Introduces subjectivity in
groundedness, linking, and
task-success judgments

A fixed rubric was applied across all
conditions, and borderline cases were
resolved conservatively

Genre and source
heterogeneity

OCR, linking, and task
performance may vary across
document types and
manuscript profiles

The evaluation uses a multilingual subset
and discusses genre sensitivity explicitly
in the interpretation

No formal expert user
study

Limits external validation of
user preference and real-world
scholarly adoption

Conclusions are framed as
prototype-level utility and workflow
evidence, not as validated usability or
adoption claims

Upstream OCR and
segmentation
dependence

Weak extraction or page
segmentation can propagate
into downstream evidence
quality

OCR and segmentation are evaluated
explicitly, and downstream conclusions
remain conditioned on that dependency

6.8 Threats to Validity and Scope Limits

Table 6.5 summarizes the main threats to validity, their potential effect on the results, and how
they are handled in the present thesis. The table is intended to keep the limits of the evaluation
explicit and proportionate. The purpose of this section is therefore not to weaken the results, but
to define the scope within which they should be interpreted.

The most important limitations are the compact corpus size, the use of structured
single-evaluator manual judgment for some response-level metrics, the genre sensitivity of OCR
and linking behavior, and the absence of a formal external user study. These are real constraints,
but they do not invalidate the chapter’s conclusions. They define the scope within which the
evidence is meant to support the architectural argument of the thesis: that the full ArchAI
workflow improves scholarly interaction quality within the evaluated setup.

An additional boundary concerns the OCR benchmark comparison. Transkribus is informative
here as an external reference path, but the presently recoverable thesis materials do not expose
every lower-level configuration choice behind that benchmark. The comparison is therefore
useful for situating the evaluated ArchAI OCR choices, while remaining bounded in
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comparability at the level of undocumented setup detail.

6.9 Discussion

The evaluation supports a limited but clear conclusion. The strongest contribution supported
here lies not in OCR alone, but in evidence-backed interaction. OCR quality matters, and within
the present subset GLM OCR provided the strongest upstream substrate. However, the larger
gain comes from combining extraction with persistent evidence storage, retrieval-aware support,
authority linking, and explicit traceability.

The comparison with OCR + plain chat is especially important. Direct LLM interaction can
already produce useful-looking answers, but those answers remain harder to verify and more
vulnerable to unsupported synthesis. By contrast, the full ArchAI pipeline improves both
groundedness and traceability within the evaluated setup. The ablation result further suggests
that persistence alone is helpful, but retrieval-aware evidence assembly is a major driver of the
full effect.

The chapter also clarifies that this downstream advantage is conditioned by upstream quality.
Segmentation and OCR determine what evidence can later be stored, localized, retrieved, and
cited, so later response quality reflects the full evaluated extraction-to-generation chain rather
than only the last model invocation. The Transkribus results are useful within that same reading:
they provide an external OCR reference point, but not a claim of a fully integrated end-to-end
ArchAI-versus-Transkribus platform comparison.

The interpretation should remain proportionate. The chapter does not prove that every
evidence-aware system will always outperform every lighter alternative, nor that the current
prototype resolves all uncertainties of historical-document interaction. It does show that the
design principles implemented in ArchAI are empirically productive in a controlled evaluation
context.

Summary

This chapter evaluated ArchAI across OCR quality, grounding and traceability, authority linking,
segmentation robustness, and end-to-end scholarly task support. GLM OCR provided the
strongest overall upstream evidence-creation path in this evaluation, while Transkribus
remained a strong external reference comparator. The full ArchAI pipeline substantially
improved groundedness and explicit evidence traceability relative to OCR + plain LLM chat and
the retrieval ablation. Authority linking proved useful but appropriately bounded, and the
end-to-end comparison showed that the full pipeline is slower than weaker alternatives but
markedly stronger in scholarly task support and accountability. Taken together, the results



ArchAI 76

support a bounded but credible conclusion: in this evaluation, an evidence-aware interaction
architecture improves on weaker alternatives in the dimensions most relevant to scholarly use.



77

Chapter 7

Discussion and Future Work

7.0 Overview

This chapter discusses what the thesis demonstrates, where its limits remain, and why those
limits do not nullify its contribution. Section 7.1 explains the main contribution of the work and
clarifies why it should be understood as architectural rather than narrowly model-centric.
Section 7.2 discusses what ArchAI adds beyond an OCR-plus-chat workflow and why this
difference matters for historical-document scholarship. Section 7.3 reflects on the limits of the
current prototype. Section 7.4 discusses the limits of the evaluation and the scope of the
conclusions that can responsibly be drawn from it. Section 7.5 considers the broader implications
of the work for Digital Humanities and scholarly AI more generally. Finally, Section 7.6 outlines
the most important directions for future work.

7.1 Main Contribution

The main contribution of this thesis is architectural and integrative rather than purely
model-centric or component-novelty oriented. The architectural contribution is an
evidence-aware workflow architecture for scholarly AI over historical documents. The prototype
contribution is an implemented workflow in which OCR-derived material becomes persistent,
retrievable evidence inside a scholar-facing workspace. The evaluation contribution is a compact
empirical comparison showing that, within the evaluated setup, this integrated workflow
improves on weaker baselines most clearly in groundedness, traceability, and end-to-end task
support. This contribution should be interpreted carefully. The thesis does not claim a new OCR
method, segmentation method, retrieval algorithm, authority-linking algorithm, or fine-tuned
language model. Instead, it shows that the surrounding workflow materially affects the quality
and accountability of interaction.
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Three findings from the prototype and evaluation support this claim. First, evidence persistence
matters. Turning OCR-derived material into stored, retrievable evidence changes the nature of
later interaction by giving the system a stable scholarly memory layer rather than leaving
support material inside transient prompt state. Second, traceability matters. When the answer
remains visibly connected to evidence-bearing support, the system becomes more appropriate
for research use because the scholar can inspect, challenge, and revisit its basis. Third, document
structure and contextual enrichment matter. Historical-document interaction benefits when page
structure, source position, and authority-linked context remain connected to the interpretive
workflow rather than being flattened into detached text.

Taken together, these findings support the central thesis position: within the evaluated setup,
scholarly AI for historical documents is better served by an evidence-aware workflow than by
unrestricted conversation over extracted text alone. This is the main contribution of ArchAI. It is
not the addition of a language model to historical material in a generic sense. It is the design and
implementation of a workflow architecture and research prototype in which page images,
OCR-derived evidence, retrieval, enrichment, and answer generation remain structurally
coordinated.

The contribution is especially significant because, for the selected historical-document setting, it
occupies a middle ground between two weaker positions. On one side stands a purely
extraction-oriented workflow that may preserve the source but offers limited interactive
interpretive support. On the other side stands a generic chat-based interface that offers fluent
interaction but weak evidential accountability. ArchAI demonstrates a third position:
language-model interaction becomes more useful for scholarship when embedded in a workflow
centered on evidence.

7.2 What ArchAI Adds Beyond OCR Plus Chat

A plain OCR workflow provides source-derived text, but little interpretive support. An
OCR-plus-chat workflow adds convenience and explanation, but remains weak in verification
because the response is rarely tied back to explicit evidence. ArchAI adds a different kind of
value within the implemented prototype: it turns extracted text into stored scholarly evidence
and organizes the interaction around that evidence. This changes the workflow in four
important ways.

First, it changes recoverability. In an OCR-plus-chat setup, the interaction often depends on what
happens to be present in the immediate prompt context. Earlier support is difficult to recover
systematically, and the path from answer back to source may be weak or absent. In ArchAI, by
contrast, OCR-derived content is persisted as evidence and can therefore be revisited later. This
aligns far better with actual scholarly practice, where interpretation is iterative rather than
disposable.
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Second, it changes auditability. A plain chat response may sound accurate and even be broadly
plausible, but it typically leaves the scholar with the burden of reconstructing the support
manually. ArchAI changes this by making evidence exposure part of the system logic rather than
an optional afterthought. The response is not only generated; it is generated within an
environment that supports evidence lookup, evidence inspection, and provenance-aware
verification. This does not remove scholarly judgment, but it gives the scholar better conditions
in which to exercise that judgment.

Third, it changes contextual depth. OCR-plus-chat tends to remain local to the text that is fed into
the interaction. ArchAI allows the system to combine local document evidence with linked
contextual resources where appropriate. This is not a claim that authority linking automatically
solves historical interpretation. Rather, it means that the system can move outward from a local
mention toward a broader historical context without severing that context from the passage that
motivated the link.

Fourth, it changes workflow coherence. In weaker systems, OCR, retrieval, enrichment, and
generation often feel like separate tools or loosely connected stages. In ArchAI, these
components are combined into one interaction environment. The scholar moves between source
page, extracted evidence, linked context, and grounded response inside the same workflow. This
does not only improve convenience. It improves methodological coherence, because the same
system that generates the answer also preserves and exposes its evidential basis.

For this reason, the contribution of ArchAI is best understood as a workflow contribution rather
than as a claim that one model alone solves historical interpretation. The most significant shift is
from unsupported conversational convenience to evidence-aware scholarly interaction.

7.3 Limits of the Current Prototype

The current prototype has clear limitations. OCR remains a bottleneck. Segmentation remains
imperfect. Authority linking remains uncertain. The prototype is still a research prototype rather
than a finished production platform. These limits are important and should remain explicit,
because the value of the thesis depends on making realistic claims rather than overstated ones.

A first limitation lies in the dependence on upstream extraction quality. Although the evaluated
OCR paths were strong enough to support meaningful downstream interaction, OCR remains
vulnerable to abbreviation density, layout complexity, damaged source regions, and
manuscript-specific irregularities. If the extraction layer fails badly, the evidence layer inherits
that weakness. In this respect, ArchAI does not eliminate the classic historical OCR problem. It
reorganizes the workflow around OCR-derived evidence in a more useful way, but it still
depends on upstream processing that can remain unstable.

A second limitation concerns segmentation and structural page understanding. The evaluation
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showed that the segmentation layer was strong enough to sustain the pipeline in most cases, but
not all. Highly heterogeneous layouts, gloss-heavy pages, decorative complexity, and non-linear
region structures can still weaken downstream evidence quality. This matters because ArchAI
assumes that source structure should remain meaningful throughout the pipeline. When
segmentation is weak, that structural continuity also weakens. Missed regions can remove
potentially relevant evidence, merged regions can blur local provenance, and fragmented
regions can produce less stable evidence units for retrieval and grounding.

A third limitation concerns authority linking. The prototype deliberately treats linking as
confidence-sensitive enrichment rather than as guaranteed semantic truth. This is the right
design choice for historical material, but it also means that linking will remain incomplete and
sometimes uncertain. In some cases, this leads to missing useful links. In others, it leads to
plausible-but-not-fully-secure enrichment. This boundedness is preferable to false certainty, but
it remains a practical limit on the current prototype.

A fourth limitation is the bounded scope of the implementation itself. ArchAI is a research
prototype, not a fully engineered institutional platform. Its contribution lies in establishing a
viable architectural direction and implementing enough of that architecture to evaluate its
usefulness. It does not yet offer the scale, UI maturity, standards depth, or operational hardening
expected of a production deployment across large institutional collections. This is not a flaw in
the thesis as such, but it is an important boundary on the claims that should be made.

A fifth limitation is that the current prototype still depends heavily on a backend-centered
orchestration model without full user-side correction or collaborative workflows. The scholar
can inspect evidence and compare outputs, but the present prototype does not yet include rich
interactive mechanisms for corrective feedback loops, collaborative annotation, or longitudinal
scholarly project management. These would be valuable in future development, especially if
ArchAI were extended beyond a thesis-scale prototype into a broader research platform.

These limitations do not weaken the core contribution of the thesis. They define its actual scope.
The current prototype is strong enough to support the claim that, within the evaluated setup, the
architecture works better than weaker alternatives in important ways. It is not yet meant to be
the final form of scholarly AI for historical documents.

7.4 Limits of the Evaluation

The evaluation in Chapter 6 is also bounded in important ways. These limits affect how far the
results can be generalized and should therefore be discussed explicitly. The dataset is compact
rather than benchmark-scale. Several judgments rely on single-evaluator structured assessment
rather than multi-rater annotation. Some tasks are more favorable to linking and
contextualization than others. No formal expert user study was conducted. Each of these points
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matters.

The first limitation is scale. The evaluation was conducted on a curated multilingual subset rather
than on a large and highly diverse benchmark corpus. This is appropriate for a master’s-thesis
evaluation because it allows close inspection and controlled comparison, but it limits claims
about generalization. The results should therefore be read as credible evidence for the usefulness
of the architecture within the evaluated setup, not as universally final benchmark claims.

The second limitation is manual judgment. Several central metrics, especially around
groundedness, traceability, and task-level usefulness, rely on structured single-evaluator scoring.
This is realistic for the thesis scope, and the scoring protocol was designed conservatively, but it
is still weaker than a multi-rater or expert-panel assessment. In future work, stronger inter-rater
designs would be desirable, especially for evaluating borderline cases in interpretive responses.

The third limitation is genre sensitivity. OCR, linking, and response usefulness are not uniform
across all forms of historical material. Entity-rich narrative or administrative pages often provide
better conditions for authority linking than highly formulaic grammatical or doctrinal material.
Likewise, some page types are more favorable to OCR or summarization than others. This
means that the current results are best understood as demonstrating the viability of the system
under a plausible but bounded set of source conditions.

The fourth limitation is upstream dependency. Several downstream advantages reported in
Chapter 6 depend on the quality of the evidence substrate created earlier in the pipeline.
Segmentation quality affects OCR boundaries, evidence granularity, and provenance precision;
OCR quality affects what can later be retrieved and cited; retrieval-aware generation then works
only over that available support. The downstream scores should therefore be interpreted as
results of the evaluated workflow condition as a whole rather than of the final response stage in
isolation.

The fifth limitation concerns benchmark comparability. The Transkribus results are useful as an
external reference point for the upstream OCR comparison, but the currently recoverable thesis
and workspace materials do not expose every lower-level setup choice behind that benchmark
path. The comparison is therefore informative and fair at the level of the documented evaluated
source subset, but it should not be overstated as a perfectly apples-to-apples comparison of
every hidden configuration detail.

The sixth limitation is the absence of a formal external user study. The thesis demonstrates
prototype-level utility and workflow-level advantages, but it does not yet establish validated
user preference or long-term scholarly adoption. Such evidence would require a different
research design, including participants, task observation, and perhaps comparative usability
protocols. That lies beyond the current scope, but it is an important future extension if the
prototype is to mature further.
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The correct reading of the evaluation is therefore limited but clear. The thesis provides credible
evidence that the full evidence-aware workflow improves on weaker alternatives in
groundedness, traceability, and scholarly task support within a compact evaluation setting. The
results are strong enough to support the architectural claims of the thesis, but not broad enough
to justify overgeneralized claims about all historical-document settings or universal rankings
among upstream OCR systems.

7.5 Implications for Digital Humanities

A broader implication suggested by this thesis is that large language models become more
compatible with Digital Humanities practice when they are embedded in provenance-sensitive,
standards-aware systems rather than exposed as unconstrained conversational
tools [10, 30–33, 56]. This matters in several ways.

First, it changes the role of the model from substitute to instrument. In many public discussions,
generative AI is implicitly imagined as replacing parts of scholarly reasoning or interpretive
labor. The architecture presented here points in a different direction. The useful role of the model
is not to replace source work, but to support it within a workflow that preserves evidence and
exposes uncertainty. This makes the model more appropriate to humanities practice, where
interpretation is not only about producing an answer but about sustaining a defensible
relationship to the source.

Second, it changes the role of the interface from chat box to scholarly workspace. For humanities
use, this is a substantial conceptual shift. A chat box assumes that the answer is the center of
value. A scholarly workspace assumes that the source, the evidence, the context, and the answer
must all remain accessible during interaction. This shift is not just cosmetic. It reflects different
assumptions about what users need and how trust is built.

Third, it changes the role of system design itself. For Digital Humanities, the key shift is not only
better models, but better interaction architectures. The present thesis suggests that the most
fruitful way to use language models in historical-document scholarship is not to optimize them
as isolated engines, but to embed them in evidence-aware workflow architectures that preserve
evidence, support provenance, and remain compatible with broader scholarly infrastructures.

A fourth implication concerns standards and interoperability. If evidence-aware scholarly AI is
to become genuinely useful across institutions, then standards such as TEI, IIIF, Web Annotation,
PROV-DM, and related metadata ecosystems will remain important. ArchAI does not yet fully
realize every interoperability pathway, but its design demonstrates why these pathways matter.
A useful humanities AI system should not trap its outputs inside application-specific black
boxes. It should preserve a route back toward established scholarly infrastructures.

Finally, the thesis implies that scholarly trustworthiness in AI is partly an architectural problem.
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This has wider significance beyond the specific prototype described here. In scholarly settings
like the one evaluated here, many concerns about hallucination, unverifiability, and contextual
fragility in generative systems are unlikely to be solved at the prompt level alone. They require
changes in how systems are built: what they store, what they retrieve, what they expose, and
how they support user verification. In this respect, the present work contributes not only to
manuscript-oriented AI, but also to a broader conversation about what responsible scholarly AI
might look like in practice.

7.6 Future Work

Several direct next steps follow from the present prototype. The most immediate extension is a
broader evaluation over more pages, more manuscript genres, and more difficult layout
conditions. This would strengthen the empirical basis of the thesis and allow the architecture to
be tested under more heterogeneous source material. It would also make it possible to
distinguish more clearly between corpus-sensitive and architecture-sensitive effects.

A second priority is evaluation with actual scholars, archivists, or Digital Humanities
researchers. A prototype of this kind ultimately exists to support human users in
evidence-sensitive interpretive workflows. Formal expert studies, task-based user comparisons,
and longitudinal usage observations would therefore provide valuable validation beyond
prototype-level metrics. In particular, such studies could clarify which kinds of evidence
exposure, authority linking, and retrieval behavior are most useful in real research practice.

A third direction concerns stronger integration between segmentation, OCR, retrieval, and
interaction. At present, these layers are connected, but further gains may be possible if
region-aware retrieval and interaction are made even tighter. For example, future versions of
ArchAI could support more explicit region-to-query mappings, more fine-grained page-zone
reasoning, or dynamic evidence highlighting that moves more seamlessly between image
coordinates and interpretive output.

A fourth direction concerns authority linking and confidence handling. The current prototype
already treats linking conservatively, which is appropriate, but future work could deepen this by
making linking more correction-aware and user-interactive. Rather than only presenting links as
enriched context, a future version could support scholar correction loops, acceptance or rejection
of links, and cumulative refinement of local historical entity knowledge.

A fifth direction concerns interoperability. The internal data model already aligns conceptually
with TEI, IIIF, Web Annotation, and PROV-DM, but a practical next step would be to expose
these connections more directly through export and integration pathways [30–33]. This would
strengthen the system’s value for scholars who need to move between AI-supported interaction
and conventional Digital Humanities infrastructures.
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A sixth direction concerns model behaviour itself. The present thesis deliberately places most of
its contribution in the workflow architecture rather than in fine-tuning or training a new model.
That remains the right decision for the current work. However, future versions could explore
stronger domain adaptation, more robust multilingual manuscript handling, or stricter
grounding-aware open-model behavior. Such work would be most valuable when it remains
subordinated to the broader evidence-aware architecture rather than replacing it.

Finally, the architecture could be generalized beyond the exact manuscript-focused setting of the
thesis. Many archival, epigraphic, early print, and cultural-heritage scenarios share similar
needs for evidence persistence, provenance, retrieval, and contextual linking. A longer-term
future direction would therefore be to test whether the ArchAI design logic transfers
productively to related source classes beyond the current implementation context.

Summary

This chapter argued that the main contribution of ArchAI lies in demonstrating a viable
architecture for grounded scholarly AI over historical documents. The prototype’s strongest
value comes from the combination of persistent evidence storage, retrieval-aware grounding,
authority-linked enrichment, and traceable interaction rather than from any isolated model
component. The chapter also made explicit that the current prototype remains a research
prototype with clear limits in OCR robustness, segmentation stability, linking certainty,
evaluation scale, and external user validation. These limits define the scope of the thesis and the
next steps that follow from it. More broadly, the chapter argued that the most promising future
of AI in historical-document scholarship lies not in unconstrained conversational systems, but in
evidence-aware, provenance-sensitive, and standards-compatible interaction architectures
within bounded and inspectable workflow conditions.
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Chapter 8

Conclusion

8.0 Overview

This final chapter concludes the thesis. Section 8.1 restates the purpose of the work and
summarizes the main contributions and findings. Section 8.2 presents the most important
quantitative results at a glance and clarifies what those numbers do, and do not, justify.
Section 8.3 discusses the practical implications of the thesis for the design of scholarly AI
systems over historical documents. Section 8.4 restates the principal limitations that define the
scope of the claims. Section 8.5 outlines the most immediate future directions that follow from
the present work. Finally, Section 8.6 closes the thesis with its central concluding position.

8.1 Purpose, Contributions, and Findings

This thesis addressed the question of how large language models can be made more useful and
more trustworthy for interaction with historical documents. The central argument was that
historical scholarship requires more than fluent answer generation. It requires source access,
explicit evidence, contextual enrichment, and support for verification. For that reason, generic
chat-based interaction is not sufficient on its own for manuscript and archival work.

To address this problem, the thesis developed and implemented ArchAI as a scholar-facing
research prototype backed by persistent evidence storage. ArchAI was designed as an
evidence-aware workflow that combines document processing, OCR-derived evidence creation,
persistent storage, retrieval-aware grounding, authority-linked enrichment, and scholar-facing
interaction in one integrated workflow. Rather than treating the language model as the system
itself, the thesis treated it as one component in a broader architecture centered on evidence and
traceability.

The work makes four related contributions. First, its main contribution is architectural: it defines
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and implements a workflow architecture for scholarly AI over historical documents in which
page images, extracted text, persistent evidence, retrieval, linking, and generation remain
structurally connected rather than isolated. Second, its main prototype contribution is a
persistent evidence-centered workflow in which OCR-derived outputs become stored,
retrievable, and revisitable evidence rather than transient prompt context. Third, it integrates
retrieval-aware grounding and authority-linked enrichment into that workflow as bounded
features rather than as standalone algorithmic claims. Fourth, it provides a compact empirical
evaluation showing that, within the evaluated setup and prototype conditions, the full ArchAI
pipeline improves on weaker baselines most clearly in groundedness, traceability, and
end-to-end task support.

The thesis does not claim independent novelty in OCR, segmentation, retrieval, authority
linking, or model training and fine-tuning. Its contribution lies in how these components are
orchestrated and exposed within the ArchAI workflow. The strongest finding of the thesis is
therefore not simply that one OCR path performed best or that one response condition scored
highest. The deeper finding supported by the results is architectural: language-model
interaction becomes more appropriate for historical-document scholarship when it is embedded
in evidence-aware workflow architectures that preserve evidence, make provenance recoverable,
structure context, and support verification.

At the same time, the thesis does not claim that the current prototype resolves all uncertainties of
historical-document interpretation or that the evaluated results generalize automatically to all
historical corpora. Its claim is narrower and more defensible: within the evaluated setup, an
evidence-aware interaction architecture provides a stronger basis for scholarly use than weaker
alternatives.

8.2 Key Quantitative Results at a Glance

The main empirical results can be summarized as follows.

Within the evaluated OCR setup, GLM OCR produced the strongest overall upstream results,
with a CER of 4.8%, a WER of 10.9%, an exact line match rate of 72.3%, and an average runtime
of 9.4 seconds per page. Transkribus remained a strong external reference comparator and
showed the lowest failure rate, while SAIA OCR served as a useful multilingual baseline but did
not match the stronger two systems on the selected metrics.

At the downstream interaction level, the full ArchAI pipeline achieved 91% task success, 76%
fully grounded responses, and 97% traceable evidence support. OCR plus plain LLM chat
reached 74% task success but 0% traceable evidence links, showing that conversational
convenience alone does not provide the level of accountability required for scholarly use.
OCR-only interaction remained the fastest condition and fully source-derived in a narrow sense,
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but it performed substantially worse in overall task support.

The authority-linking layer yielded 64% correct-and-useful links, with 83% useful contextual
enrichment overall. These values are strong enough to justify the inclusion of the linking layer,
while also confirming that linking should be treated as bounded enrichment rather than as
automatic semantic truth.

The segmentation layer produced 94.1% usable outputs on the internal page set, with strong
region-level quality. This indicates that the upstream page-processing layer is strong enough to
sustain the broader workflow in most evaluated cases.

These values do not establish universal benchmark claims across all historical-document settings.
They do show that, within the evaluated setup, the full ArchAI pipeline provides a stronger
balance of evidence support, traceability, and task-level utility than weaker baselines. That is the
level at which the quantitative results support the broader thesis argument.

8.3 Practical Implications

The practical implication of this thesis is that, for the selected historical-document setting and
evaluated prototype, language models become more appropriate for scholarly use when they are
embedded in evidence-preserving, provenance-aware systems. This changes how such systems
should be designed.

For manuscript and archival work, a useful AI system should not treat the answer as the only
important output. It should preserve the source view, expose the evidence layer, support linked
context, and allow the user to move repeatedly between source, evidence, and interpretation. In
other words, the relevant design target is not a generic chat interface with historical data
attached, but a scholar-facing workspace in which language-model interaction remains one part
of a larger evidential environment.

This also changes the practical role of the model itself. In the context established by this thesis,
the model is not best understood as a substitute for the scholar or as an autonomous interpretive
authority. It is better understood as a mediated interpretive instrument whose value depends on
the quality of the evidence, retrieval, provenance, and interface structures that surround it. This
is a more restrained position than some broader claims about generative AI, but it is also a more
defensible one for historical-document work.

A further implication concerns Digital Humanities infrastructure. If evidence-aware scholarly AI
is to become genuinely useful in institutional and research settings, it must remain compatible
with standards and ecosystems already used by scholars, libraries, and archives. The thesis does
not fully implement every possible interoperability pathway, but it shows why standards-aware
design matters from the start. A system that cannot preserve a meaningful route back to page
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references, annotations, provenance structures, and linked entities will remain difficult to trust
and difficult to integrate into actual scholarly workflows.

More broadly, the thesis suggests that many problems commonly discussed under the heading
of “AI reliability” are not only model problems. They are also system-design problems.
Unsupported output, vanishing context, and weak accountability are partly consequences of
how systems are built: what they store, what they retrieve, what they expose, and how they let
the user verify support. This means that better scholarly AI will depend not only on better
models, but also on better workflow architectures.

8.4 Limitations

The thesis also has clear limits, and these limits define the scope of its claims. The evaluation
was conducted on a curated subset rather than at benchmark scale. Several assessments were
necessarily manual and depended on structured single-evaluator judgment. The prototype
remains a research prototype rather than a finished production platform. OCR, segmentation,
and linking all retain failure modes, especially on difficult manuscript material.

These limits matter because they restrict how broadly the results should be generalized. The
thesis does not establish that ArchAI, in its current form, is universally optimal for all
historical-document conditions. Nor does it establish that every future scholarly AI system
should adopt the exact same implementation choices. What the results do support is that the
architectural principle tested here—persistent evidence, retrieval-aware grounding, selective
enrichment, and traceable interaction—is a strong and empirically supported direction for
historical-document scholarship.

It is also important to note that the strongest findings of the thesis concern workflow quality rather
than broad claims about fully automated interpretation. ArchAI improves the conditions under
which scholars can work with difficult source material. It does not eliminate the need for
scholarly judgment, nor does it remove the uncertainty inherent in historical evidence. That is
not a weakness of the thesis. It is a realistic statement of what an evidence-aware scholarly
assistant should and should not claim to do.

8.5 Future Work

Future development should expand the evaluation, strengthen region-aware integration, refine
linking and confidence handling, and deepen interoperability and expert validation. The most
immediate extension is a broader study over more pages, more genres, and more difficult layout
conditions. This would strengthen the empirical basis of the work and allow the architecture to
be stress-tested under a wider range of manuscript and archival scenarios.
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A second important extension is evaluation with historians, philologists, archivists, or Digital
Humanities researchers. The present thesis provides strong prototype-level evidence, but
external expert studies would deepen the understanding of which forms of evidence exposure,
linking, retrieval, and response support are most useful in real practice.

A third direction is stronger region-aware integration between segmentation, OCR, retrieval, and
interaction. The current prototype already preserves source structure better than weaker
alternatives, but future versions could make region-to-evidence and region-to-response
pathways even tighter. This would be particularly valuable for manuscripts with complex layout
zones or dense local annotation.

A fourth direction is authority-linking refinement. The current prototype already treats linking
conservatively, which is appropriate, but future work could deepen this with user correction
loops, confidence-aware UI support, and more explicit mechanisms for resolving or preserving
ambiguity under historical variation.

A fifth direction is deeper interoperability. The internal design of ArchAI already aligns
conceptually with standards such as TEI, IIIF, Web Annotation, and PROV-DM. A practical next
step is to expose these connections more fully through export, integration, and reuse pathways
so that the system can participate more directly in broader scholarly infrastructures.

Finally, future work may also explore stronger domain adaptation, more robust multilingual
manuscript handling, and stricter grounding behavior in open or specialized models. Such work
would be most valuable when it remains subordinated to the broader evidence-aware
architecture rather than replacing it. The main lesson of the thesis is precisely that architectural
context matters. Future model improvements should therefore be developed as enhancements to
the workflow rather than as substitutes for it.

8.6 Final Statement

The final position of this thesis is clear but bounded. For the selected historical-document setting
and evaluated prototype, large language models become more appropriate for
historical-document scholarship when they are embedded in evidence-preserving,
provenance-aware workflows rather than used as free-form conversational layers. ArchAI
demonstrates one viable architectural path toward that goal.

Its main contribution is not to automate scholarship, but to support it through a more grounded,
inspectable, and accountable interaction workflow. In this respect, the thesis argues for a specific
future of scholarly AI: not unconstrained conversational convenience, and not the reduction of
historical documents to flattened prompt material, but evidence-aware systems in which
interpretation remains connected to source, support, and scholarly judgment.
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Summary

This final chapter consolidated the central argument of the thesis. It restated that the problem
was not merely how to generate fluent answers about historical documents, but how to make
such interaction more useful and more trustworthy for scholarly purposes. It summarized the
main contributions of the thesis as architectural integration, persistent evidence storage,
retrieval-aware grounding, authority-linked enrichment, and empirical evaluation against
weaker baselines. It also clarified that the strongest contribution of the prototype lies in
workflow quality rather than isolated model performance. Finally, it argued that the most
promising future of AI for historical-document scholarship lies in evidence-aware,
provenance-sensitive, and standards-compatible architectures of the kind ArchAI begins to
demonstrate.
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