GEORG-AUGUST-UNIVERSITAT ®
= 7\ GOTTINGEN &1/ e

Master’s Thesis

submitted in partial fulfillment of the
requirements for the course “Applied Computer Science”

Design and Implementation of a
Prototype for a Simulation Framework
with Applications in Research
and Education

[. Niiske

MatrNr: 21781239

First Supervisor: Prof. Dr. Julian Kunkel
Second Supervisor: Dr. Patrick Hohn

Georg-August-Universitat Gottingen
Institute of Computer Science
ISSN: 1612-6793

April 14, 2026



Georg-August-Universitdt Gottingen
Institute of Computer Science

Goldschmidtstraie 7
37077 Gottingen

Germany

& +49 (551) 39-172000

o +49 (551) 39-14403

= officeQinformatik.uni-goettingen.de

# www.informatik.uni-goettingen.de


mailto:office@informatik.uni-goettingen.de
www.informatik.uni-goettingen.de

Abstract

Deep well drilling is a significant cost factor for energy production, which can be reduced
using simulation by optimizing drilling parameters. The development of simulators for
commercial use has different requirements than those for usage in research and teaching.
The additional requirements, mostly related to reproducibility and usability, are not
fulfilled by the closed-source proprietary simulators. While various open-source models
have been published, these have to be combined manually, and the few existing
open-source simulators are generally constrained to a specific area or sub-process. An
open-source simulator for the entire drilling process, with a similar scope as the
commercial simulators, is not available.

In this thesis, a domain-agnostic simulation framework prototype was developed as
part of a larger effort to develop such a fully open-source and feature-rich simulator for
research and teaching. The framework provides functions for coupling models,
administration of the simulation and its data, displaying generated results, and controlling
the simulation. For this, the requirements for use in research and teaching were collected,
a design was developed for a software system satisfying these requirements, and the design
was then implemented. Based on the results of the implementation, the feasibility of the
larger project was evaluated and limitations and challenges for future work identified.

The developed framework prototype is extensively configurable. Supported models can
be integrated unchanged using adapters, and are executed concurrently, to enable
real-time simulation. As the framework components are fully modular, new interfaces,
model adapters, and features can be integrated with minimal changes to library code.
Several implementations for interfaces and data export are included, to demonstrate how
the framework may be expanded. The prototype successfully implements nearly all
features planned for the thesis, and the identified limitations do not significantly impact
its usability for the simulator, with positive implications for the feasibility of the project.
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Design and Implementation of a
Prototype for a Simulation Framework with Applications in Research and Education

1 Introduction

A large cost factor in energy production, both for fossil fuels as well as geothermal energy,
is the up-front cost of drilling the needed deep wells [TS12; TN15|. One avenue used to
lower this expense is to utilize simulation of the drill site and the drilling process, in order
to optimize the drilling parameters and identifying the most efficient setup. Additionally,
carrying out initial crew training in a simulator before continuing the training on a
drilling platform is both safer and more cost-efficient. [HFO19] The resulting increased
efficiency and higher productive time, leading to higher effective revenue, is a strong
driver of commercial advancement in this area, and results in various proprietary drilling
simulation solutions being available.

In contrast, simulation for research and teaching purposes places emphasis on other
aspects. Here, the ability to validate and explore the used algorithms and their
implementations are as important, if not more so, as achieving the correct result. As such,
the existing commercial solutions aimed at industrial use, which are proprietary and
closed-source as well as expensive, are ill-suited for application in this area. While
numerous theoretical models have been published, and some open source implementations
of these exist, a full open-source simulator of similar feature scope as the commercial
solutions fulfilling these divergent requirements is not available.

1.1 Motivation

In addition to the need for validation of the used models, there are other requirements
and restraints which must be satisfied for using a simulator in research and teaching as
compared to industrial applications. The primary purposes of simulation in this field are
to foster deeper understanding of the highly complex set of interdependent physical
processes being modelled, and to allow insight into the accuracy, behaviour, and
interaction of the used models, to enable analysis and inform further research. To satisfy
these requirements, a simulation program must support modification of and
experimentation with models and parameters, as well as be fully transparent as to how
results are derived.

While there are no drilling simulators fulfilling these additional requirements, there
are open-source implementations of published models for drilling processes available from
various sources, and an effort to collect data and models in an openly accessible repository
by Pastusek et al. [Pas+19]. However, these algorithms generally model a single process
or few closely connected processes, and different models must be coupled manually to
simulate more complex systems. For this there are limited solutions, apart from commercial
simulators, and those that do exist are mostly of limited scope, usually modelling a specific
subprocess, as will be presented in the chapter Background and Related Work. One
exception to this is a C++-based simulator presented by Losoya et al. in [Los+20]|, which is
aimed both at commercial and academic use, though only accessible to partners of Texas

A&M University.
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1.2 Research Goal

To address the problem presented above, the larger project this thesis is embedded in,
headed by Patrick Hohn at the Gesellschaft fiir wissenschaftliche Datenverarbeitung mbH
Gottingen (GWDG), aims to develop a free and fully open source, modifiable, and
feature-rich simulator with a focus on usage in research and teaching. To aid adoption in
the intended application area, it will be implemented in Python. As this project would be
too extensive to be implemented in the course of a single thesis, this thesis will examine
the feasibility of the undertaking, identify challenges for future work, and lay the
groundwork for the simulator by developing a simulation framework prototype to take
over coupling models, displaying results, data administration, and simulation controls. To
ensure the future work can build upon the obtained results, the prototype must be easily
extensible. Additionally, while the intended application area is deep well drilling, the
framework aims to be domain-agnostic, to maximise flexibility and potential application
areas. From this goal the following main research question were derived:

RQ1: Can a real-time simulation framework which fulfils the requirements
for use in research and teaching be implemented in Python?

This question aims to examine the feasibility of the larger project. Should it be found
in the course of development of the framework prototype that the posed requirements are
fundamentally incompatible, for example because Python is not sufficiently performant to
fulfil the speed requirements, or because the requirements cannot be reconciled, this
would mean the fundamental concept for the larger project needs to be re-examined. If it
is found that the framework can be successfully implemented, but has shortcomings, it
may also be necessary to review the posed requirements and identify where the problems
arose. On the other hand, if this question is answered in the positive, the larger project
can likely proceed largely as planned.

RQ2: Which limitations are placed on the simulation framework and the
larger project by the requirements of the project and the technologies chosen
for implementation?

This question complements the first research question by aiming to investigate the limits
of chosen implementation methods, and the constraints that they place on the available
solutions, to identify the areas of the simulator where compromise may be necessary. As
part of this, further features and integrations will be planned, to examine whether and
how they might be integrated into the prototype, laying the groundwork for further work.

1.3 Contribution

To address the research questions posed above, the requirements entailed by the intended
usage scenario will be collected and specified. From these, a prototype for the envisioned
model coupling and simulation framework fulfilling those requirements will be designed
and implemented, its applicability to the presented problem analysed, and the implications
for the larger project and the feasibility for the chosen approach examined, based on the
specified requirements.

Introduction I. Niske 2
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This leads to the following contributions:

e Identification and specification of the requirements posed by the presented
use case and intended target audience.

e Technical design for a system satisfying these requirements within the given
technical restraints.

e Model coupling and simulation framework prototype implementation, with a
focus on use in research and teaching.

1.4 Outline

In the following chapters, the concept and design for the envisioned framework is
introduced, the resulting prototype presented, and its applicability to the presented
problem investigated.

In Background and Related Work, related concepts and background knowledge on
the used technologies are introduced. The current state of drilling simulation is
summarized and the applicability of existing solutions to this research problem analyzed.
The chapter concludes with an overview of previous work on the encompassing project,
including the preceding internship this thesis builds upon.

In Methodology, first the target audience is introduced. Using this, the use cases the
framework is expected to apply to are collected, and formal requirements derived from
these. The resulting requirements are further specified through sub-requirements and
acceptance criteria where applicable. In the last section, the setups used to take
performance measurements are outlined.

In Design, the architecture and interfaces which the prototype was designed to follow
are described and motivated by expected challenges. The concepts for messaging, control,
data flow and configuration are introduced, the chosen solutions justified, and the
resulting restraints for the implementation collected.

In Implementation, the specific implementation and used technologies are presented.
The chapter explains the communication and context management systems, with the used
algorithms and structure, and details the general code structure and program components.

In Usage, the interface of the developed framework is detailed, illustrating how the
framework may be used both as a library from the perspective of a developer, and as a
tool from an end-user’s perspective.

In Evaluation and Discussion, the prototype is evaluated under the requirements
introduced in Methodology and the feasibility of the approach discussed. Advantages,
limitations and shortcomings of the concept and implementation are examined, both
those related to the initial requirements as well as those found during implementation.

Lastly, in Conclusion and Future Work, the results of this thesis and the current
state of the prototype as well as the encompassing project are summarized. Upcoming
features and future work in the project are presented to give an outlook of the next steps.

Introduction I. Niske 3
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2 Background and Related Work

In this chapter, the relevant background and related work this thesis builds on will be
introduced and summarized. This starts with an introduction to simulation in general
and in computing, continues with a summary of the used tools, technologies and external
dependencies, and proceeds with an overview of existing simulators and models in the
drilling domain. In the conclusion of this chapter, the results of the internship preceding
this thesis and their applicability to the thesis are recapitulated.

2.1 Simulation

This subchapter will introduce the terms and concepts of simulation. The theoretical
background will be illustrated using a simple example scenario, which will then also be
used in the following chapters in code snippets, examples, and explanations.

2.1.1 Example Scenario

The scenario chosen for illustration is a predation system, in its simplest form tracking
only the populations of foxes and rabbits over time. As the growth of fox populations is
dependent on prey availability, it correlates with rabbit population size, and conversely,
the growth of the rabbit population is inversely correlated with the fox population due to

predation, as shown in 1.
(—{ High Fox Population ﬁ

‘ High Rabbit Population ’ ‘ Low Rabbit Population

t—[ Low Fox Population <—J

Figure 1: Correlation between fox and rabbit populations

This simple scenario can be expanded to include the influence of other factors, such as
the food availability for rabbits dependent on the seasons, the influence of other prey and
predator species, and illnesses.

2.1.2 Introduction to Simulation

Simulation in general is the process of understanding the behaviour and predicting the
outcome of a system, by analysis of its component processes. To implement this on a
software-level, the system of interest is deconstructed into its component processes, whose
behaviours are then observed and formalized. These formalized processes are translated
into code, which can again be combined to simulate the original system. [Bos18|

Terminology

The component processes behaviour is described using models, algorithms which, based
on a subset of information on the current state of the system, infer information on the
future state of the system. This information is often ordered in the form of variables,
which describe a single, measurable attribute of the system. If a set of interdependent

Background I. Niiske 4
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models are available for which the output information is a superset of the necessary input
information, these can be used to iteratively generate new information sets, and predict
system states beyond those that the models can generate in isolation.

Usually, models generate discrete data. If an intermediate value is needed between
points for which values have been computed, interpolation can be used to approximate
intermediate values between the generated points. When the models are executed
synchronously, one repetition of this process will be called an iteration in the following.
The process of combining the models and ensuring all needed input information is
provided is called coupling, which then results again in a representation of the entire
system. [Bosl§|

Real-Time Simulation

When a simulation is run at or close to the speed it would be in the real-world, this is
called real-time simulation. This is often needed when the purpose of simulation is not
purely to analyse the modelled system, but either interaction with a human is intended,
or the process being simulated is simultaneously occurring in the real world. To achieve
real-time simulation with limited computing resources, it may be necessary to simplify the
executed models in order to increase their speed, therefore sacrificing simulation precision
in order to gain performance.

For real-time simulation, a difference is made between soft and hard real-time, in which
hard real-time means that there are hard deadlines for all needed information which must
be met, while soft real-time only requires that the state of the modelled system not fall
significantly behind the state of the real-world system, while the exact timing of single
data points is not as important. In the following, when the term real-time is used, this
refers to soft real-time. [Kop97|

2.1.3 Example Simulation

To then simulate the simplest case of the example scenario introduced above, our
modelled variables may be fox population and rabbit population, with two models,
one to infer the next fox population from the current populations, and one for calculating
the rabbit population from the current populations. To then couple these models, for each
iteration, the current values of the populations are given as input to both models, which
then compute the next values, using which the simulation can then continue. Should the
models not be stateless, but save the last results they computed, they would then only
need the other population as input.

This could then be expanded to, for example, include food availability for the rabbits
and reproduction and death rates for both species, based on age group. In this case, there
would then be four variables, fox population, rabbit population, plant availability,
and season. These would be modelled using one algorithm each, with each algorithm
saving their last computed values as state. The seasons algorithm would then depend on
the time passing between iterations, called iteration step size, and the plant algorithm
would take rabbit population and the season as input. The rabbit algorithm would
depend both on plant availability and fox population, and the fox algorithm would only
have the rabbit population as input parameter.

Background I. Niiske )



Design and Implementation of a
Prototype for a Simulation Framework with Applications in Research and Education

2.2 Relevant Terms and Technologies

This subchapter will introduce the terms and technologies used in the remainder of the
thesis. This starts with an overview of the used python packages and standard-library
features, continues with an explanation of the development tools used, and concludes with
a short summary of the file formats used for configuration and output files.

2.2.1 Python

As alluded to in the introduction, one central requirement for the prototype was for it to
be implemented using Python, a high-level and object-oriented interpreted programming
language [Ros22|. This subchapter assumes the reader to have a basic understanding of
Python code and concepts. All external dependencies of the framework as well as the most
prominently used modules of the python standard library will be presented here. A list of
the versions of used software and packages is available in the appendix.

Standard Library Modules

The Type Annotations module adds support for type hints to the Python language
|Ros+h|. While these are not enforced at runtime and therefore do not, usually, change
the behaviour of the code, they enable static type checking, which helps to identify areas
where errors may occur. Additionally, the type hints are themselves a kind of
documentation, as they communicate which kind of data is expected at an interface.

The Abstract Base Classes module is used to define abstract, or non-instantiable, base
classes [Ros+a]. These function as interface definitions for the new class, provide a central
class for isinstance checks, and are used to keep interface and implementations separate.
Additionally, they can be used in type annotations in code using the classes functions,
which ensures during type checking that only functionality common to all
implementations is used.

The Multiprocessing module contains code to utilize true concurrency in Python, and
can be used to spawn new processes |[Ros+{]. It also provides functionality needed for
working with the subprocesses. The provided methods for communication are Queues,
Pipes, and shared memory, with Queues being slowest while providing the most
functionality, and shared memory being the fastest. Objects sent through a Pipe or
Queue are serialized and de-serialized using the pickle module, with the serialization being
called 'pickling’ and the deserialization being called 'unpickling’ [Ros+g].

The argparse module provides utility functions for command line programs, including
automatic parsing of options, generation of help messages, and input validation [Ros-+b].

Other Dependencies

The prototype itself has two external dependencies, the sortedcontainers package by
Grant Jenksproviding fast implementations for sorted variants of native Python containers
[Jen19; Jen|, and the pyyaml package, which contains features for YAML processing
[Sim]|. Additionally, the numpy package for scientific computing, which provides performant
computations and additional datatypes such as matrices [Har+20|, will likely be an optional
dependency in the future, to extend support for models using numpy.

Background I. Niiske 6
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To use the terminal-based interface, two additional optional dependencies are needed,
these being the textual package, a package to create complex terminal interfaces [McG],
and the plotext package, which provides functionality to plot data in the terminal [Pic].

There is also a proof-of-concept Graphical User Interface (GUI) implemented using the
nicegui package, which can be used to create interfaces that are then deployed on localhost
and rendered from HTML and CSS using any browser [ST25; Zau|. To instead start a
native window, the optional dependency pywebview package can be used [Sir]. The last
optional dependency of the interface is the matplotlib package, a plotting library used for
alternative display of graphs [Hun07; Joh|.

2.2.2 Tools

For development, some additional tools from the Python ecosystem were used to ensure
code quality. For static checking of type hints, the mypy package [Leh+] and if supplied
type extensions for other installed packages are used. The test suite is implemented and
executed using the pytest framework [Kre+|, and from the result coverage reports can be
generated using the coverage.py tool [Bat+]. For linting, the pylint tool is used |Pyl], and
flake8 for code style checks |ZC].

Code Inspection

For inspection of the prototypes performance, two python program profilers supporting
multiprocessing were used. The py-spy profiler is a command line sampling profiler with
user-friendly analysis tools [Fre|]. For inspection of calls too fast to analyse using sampling,
the viztracer profiler was utilized instead, which injects itself into function entry- and
exit-points and therefore can be used to analyse arbitrary calls [Gao].

2.2.3 File Types

For text-based data files, two formats are used in the prototype. For saving generated
data, Comma Separated Values (CSV) files are created, which contain comma-separated
tabular data, with each file having a header, determining the name for each column, and
an arbitrary number of rows with data. One excerpt from such a file can be seen in
Listing 10. Configuration files are written in YAML Ain’t Markup Language (YAML), a
data serialization format in which any combination of mappings, lists, and scalar values can
be used. Additionally, there are plans to also support JavaScript Object Notation (JSON)
format for both file types, which is another data serialization standard supporting mappings,
lists, and scalar values.

2.3 Existing Drilling Simulation Solutions

In this subchapter, the existing solutions for drilling simulation will be shortly presented,
and the reasons they are not applicable to the presented problem explained. The following
sub-section contains an overview of open source and project-internal model implementations,
and in the last sub-section the previous work done during the internship preceding this
thesis will be summarized.

Background I. Niiske 7
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2.3.1 Simulators

This sub-section contains an overview of drilling simulators, starting with commercial
simulators, continuing with the Texas A&M simulator, and further with open source
simulators. In the last sub-section, other coupling libraries will be introduced.

Commercial Simulators

The following simulators are proprietary and closed source, and not applicable to the
presented problem for this reason. They are included to give an overview of the available
providers for commercial purposes.

e 3t Drilling Systems have an extensive lineup of drilling simulators, covering
software and hardware simulators of various feature scopes. [Sys]

e NOV are a company selling drilling equipment and training services, for which they
use in-house portable simulators. [NOV]|

e MODUS Oilfield develop the PayZone predictive simulator, a software simulator
used for optimization and training. [Oil]

e NORCE Energy develop the OpenLab Drilling simulator, which has a web-based
component, a limited feature-set of which can be used without cost. [Ene|

Texas A&M Simulator

One semi-open simulator with a goal similar to the one presented in the Introduction is
the Texas A&M Drilling Simulator. It is a fully featured simulator for a variety of drilling
processes, with support for use in academic research and teaching. However, the simulator
is not truly openly accessible, as it is only available to partners of Texas A&M University.
Additionally, as it is implemented in C++ and utilizes inbuilt models rather than being
able to freely choose the used models, it is also not a suitable solution to the presented
problem. [Los+20]

Open Source Simulators

While there are no open source simulators for the entire deep well drilling process, there
are open source simulators for subsystems. Though these are again not applicable to
the presented problem due to their limited scopes, a subset of software under active
development is collected here to give an overview:

e MATLAB Reservoir Simulation Toolbox is used for flow, mechanics and
transport simulation. It is implemented in MATLAB. [Dig]|

e The Open Porous Media Flow simulator is used for reservoir modelling,
implemented in C++. [Ahm-+25]

e DuMux is a framework for flow and transport processes, also in C++. [KGW+]

All of these efforts are related and have influenced each other. [Ras+21; KGW+21|

Some of the repositories from the Open Source Drilling Community (OSDC), which
will be further explained in the following subchapter, also contain administrative code to
combine the contained models into simulators for their respective subsystem. Most of
these are implemented in C#. [Sho+|
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The Ensemble based Reservoir Tool or ERT is similar to the desired functionality,
as it is configurable and implemented in Python. However, its configuration process is
fairly complex, and its main focus is on parameter optimization, and is therefore missing
several features desired for the envisioned simulator, most notably configuration of the
user interface. [Equ]

Other Coupling Libraries

For coupling software not including models, there are also open source solutions close
to the presented use-case, though these are limited in the kind of models that can be
coupled. The preCICE library can be used for coupling models adhering to one of various
standards, and is implemented in C++ [Cho+22|. For models adhering to the Functional
Mock-up Interface (FMI), a standard for interfaces intended to facilitate exchange and
co-simulation of models, there is a python solution with the pyFMI package [AB; Blo+12].

2.3.2 Overview of Drilling Models

In contrast to the simulators, there are open source implementations of drilling models
usable for the presented use-case, which will be presented in this sub-section. There are
plans to, in the future, supply configuration files for various open source models that will
then be able to be used with the framework, to aid integration and facilitate reuse. The
most prominent of the available models will be introduced in the following.

OSDC

The OSDC led by the Texas A&M University, the University of Calgary, and a steering
committee consisting of twenty-one scientists, initiated a GitHub organization of
open-source drilling models for various processes, currently comprised of 26 repositories.
While the majority of the contained models cannot yet be integrated in the framework
prototype, as they are implemented in C# or C++, integrations for some Python models
are drafted, though these are as of yet untested due to missing models for their input
variables. Drafted integrations exist for their implementations of four drill bit algorithms
by Ziaja |Zia85|, Detournay and Defourny [DD92|, Gerbaud et al. [GMS06], and Che et al.
[CZE16], published by Ghaly and Shor as part of [GS25|. Once support for integration of
C-language models has been added to the framework, additional OSDC models will be
able to be integrated by writing integration files. [Sho+|

Other Open Source Models

While there are various models available in literature, the pool of available open-source
implementations of these algorithms is smaller. Apart from those collected by the OSDC,
two repositories with open source models are:

e The Open Source Models for Qilfield Drilling repository contains some small
drilling models, implemented in Python and MATLAB. However, it is not actively
maintained. The repository is published under the MIT license. [HA|

e The welleng repository also contains models, as well as other drilling simulation
tools. They are implemented in Python, and actively developed using Artificial
Intelligence (AI) tooling. The repository is published under the Apache-2.0 license.
[Cor]
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Additional Models

In addition to the freely available models, there are integrations drafted for some
project-internal implementations, which will be made openly available once they have
been fully integrated into the simulator. These consist of 21 models for rate of
penetration (or drilling speed) and 5 models for torque on bit, based on algorithms from
various sources. The drilling speed models were implemented in Python by Patrick Hohn
et al., and the torque models by Patrick Hohn et al., in papers on model optimization
[Hoh+22a; Hoh-+22b).

2.4 Summary of Previous Work

This thesis builds upon and expands the results of the preceding internship, in which a
first architecture proposal was developed and technologies for use during the
implementation were evaluated. Lastly, the areas of the developed architecture most likely
to need refinement were identified and collected. The drafted architecture included a
layered design with a general concept for independent, isolated subcomponents
communicating using unified interfaces, which was then refined to produce the
implemented architecture presented in section 4.

In that same internship, the technologies to be used were evaluated, and the interfaces
commonly used for models were collected to identify possible adapters. Several options
were evaluated for concurrent execution, with the conclusion being that Python
multiprocessing would be the option best fitting the envisioned usage and prototype scope.
Interface standards for component (now context) communication were compared and the
decision made to ensure that the implemented method of communication can be easily
exchanged. Lastly, potential formats for configuration files were compared to identify the
most usable, with the result being YAML or JSON introducing the least barrier to usage.

In addition, a subset of the work presented in this thesis was included in a talk given
at the Celle Drilling Conference 2025 by Patrick Hohn [HNK25].
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3 Methodology

In this chapter, the target audience for the envisioned simulator is introduced, and the
use cases and problems which should be solved by the program are collected. From these
formal requirements with sub-requirements and evaluation criteria are developed. In the
last section, the setup used to perform simulation speed measurements is presented.

3.1 Refined Goals and Use Cases

The requirements for the framework prototype are largely motivated by the problem
presented in the introduction: While there are proprietary drilling simulators and open
source models, an open source simulator suitable for use in research and teaching is missing.
The foremost goal of this thesis is therefore to extract the requirements such a simulator
must fulfil, implement a prototype framework satisfying them, and identify areas in which
the proposed solution may have to be amended. This subchapter will detail the external
conditions motivating the need for a new solution, from which the formal requirements
and evaluation criteria will be developed in the following subchapter.

3.1.1 Target Audience

The target audience for the proposed simulator are researchers, teachers and students in
the domain of deep well drilling. Apart from computer scientists, these include physicists,
mechanical engineers, and geological engineers as important user groups. Additionally,
as the simulation framework should be domain-independent to enable its use in a wider
community, its target audience is expanded to also include scientists of other domains
in which simulation plays a significant role. As this audience can not be assumed to
have extensive background knowledge of programming, the technical barriers to using the
program must be kept minimal, and a focus placed on using formats commonly used in
non-technical sciences and engineering, wherever possible.

3.1.2 Use Cases

The primary application area for the simulator is to create a simulation framework for
arbitrary systems, to be used in research and teaching. This application informs the
following use cases:

e Coupling of pre-existing models in order to simulate a larger system while
utilizing the existing models for the systems sub-processes.

e Validation and exploration of the used algorithms and their implementation.

e Inspecting the interaction of sub-processes by altering the input parameters
or model behaviour and observing their effect on the system as a whole.

e Illustration of system characteristics to students by enabling them to observe
and modify the simulation, thereby allowing them insight into the behaviour of and
interaction between models and the sub-processes whose behaviour they reproduce.

e Analysis of the larger system through the accumulated simulation data,
identifying incongruencies and areas of interest, and provoking further research.
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3.2 Requirements and Evaluation Criteria

The goal for the prototype framework is to cover the use cases listed above, and supply
as much additional features as is possible and sensible, in order to, in the future, drive
adoption of the simulator and build a community. This chapter lists the requirements
defining the criteria the prototype must fulfil in order to be considered successful. These
include the functions the prototype must provide, the features it must implement, as well
as its interaction with the system, external code, and the user. Additionally, they define
constraints placed upon the prototypes implementation and properties. To this end, the
goal is divided into general requirements using the information from the previous parts
of this chapter, then further specified into sub-requirements. For each sub-requirement,
evaluation criteria are developed, which define how the prototype will be evaluated to
determine how well it fulfils a given requirement.

3.2.1 Reql: Accessibility and Usability

The first requirement is that the simulation framework should be easy to use, and easy to
understand, both for the end-users running simulations and for the developers extending
and modifying the framework. As the user base is assumed to consist of researchers and
students and include scientists without a strong technical background, a focus should be
on using technologies likely to be familiar.

As the larger simulator project will by implemented in Python, this is also introduced
as a hard requirement for the framework. Additionally, the setup of a simulation and
integration of models should be possible without having to code, and developers without
extensive programming skills should be able to modify the framework. From this the
following sub-requirements can be formulated, with each sub-point being an evaluation
criterion:

e Reql.1: The framework must be implemented in Python. This is the
programming language which will be used in the encompassing project, and as a
user-friendly and commonly-used language, it is well suited to keep technical barriers
low. As such, this is the most important requirement for this prototype.

e Fuvall.1-1: Percentage of code implemented in Python. This may place a higher
focus on code which is expected to be modified or interacted with.

e Reql.2: Used technologies should be familiar to the user base. This
requirement focuses on the technologies needed to setup and run a simulation, so
those exposed to the end user, but not those used within the framework.

e Fwall.2-1: Prevalence of used technology in the user base. The impact of used
technologies may be weighted by share of user interaction.

e Reql.3: Usage should be possible without programming knowledge. This
means that given model implementations for each needed component, the simulation
can be run without additional coding required.

o Fvall.3-1: Amount of programming needed to set up a new simulation. The
needed programming can be measured in time, lines of code, or similar.

o Fwvall.3-2: Amount of programming needed to integrate a new model, using the
same measurement methods as for Evall.3-1.
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e Reql.4: Modifications should be uncomplicated. This requirement will be
difficult to quantify, as it is not yet clear which modifications may need to be made,
and how difficult it would be to implement these for someone not familiar with the
framework. However, it is essentially the complement of Reql.2 for developers.

e Fuall.}-1: Estimation of programming skill needed for modifications. This
should be done by investigating how much of the knowledge needed to implement
expected modifications would be due to the framework library as compared to
the complexity of the implemented feature.

o Fwvall.4-2: Availability of code documentation. Code with higher coverage and
quality of documentation is easier to understand, making it easier to work with.

3.2.2 Req2: Real-Time Simulation Capable

The ultimate goal of the larger project the framework will be used in is to be a fully
featured deep well drilling simulator. As this includes real-time simulation for use in a
GUI, the second requirement for the simulator is that it must be capable of soft real-time
simulation. For the prototype, this was specified as being capable of generating 20 frames
a second, so one frame every 50 milliseconds, with rare failures to meet deadlines being
acceptable. To achieve this, with typical model execution times also being measured
in milliseconds, it is necessary to implement concurrent execution of models, which is
impeded by their close enmeshment, with models requiring each others output as input
values. However, should real-time simulation not be possible on the current system even
utilizing concurrency, for example because there are not sufficient processing cores available,
execution of the simulation must still be possible, either in lower resolution or in less than
real time. Therefore, this requirements sub-requirements are:

¢ Req2.1: The framework should be as lightweight as possible. As Python
is an interpreted language, which means it is often slower compared to compiled
programming languages [FL20], it is imperative to optimize for speed wherever
possible to support real-time execution for a wide range of models.

e Fwal2.1-1: Framework overhead per iteration. This criterion is measured by the
share of time within a single simulation iteration that is spent on framework
overhead, rather than model execution.

o Fwal2.1-2: Mazimum supported model runtime. This is the maximum runtime
per iteration the slowest model of the simulation may need, without it starting
to lag behind real-time.

e Req2.2: Models must be able to be executed concurrently. As models
are assumed to run continuously within an iteration, this means true concurrency,
utilizing several cores, rather than Python threading.

e Fwal2.2-1: Share of model types supporting concurrency. This criterion is
measured based on those models which can be integrated into a simulation.

e Req2.3: Failures to meet deadlines must be avoided.

e Fval2.3-1: Share of failed deadlines. This criterion should be evaluated for
different simulation setups. Any failures created by the setup should be
discarded, while those caused by technical inadequacies are relevant.
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e Req2.4: Systems without sufficient resources for real-time simulation
must be supported. Depending on requirements and computing resources, this
may mean running the simulation at less than real-time, or lowering the simulation
resolution.

e Fwal2.4-1: Slowest supported models. This criterion can be evaluated in relation
to the available computation resources, if necessary.

For this requirement, the scope of the prototype was restricted to local execution of models,
with support for computing on distributed systems potentially being added in the future.
However, where possible the prerequisites for this feature should be considered during
implementation.

3.2.3 Req3: Integration of Diverse Models

As the goal is to allow coupling of as many existing model implementations as possible,
the simulator must support executing a wide variety of model types with inhomogeneous
interfaces. To ensure the implementations do not have to be changed, and for compatibility
with Reql, the aim is to integrate these existing models by adapting to their interfaces on
the frameworks part, rather than adapting the models to the framework by amending their
interface. Further, the interface should be able to be extended with support for additional
model types easily, so that missing interfaces can be added iteratively.

e Req3.1: As many models as feasible should be supported.

o Fval3.1-1: Amount of models that can be integrated into a simulation. If
available, evaluation of this criterion should take into account prevalence of
available model types.

e Req3.2: Models should be able to be integrated unchanged. For this
requirement, unchanged means that the content of the file or setup of the existing
models must not be modified.

e Fval3.2-1: Share of models that can be integrated unchanged. The baseline for
this measurement should be the models fulfilling Eval3.1-1.

e Req3.3: Integration of additional interfaces should be supported.
Additionally, the process of integration should be as scalable as possible, to ensure
the code stays maintainable with a growing number of supported model types.

e Fval3.3-1: Fase of integration for a new model type. This criterion should be
evaluated using an estimation of the needed programming skills and knowledge
of the framework, compare to Evall.}-1.

e Fval3.3-2: Scalability with increasing support for various model types. How
much more difficult will it become to add further model interfaces? Will there be
trade-offs for additional interfaces, for example with regards to code complexity,
performance, or usability?

For the prototype developed during this thesis, the primary focus was determined to be
on Req3.3 over Req3.1, as support for additional model types can be added after the
fundamental concept for the framework has been evaluated as to its feasibility.
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3.2.4 Req4: Modifiable Setup and Simulation

To enable users to experiment with as many aspects of the simulation as possible, the
framework has to support extensive expansion and modifications. All used models and
algorithms should be exchangeable, and simulation parameters and input conditions should
be able to be configured before and and altered during a simulation run. For compatibility
with Reql, the simulation and its behaviour should be modifiable without coding where
possible, and for cases where this is not possible, the framework components should be
replaceable, to modify the frameworks behaviour beyond configuration.

e Req4.1: All used models and algorithms must be exchangeable. This means
that no code that is part of the simulation, rather than administrative, may be
integrated into the framework in such a way that it cannot be replaced by another
implementation.

e Fuvaly.1-1: Share of simulation-relevant algorithms that are exchangeable. As
this may be difficult to quantify, this may be divided by algorithm class, for
example.

e Req4.2: The simulation setup must be configurable. This includes parameters,
initial values, and simulator behaviour.

e Fvaly.2-1: Share of parameters which are configurable, measured against all
supported simulation parameter types.

e Req4.3: The simulation data should be able to be altered during a
simulation run, for example by overwriting the current value of a chosen variable
with a value chosen by the user.

e Fvalj.3-1: Share of configurable simulation data, measured against all
simulation-internal data.

e Req4.4: Non-configurable framework components should be replaceable.
This applies to components which do not fulfil Req4.3, to ensure their functionality
can be amended if absolutely necessary.

e Fuvaly.4-1: Share of framework components that are replaceable.

For each of these sub-requirements, the ease with which the configuration or replacement
can be made, for those components and parameters for which it is possible, should be
examined as part of Reql, more specifically Reql.3 for user-facing configuration, and
Reql.4 for those used by developers.

3.2.5 Reqb: Extensive Feature-Scope

In order to prepare development of the larger simulator and perspectively drive adoption
in the future, the framework should support a wide variety of additional features. The
primary focus for additional prototype features was to integrate a simple user interface,
making computed data accessible as live data during the simulation, as well as supporting
exports of the generated data, to be used for analysis. Additionally, the prototype should
be designed to be as extensible as possible, especially with regard to later adding a full
user interface, support for simulation runs on a distributed system, and further analytic
features. Other features considered to be potentially useful were simulation controls (start
and stop, pause and resume) and unit conversion.
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Req5.1: Live data must be accessible during the simulation.

e Fval5.1-1: Share of simulation data supporting live display.

Req5.2: Generated data can be exported.

e Fval5.2-1:  Share of exportable simulation-generated data. For this,
simulation-generated is defined as information pertaining to the system being
simulated, rather than technical information.

e Fwals.2-2: Supported export formats. The utility of formats should be evaluated
using the same criteria as for Fvall.2-1.

Req5.3: The framework must be as extensible as possible.

e Fwal5.3-1: Difficulty of integrating planned features. This sub-requirement
will be difficult to quantify, so it should be evaluated using an overview of
the features planned for future extension and how they might be integrated,
compare to Req3.5.

Req5.4: The framework should provide additional features.

o Fuwals.4-1: List of features not required by other requirements. For this, only
features which are relevant to the target audience and use cases described in
this chapter may be considered.

3.3 Simulation Speed Test Environment

To assess, improve, and quantify the framework performance, the simulation speed had to
be measured. The setup and methods used for this are explained in this subchapter, with
an overview of their shortcomings.

3.3.1 Setup

All tests were run on a computer with an Intel Core i7-13700H Central Processing
Unit (CPU) and 32GB of DDR5-Random Access Memory (RAM), running Microsoft
Windows 10 [Mic22|. The Graphics Processing Unit (GPU) and disk specifications are
not relevant to the test outcomes, as the current version of the prototype does not utilize
the GPU and only accesses the disk in non-modelling sub-processes. Selected tests were
repeated for verification on systems running other operating systems, primarily Fedora
[Fed25] and Ubuntu [Can25], and differing technical specifications. These reproductions
were found to generate comparable results to the main setup, within precision of the
measurement methods.

Shortcomings

While this test setup is sufficient to obtain an estimate of measured variables, the results
are not fully reproducible, as they are not tested on diverse soft- and hardware, and the
interference of system processes can not be excluded. As such, the speed measurements
obtained using these tests would have to be verified and repeated using more robust
methods to make concrete statements about the frameworks performance. However, the
results are comparable to each other and should be of the correct magnitude, so they may
be used for performance improvements and for evaluation of the soft speed requirements
presented above, and therefore suffice for the purposes of this thesis.
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3.3.2 Slowest Supported Model Measurement

To evaluate Fval2.1-2, a simulation was set up with an simulation iteration length of the
targeted 50ms, and five models with configurable runtimes, using a global setting. In
addition, the framework was configured to warn every time the simulation started to lag
behind real time. Using this setup, the simulation was repeatedly run for ten seconds,
with the model runtime being iteratively increased, until the framework started to warn
about simulation lag. Once a maximum model runtime was determined, the obtained
value was verified by repeated simulation runs of thirty seconds, and lowered if any run
caused a warning, until five runs passed without warning and no adjustment of the model
runtime. The obtained value was then again verified by running a simulation exceeding
five minutes runtime with this same setup. The runtimes of ten seconds, thirty seconds
and five minutes were chosen based on experience, as most simulation lag occurs within a
minute of the simulation’s start.

3.3.3 Framework Overhead Measurements

In order to measure the overhead introduced by the coupling framework, a simulation was
set up using five models with negligible runtime, so their impact on the total runtime
could be disregarded, and the simulation run at maximum possible speed. Then, for each
time period of measurement, the executed iterations were counted and divided by the
elapsed time, thereby obtaining the performance measurement iterations per time. As the
used models, coupled directly, would manage millions of iterations per second, this
approach approximates only the communication overhead. The computation was
performed in the main process, to prevent its overhead from skewing the results. However,
as the propagation of simulation data to this process is done with low priority, some
measurement artefacts are expected.

From the obtained measurement, for example 1150 iterations per second, the framework
overhead per iteration could then be obtained by taking the inverse value, which would be
about 0.87 milliseconds per iteration. This method of measurement was used to obtain
the data used in section 5 to explain design decisions, and in section 7 to evaluate the
requirement Req2: Real-Time Simulation Capable.

3.3.4 Comparison of Multiprocessing Pipes and Sharedmem

During improvement of the framework, the different communication methods provided by
the multiprocessing module [Ros+f] had to be compared. This was done by creating two
additional processes, and repeatedly sending an object from the initial context to one of
the created contexts, where the object was modified if possible to prevent optimizations
from skewing the results, and then sending it to the other created context via the initial
context, where it was also modified. The full runtime with a predetermined number of
iterations was measured, which could then be divided by the performed modifications to
obtain the time needed for one set of transmissions, both from and to the initial process.
A shortened version of the script can be found in the appendix. This setup was chosen as
it closely mimics the data flow from and to the models in the framework prototype. The
measurements could then be compared to inform implementation decisions.
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4 Design

In this section, the architecture designed for the framework will be presented, and design
decisions will be motivated using the requirements developed in the previous chapter.
The envisioned framework components and their interaction will be summarized, and the
devised solutions for anticipated challenges presented.

4.1 Concept

As the primary focus of the developed requirements was on customizability and performance,
the architecture was designed to minimize the frameworks performance overhead, while
keeping it as modular as possible. To keep the barrier to entry low, a configuration system
was devised in which the setup of a simulation is managed entirely using configuration
files. In order to achieve real-time enabling runtimes, a layered program structure was
developed in which loosely connected parts of the program can be executed in independent
contexts, which can then be executed concurrently if desired. Diverse models will be
supported using a system of model adapters, which adapt to the model interface described
in configuration files and expose a unified interface to the rest of the framework. For
modification of the simulation, the configuration files will also be used to control the
behaviour of the framework, and simulation-relevant as well as user-facing components
will be exchangeable. Archive and user interface components were added to support live
display and export of generated data. These components and concepts will be further
explained in this sub-chapter.

4.1.1 Program Layers

To support concurrent execution while efficiently providing the models with their needed
input data, a program structure was drafted in the preceding internship and refined
during this thesis in which the program components would be separated into layers, with
closely interconnected components being grouped together. Each layer was devised as a
structural unit with minimized data flow across layer boundaries, so that they could be
separated into independent execution contexts, such as processes, while incurring minimal
communication overhead. To this end, the parts of the program interfacing with the user
were combined in the control layer, the central structure tasked with data administration
in the communication layer, and the executed models in a separate context per model
in the computation layer, as depicted in Figure 2.

Control Layer
[ User Interaction & Simulation Control ]

Control and configuration —
Communication

Li
[ Data Administration ] ayer
A A 4
Model-generated data
4 v A 4 Computation
( Model ’ ‘ Model ] ‘ Model ’ Layer

Figure 2: General structure of the program layers
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This has the advantage that the models are being executed completely independently,
while their computed data is aggregated in a central authority from where input data can
be efficiently requested. The control layer was split off from the communication layer to
perspectively support simulation execution on a different machine than the one displaying
the user interface. One thing to note is that while the models are all in the computation
layer, they are not intended to ever communicate directly with each other, while the
components within the other layers may interact.

4.1.2 Contexts and the Context Hierarchy

While the layers provide a general structure for how components may be ordered, they
are not intended to be directly implemented in the framework. Instead, the separation
of components will be performed by the mentioned execution contexts, which can be
conceptualized as independent sub-programs. All communication between contexts will be
carried out across a well-defined interface, and is assumed to incur significant performance
penalties. The code within different contexts can then be executed independently and,
more importantly, simultaneously. To adhere to the modification requirements, the mode
of communication must be configurable, though the system was designed with a focus
on supporting implementations using sub-processes or micro-services. This configuration
will be enabled by creating an abstracted interface defining how communication across
contexts and creating new contexts is done, which can then be implemented using different
communication methods.

Main Context

‘ Main ’
[ 1
creates creates
Communication Context i Interface Context

‘ Communication ’ ‘ Interface ’

[ [
creates creates

l Model Context 1 i Model Context 2
‘ Model ’ [ Model ’

Figure 3: The tree structure of execution contexts

To build the envisioned layer structure using these contexts, each context can create
additional contexts, called child contexts in the following. The first context, which is the
program started by the user, creates a child context for the communication components,
which is called the communication context. This child context then starts a new context
for each model, which collectively represent the computation layer. Therefore, the contexts
are ordered in a tree-like structure, as shown in Figure 3. To use the corresponding
terminology, the context which creates a child context will be called its parent context.
This setup ensures that each created context has a single and clearly defined upstream
context, which is used for propagation of administrative information, for example to cleanly
terminate the entire program.
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4.2 Configurability

The configurability requirements specify that the framework must be configurable without
programming, be able to customize behaviour, and to adapt to the given models without
them needing to be modified. To provide these features, a system of configuration was
designed in which the user describes the simulation to be run using files, which are then
parsed into options and passed to the respective components. The user-facing components
will be integrated using a modular setup in which several implementations can coexist,
and a model-adapter system was devised which would allow different adapters to be
implemented for use with different model types. These systems will be explained in this
sub-section.

4.2.1 Configuration

The file-based configuration system will be made up of two primary elements. The first is
the Parser component, which is tasked with collecting the configuration files, accessing their
content, and extracting the chosen settings and parameters from them. This information
will then be used to construct instances of the second element, a set of configuration objects.
These collect the settings pertaining to one area of the framework, such as a component or
model, and are propagated through the framework to their respective destinations, where
they are used to determine the behaviour of the target component.

4.2.2 Customization

For the modular component setup, the envisioned solution is to borrow from Java design
patterns and use abstract base classes, the Python equivalent of Java interfaces, for each
of the customizable components. These base classes can then be implemented by several
classes, enabling different variants of the components to coexist and be chosen from for a
simulation. In the remaining code only the base class will be used, and instantiation is
done through a wrapper class, which allows the components to be exchanged freely. In
addition, the integration of such implementations will be possible without altering the
base class or wrapper code, to enable users to implement their own versions of these
components if desired.

One restraint on customizability is that a component may pose requirements to the
setup, because its functionality is domain-specific or has additional requirements of the
environment. These may be simulation-dependent or technical, for example if an optional
dependency is needed. One example of this may be an interface designed for a specific
simulation type, which needs certain input data for display. To illustrate this using the
scenario introduced in section 2, a GUI showing a forest with foxes and rabbits may need
the current number of each living animal to display, and will therefore not be compatible
if the simulation currently running is computing deep-well drilling processes instead.

4.2.3 Model Adapters

The model adapters are the components tasked with interfacing with the external models.
They will be configurable using the same type of configuration file used for other
components, in which the user will describe the model type and interface. Based on this
information, the adapter will initialize the model, provide input values in the correct
format, and map the returned values to their internal representation, thereby unifying
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their interfaces for use by the other components. To maximise flexibility, the model
adapters adhere to the same modular structure used for the customizable components,
with one adapter being implemented per model type, for example one Python adapter and
one for models implemented in C. By separating them based on the model type, each
adapter class stays minimal and maintainable.

4.3 Architecture

The functions introduced in the last subchapter as larger composites were then divided
into separate components with clear areas of responsibility. The simulation structure of
the resulting setup is visualized in Figure 4. In addition to the simulator components
shown in that diagram, there are further components for simulation configuration and
data access. These are illustrated in Figure 5, in which the main simulation structure is
subsumed as the simulation super-component.
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Figure 4: Program simulation structure
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Figure 5: Program components exposed to the user

The user-interfacing cluster was split into three parts. These are the main component,
which is the one started by the user and tasked with administrating the program, the
interface to display data, and the archive to export data. The communication section
was divided into the control hub, which functions as a remote relay for communication
from and to the control context in the communication context, the variable hubs, which
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aggregate all data of one variable in one place and provide a single source of truth for this
variable, and the model hubs, which function as a controller and relay for one computation
context. There will be one variable hub per configured variable, and one model hub per
configured model. To provide access to the available variables and models and administrate
data flow, the control hub has a variable registry. Lastly, each model has an adapter
through with it can be accessed.

4.3.1 Program Components

In the following, each of these component classes will be presented, and their intended
functionality explained. They are ordered by the time they are first instantiated during
simulation setup, starting at the control layer and continuing through the communication
layer to the components in the computation layer.

Main: The central control unit and only component started manually, responsible
for setup of the simulation and all needed components. The Main program loop is here,
and the context it lives in is always the root of the context tree. On initialization, it starts
a child context for the communication layer and builds the program structure necessary for
the configured simulation, including hubs for the relevant variables and models, then sets
up the interface and archive. Once the starting script completed its setup, Main must be
explicitly given control of the current execution context to start a simulation. Afterwards,
a previous simulation state may be imported.

During a running simulation, Main ensures control signals are passed from the user to
the communication layer, forwards computed variable values to the interface and archive,
and administrates the simulation state. After the simulation ends, an export can be
generated which may be imported in subsequent runs, and Main oversees the tear-down of
the context tree and components. If an interactive user interface exists, it will not be
terminated, and termination of the program is deferred until the interface is closed.

Parser: The parser collects all input files, including component configuration and
model files, and creates a simulation configuration from these. This configuration is then
used by Main to set up the simulation according to the user’s specification. The
simulation configuration includes general simulation options, the variables to be modelled
and the models to be executed, as well as options for the interface, archive, and other
components. The parser is only called before simulation setup. Once the user input has
been parsed, it will be inactive.

Archive: During the simulation, Main forwards the computed values of all
variables to the archive or value database, where they are saved permanently, including
their timestamp and related metadata if supported by the archive type. This allows for
persistent access to and export of the entire simulation run, or potentially of several runs,
therefore enabling simple processing for future analysis of the simulation results.

User Interface: The user interface visualizes the current simulation state, recent
computed variables, and administrative information for the user. It can, depending on the
implementation, also enable user input during a running simulation to allow for simulation
control and modification. To support various kinds of user interfaces, its functionality is
fully separated from Main, and all information is forwarded via a defined interface.
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Control Hub: This is the first component started in the central communication
context and serves as a remote hub through which Main can communicate with
components in the communication context, while only needing to directly access a single
object, to minimize the data sent between contexts. After initialization, Main uses the
control hub to set up the needed variable hubs and model hubs in this context. A control
hub has a variable and model registry, which keeps references to the created hubs. During
simulation, the control hub passes control commands from Main to the other hubs, and
collects computed values for batch retrieval by Main.

Registry: While the control hub administrates the control data, the registry
monitors the simulation data. It keeps track of the current simulation time and has an
index of all running variable and model hubs with related metadata. This includes
information on which models compute which variables and what simulation timestamp
the most recent value for each variable has. The registry is also the central source at
which variable values are registered and forwarded to their respective hub, and from
which values can be requested. As such, it keeps a waitlist for requested values which are
not yet available, and ensures they are forwarded to the requester as soon as the needed
data has been simulated or interpolated.

Variable Hub: Each variable hub is the authority on the simulation data of a
single variable and its subtypes. The hub collects all computed values for its variable from
all applicable models as well as the initial starting values defined in its variable
configuration, and allows retrieval of these values based on timestamp, source, and
subtypes. If a requested value is not available, it may be interpolated using the
interpolation method specified by the variable or subtype definition.

Model Hub: A model hub is the communication relay for a single adapter within
the communication context. On initialization, it starts an adapter for its model in a
dedicated child context. During simulation, it distributes computed values from the model
to their respective hubs, and collects the input values requested for the next model
iteration. This must be done directly within the communication context, to minimize
communication between different contexts. The resulting update package is then
forwarded to the model via its adapter, and the model hub stays inactive until the
adapter returns the next set of computed values.

Adapter with Model: For each model needed in the current simulation setup,
an adapter fitting the model interface must be generated. As the interfaces which should
be supported are inhomogeneous, each adapter type interfaces with a certain model type,
with additional adapters needed for other model types. Each of the adapters has its
own execution context, and oversees the execution of its model. On setup, it ensures its
model is also initialized correctly if needed, including supplying any values necessary for
initialization or creating a connection to an external model.

During the simulation, the adapter initiates a new iteration as soon as all needed
input values are supplied by the model hub, and provides the input to the model in the
format specified by the model configuration. Once the model has concluded its run, the
returned variable values are unpacked by the adapter and forwarded to their respective
hubs through the model hub and registry. Once the simulation has been stopped, the
adapter must also ensure its model is terminated correctly or the connection is severed.
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4.3.2 Simulation Structure

To illustrate how these components interact, the information flow between components
and the interfaces will be briefly explained.

Information Flow

The general information flow for simulation data is as follows: The variable hubs are
provided with their initial values using the configuration. After the model hubs have been
set up, they request their first set of input values from the variable registry through the
model hub. The variable registry then collects the requested values from their respective
variable hubs and returns the entire set of input values to the model hub and from there
to the adapter. The adapter executes the model with the provided input values and, after
the model returns its output values, forwards these through the model hub to the variable
registry, which then distributes them to their respective variable hubs, from where the
new values can then be requested as input values by other models. Additionally, a copy of
each computed value is added to a cache, to be periodically forwarded to the main context
for archival and display. An excerpt of this process is shown in Figure 6, which displays
the data flow for a single model execution.
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Figure 6: Data flow within the framework for one model execution

Non-simulation data is transmitted largely along the context tree-structure rather than
the simulation loop. This data includes information needed for administrative purposes,
such as initialization and termination of contexts, which generally has higher priority than
the simulation data, and metadata such as logs, which is transmitted with low priority.
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Interfaces

As information transmission across execution context boundaries must be assumed to be
slow, it must be minimized wherever possible. To this end, the interfaces used by
components in different contexts, these being those of Main to the control hub and the
adapters to their model hubs, are optimized for data efficiency. The model hub should
only need a maximum of two accesses by the adapter per iteration, one to transmit model
output values and one to retrieve model input values. For the control hub interface, input
and control signals are transmitted by dedicated functions, which are only called if
prompted by the user rather than checked periodically, and the retrieval of values for
display and archival is done at most once per iteration, with lower priority.

Conversely, the interfaces between components within the same context may be as
data-intensive as needed. Here, the only restrictions are the use of and adherence to the
abstract base classes imposed by the customization requirements, and runtime limits for
components in the simulation loop, which are intended to prevent the framework from
incurring too large a performance overhead.
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5 Implementation

This chapter details how the design presented in the previous chapter has been
implemented in the prototype, and explains the most relevant implementation aspects of
the central structures. This begins with an illustration of the context implementation,
most importantly the context manager and messaging interface implementations, and
continues with an overview of the source code and its structure. The chapter concludes
with an explanation of the most important components and their functionality.

5.1 Context Management

There are two classes which manage child contexts, the Context class and the
ContextManager class, both of which are singletons which only define class methods. The
Context class provides access to the ContextController controlling the current context.
The ContextManager is an implementation of ContextController and defines the
following methods:

e The closable method provides __enter__ and __exit__ functionality on a class
level, so that the ContextManager can be used as a python context manager with a
with ContextManager.closable(): statement, ensuring correct setup and
tear-down.

e initialize is called to initialize the context manager in the root context, and
re-initialize it in every child context. It ensures all class properties are set up
correctly for the current context.

e When hand_control is called, the context manager takes control of the current
context and enters the control loop, which is explained below.

e Using request_callback, objects in the current context can request a Callable to
be called once the given Flag, which functions as a mutable Boolean, evaluates to
True.

e With create_child_context a mnew child context with the provided
MessagingManager can be created. This can be done on context level to re-use
manager instances, reducing overhead. Creates a new instance of the messaging
manager if necessary.

e get_messaging_manager returns the instance of the requested messaging manager
in this context. Creates a new instance of the class if necessary.

e get_remote_interface is a convenience method to get a remote interface instance
from the specified messaging manager.

e shutdown ensures all messaging managers in the current context are shut down
properly, which in turn propagates the shutdown signal to the child contexts, after
which the context manager leaves the control loop and the process ends for a child
context, or control returns to the calling script.

Additionally, the ContextManager exposes the pid property with the identifier of the
current context, mainly for use by logging functions.

The control loop cycles through three priority modes, priorities high, medium and low.
For each iteration, each active messaging manager, which will be explained in more detail
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in the following paragraph, may execute a number of incoming action requests, with higher
priority iterations being allowed to execute more calls. The executed actions are ordered
by priority, and each action must have at least the specified priority. This works as a
rudimentary scheduler for the current context. The primary drawbacks are that the time
needed to execute a call is not considered during scheduling, and that while the priority
order is absolutely obeyed within a single messaging manager, actions may be executed
slightly out-of-order across messaging managers. However, as the vast majority of actions
are expected to be coming from a single source, the parent context, and therefore from a
single messaging manager, this was considered to be an acceptable trade-off. After the
actions have been executed, the context manager checks its list of pending callbacks to
determine whether any have timed out and must be called.

5.2 Communication

To implement the communication concept, the messaging across layer boundaries and
therefore between contexts is delegated to the MessagingManager classes, while calls
within a context are made directly. Each manager is specific to a type of child context: for
example the MultiprocessManager is used to communicate with contexts created using
the python multiprocess module, so its child contexts are subprocesses. However, as they
all implement the message passing interface defined in their base class, the messaging
interface can be used irrespective of what type of context needs to be communicated with.
This ensures the communication utility classes, which will be explained in the following,
are independent of the used messaging manager.

5.2.1 Using Objects from Different Contexts

To be able to execute calls in a different context, the context first has to be created. This is
done using the ContextManager.create_child_context method, which is given the type
of the context to start and returns a MessagingContext object, which is a convenience
wrapper around the messaging functions needed to communicate with another context. It
defines the following methods for interacting with the new context:

e start creates a new instance of a given class in the context and returns a remote
interface to the created object.

e call_on_instance is then used to remotely call a method of an instance created in
this context.

e And shutdown sends a shutdown command to this context.

The remote interface returned by start can be used largely in the same way as the
original class and will be further explained in the next section. It is a wrapper around a
MessagingObject, which is in turn a convenience wrapper for remote objects. This
wrapper holds a reference to the created object, and can be used to call its methods.

This setup abstracts remote calls through a remote interface, then a messaging object,
and then a messaging context. This improves usability by encapsulating the reference
management for both contexts and objects, the details of which are dependent on the
used messaging manager and will be explained in their subchapter.

The main difference between the interface of the original method and the returned
wrapper is that the wrapper returns Future objects. The Future class defines three
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methods: ready, which is used to check whether the remote call has concluded, successful,
which can be used to check whether an error has occurred during execution, and get,
which blocks to retrieve the calls result. If the remote call has encountered an exception,
it is raised when get is called, otherwise it will return the original return value. Each
MessagingManager may implement it’s own Future class, to adapt to the patterns of
the underlying communication functionality. This enables the wrapped class to be used
asynchronously, with the calls return value only being retrieved once it is needed, and
both contexts continuing independently until that time.

The wrap class Decorator

The wrap_class function, accessible from communication.utils, can be used as a
decorator to automatically modify a class built without support for cross-context
communication so that it can be referenced and called from another context,
independently of the used MessagingManager. To achieve this, the original class, called
OriginalClass in the following, is replaced with the WrappedClass, an extended version
of itself. This class inherits from the original class with its complete interface, and
additionally defines the following methods as part of the WrappedClass interface, from
which it also inherits:

e get_implementation returns the OriginalClass class.

e get_remote_interface allows access to the RemoteInterface class for this class,
which will be explained below.

e get_local_interface allows access to the LocalInterface class for this class,
which will also be explained below.

e Lastly, get_remote_interface_instance and get_local_interface_instance
are convenience methods for direct instantiation of interface objects from their home
context and reference index.

The new class is then registered in the communication module to ensure compatibility
with the pickle package, and a get_wrapper method is added to the original class and
both interfaces, to enable retrieval of the wrapper class from their instances.

The RemoteInterface class holds a reference to a remote object for use in the current
context. It is a thin wrapper around communication code and exposes the same methods
and properties as OriginalClass, from which it inherits. The primary difference from
the original interface is that the initialization method takes a MessagingObject as
parameter rather than the original parameters, through which all calls are delegated to
the remote instance. For each non-system attribute of the original class, a delegated
method is created: For method calls, the call parameters are collected and sent together
with the name of the current method as a remote execution call to the remote instance.
Properties are overwritten with new property objects whose getter and setter also perform
remote execution calls. The getter calls the magic function <property_name>.getattr
without parameters, and the setter calls <property_name>.setattr with the only
parameter being the new value.

The LocalInterface class is the counterpart of RemoteInterface, and is used in
the home context of the referenced instance to execute the calls requested using remote
interfaces to the instance. In order to do this, the base class defines two methods to
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implement, get_instance, which returns the local instance ultimately executing the calls,
and execute. This method is given the method name to execute and all positional and
keyword arguments given to the call to the remote interface. It then checks whether the
call is a property access, in which case it is handled manually, otherwise the requested
method is retrieved using getattr, executed with the provided arguments, and the result
returned. For initialization, a local interface takes only the instance to be wrapped.

5.2.2 Messaging Managers

As mentioned in the introduction of this subchapter, each messaging manager is used to
communicate with one type of context. For this, they define the following interface:

e create_new_context creates a new execution context of the associated type.
e start_in_context starts an instance of the given class in a child context.

e call_on_instance calls an instance method of a remote object this manager has a
reference to.

e get_remote_interface returns a remote interface for an object in the current
context, for use in a child context.

e execute_actions executes a number of incoming action requests, in order of priority
and within a priority level chronologically.

e shutdown terminates this manager and ensures all pending messages and resources
are handled, and shutdown_child_contexts sends a shutdown command to all
child contexts created by this manager.

This interface provides all functionality needed for creating, interacting with, and
terminating the contexts needed for the simulation setup and the objects therein.

The MultiprocessManager

In the internship preceding this thesis, it was determined that using the python-native
multiprocessing module for concurrency in the framework would be the best compromise
between implementation time, complexity of the resulting code, and performance. For
this reason, the only messaging manager currently implemented is the
MultiprocessManager, which utilizes multiprocessing.Processes for creating child
contexts and is accessible from communication.manager_multiprocess. This subsection
will detail how this manager implements the interface defined above.

The MultiprocessManager keeps registries of all created child contexts and its
connections to each, as well as a registry of local interfaces for objects that can be
interacted with remotely. When prompted to create a new context, it creates a new
multiprocessing.Process, which is passed a multiprocessing.Pipe for
communication, with the Process target being the MultiprocessManager class. This
Pipe and the Process object are added to their respective registries, and a
MessagingContext wrapper for the new context is returned, which has a reference to the
index the Pipe and Process are saved to, so the new context can be accessed. In the new
child context, the multiprocess manager registers the incoming Pipe end as the parent
Pipe, finishes its setup, and hands control of the context to the context controller.
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Using the returned MessagingContext, objects can be created in the new context. A
MPStartAction is sent to the MultiprocessManager in the child context, which
instantiates the provided class, creates a local interface for it, and adds the interface to
the local interface registry. The index the new interface is saved at is then returned to the
parent messaging manager, and from it the MessagingContext creates a remote interface
wrapping around the MessagingObject keeping that reference. With this remote
interface, methods of the remote instance can be executed and, if necessary, the return
value retrieved, as described in more detail earlier in the chapter.

To summarize, when a method of a remote interface using this manager is called, the
interface then forwards the execution request to the enclosed MessagingObject. This
adds the index of the requested object interface to the request, and forwards it to its
MessagingContext, which creates a connection to the child context by retrieving it from
the manager by index of the context in the local context registry. The request is then
forwarded to the child messaging manager, which (once prompted to execute the action
by the context manager) retrieves the local interface using the provided index. The local
interface executes the call on the object, and passes the result back to the original context,
where it can be retrieved using the returned Future, if necessary. This process is illustrated
in Figure 7.
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Figure 7: Overview of the reference management

Initially, a new multiprocessing.Pipe was created for each remote call. During
investigation of possible speed improvements, the overhead of each action call was
investigated and alternatives evaluated, and it became clear that a large factor in
communication overhead was caused by the Pipe initialization. To alleviate this, between
each child context and its parent context, a pool of Pipes is established and reused, with
additional Pipes being added only if more remote calls are pending than Pipes are
available. The Pipes are released and returned to the pool of available connections once
the Future holding their return value is either retrieved or garbage collected, for example
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because the called method has no return value. The resulting performance improvement
of about a factor two is shown in Figure 8, where the previous simulation speed is
displayed in black, and the simulation speed using a connection pool in green. The
measurements were taken using the method presented in subsubsection 3.3.3.
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Figure 8: Comparison of program speed with and without Pipe setup overhead

5.3 Module Structure

The framework library has seven submodules, which make up the first level of the
organizational structure of the source code. All commonly used classes are imported into
and available from the top-level module, while classes primarily intended to be for
internal use are accessible only from their submodule.

The baseclasses module holds the abstract base classes for all components of the
library. This means that while there are no implementations in this submodule, it holds
all information on the structure of the simulation setup and the interfaces used by
components to communicate, and must be used when implementing custom components.

The communication module contains the messaging infrastructure. This consists
primarily of one submodule for each MessagingManager class with their implementations
of manager-specific utilities, as well as general messaging utilities, including the
wrap_class decorator used to add cross-context support to arbitrary classes.

In the components module, the default implementations of the structural
components (DefaultMain, DefaultControlHub, DefaultVariableRegistry,
DefaultVariableHub, and DefaultModelHub) and wrapper classes for the modular
components (BaseAdapter, BaseInterpolator, BaseInterface, BaseArchive) can be
found. These wrapper classes instantiate the correct implementation of their base class
based on the given configuration. The available implementations are collected in the
adapters, archives, interfaces, and interpolators submodules, which also each
hold an index mapping every implemented class to its configuration name.
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The computation module contains the infrastructure needed for administrating the
information flow. This includes the used timestamps, variable ids, variable values, and
various information packets used to send updates between different components. Most of
interest are the ModelUpdates used by the adapter to send computed updates to its
model hub, and the VariablePackets used to request and collect variable values for the
following model iteration.

The configuration module holds all available parsers, which are used to generate a
simulation configuration instance from a configuration directory. This information is then
collected in the default implementations of configuration classes, which are also contained
in this module. These include the classes for the simulation configuration, its structure
configuration, and the archive, interface, models, variables, and constants configurations.

The control module collects utility classes for context administration, primarily the
ContextManager, which holds the main loop of all created child contexts, and the
Context class, which is a singleton enabling access to the ContextManager controlling
the current context.

Lastly, the utils module contains general utilities needed by all other submodules: This
includes the registry data structure, which is used to administrate values of a common
type, for example the remote references available in the current context, as well as the
library exceptions all inheriting from the base library exception, the logging setup, and
utilities for unit conversion.

5.4 Components

This subchapter is organized analogously to the Design subchapter Components, and builds
upon the theoretical groundwork established there to present the concrete implementation
of those concepts in the classes explained here.

5.4.1 Abstract Base Classes

All components and helper classes making up the program structure have fully defined
interfaces, implemented in the form of abstract base classes. The default implementations
and components discussed in the following inherit from these base classes, and always use
the base class in type hinting for method signatures, variables, and return types, to
enforce that all used interfaces are interfaces of the base class. This ensures any
component can be replaced by another component implementing that base class and keeps
the code modular. Additionally, most general class and method documentation strings
can be found in these files, as their functionality should not differ between
implementations of the base class.

One notable exception to the absence of implementation in this code is that some of the
abstract base classes define initialization methods, to be called using super () . __init__().
These take care of obligatory setup functionality which must be performed by any of
their implementations, such as registering new instances with the context if necessary,
in addition to defining instance variables if applicable, so that they can be correctly
type-hinted.
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5.4.2 Structural Components

Structural components are those components making up the main administrative and
communication structure of the simulation program while the simulation is running.
These are the Main, ControlHub, VariableRegistry, VariableHub, and ModelHub classes.
Though it would be possible, it is generally not expected for these to have to be replaced, as
they have administrative functions which do not affect user-facing features or the outcome
of model computations. Therefore, the default implementations presented here are likely
to be the basis of further improvement rather than swappable components.

Main

As described in Design, the Main component is responsible for setup, administration, and
teardown of the simulation according to the user specification. The DefaultMain class
takes a SimulationConfig, an optional MessagingManager type, and an optional
Interface instance as construction parameters. The default MessagingManager to be
used in the entire program, if not otherwise specified, is Protocol .MULTIPROCESS. This
can be overwritten, in order of ascending precedence, by the default defined in the
StructureConfig, or the MessagingManager given to Main as a construction parameter.

During initialization, Main creates the first child context, the communication context,
using the MessagingManager set to be used by Main in the StructureConfig if given,
the default otherwise. Within the newly created communication context, a
DefaultControlHub is started, through which the needed variable and model hubs are
initialized. Then the interface is started, if none was supplied during construction: A
BaselInterface is started with the InterfaceConfig from the given SimulationConfig,
which automatically starts and configures the correct interface type. If this fails, for
example due to missing dependencies, the batch interface is started instead. Lastly, if a
ArchiveConfig is given, this is used to initialize a a BaseArchive, which also sets up an
archive of the correct type and configuration. Otherwise, the output will be a human
readable file.

RUNNING

PRESTART ENDED

Figure 9: Possible simulation states and valid state changes

i

PAUSED

After setup is completed, the instance can be given control of the current context, at
which point it enters the main control loop, which is implemented in the __ControlLoop
helper class. For each iteration, the incoming messages from the interface are parsed and
implemented. First, if an import message is sent, the specified simulation state is
imported and overwrites the default starting state, then any applicable simulation state
changes are performed as shown in Figure 9, after which an export can be carried out.
Should the simulation state be ENDED after the wuser messages are handled,
__ControlLoop leaves the main loop and returns control to the caller through
DefaultMain. If this is not the case, any incoming variable values are forwarded to the
Archive and Interface, and the next iteration is started after a sleep of 20ms, to
prevent busy waiting.
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Currently, the import and export functionality also resides in Main, though there are
plans to move this to the Archive classes in the future. This functionality is supplied by
the CSVExporter class, which takes a list of variables, optionally an export directory, and
also optionally an import directory as parameters on setup. The default export directory
is ./export, and the default import directory is the export directory. If there are data
files in the import directory, a simulation state can be imported from them. From each
export_<variable_name>.csv CSV file, the variable name is extracted, and the file data
imported and parsed into a timeseries of variable values, whose timestamps are then
normalized so that the largest timestamp is zero. The resulting set of variable timeseries
data can subsequently be imported as a simulation starting state. This means that the
same imported state can be used for different combinations of models, which enables
simple comparison of different simulation setups. During the simulation, the exporter is
iteratively updated with the same variable packets which are already used to update the
archive. From these values, it can then write an export in the same format as the import
format described above to the configured export directory.

Control Hub

The primary function of the control hub is to forward incoming control messages from
Main to the correct recipients within the communication layer. As such, it mainly provides
administrative functions for use by main:

e start_variable_hub initializes a new DefaultVariableHub with the supplied
VariableConfig and saves a local reference.

e start_model_hub determines whether the MessagingManager for the given
ModelConfig should differ from the default one, and then initializes a new
DefaultModelHub and saves a local reference.

e The functions start_simulation and end_simulation transmit start and stop
messages to local hubs and take over setup and cleanup of the simulation.

e pause_simulation and resume_simulation pause start and resume messages to
the registry and ensure the simulation time does not go out of sync.

e set_sim_mode allows manual overwriting of the simulation mode.

e import_state imports the given state by overwriting the starting states of all existing
variable hubs with their respective data from the given import, if the variable is
contained therein.

e retrieve_archive_values collects all computed values from existing variable hubs
which have not previously been retrieved.

In addition, the control hub also provides the utility function get_simulation_real_time,
which returns the time the simulation has been running, less the time it was paused. This
allows the Registry to determine whether the simulation is running at real time, slower,
or faster than real time.

Registry

The DefaultVariableRegistry is the administrative central for variable data. On
creation, each new variable hub registers itself with all the variables and subtypes it is
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responsible for, and optionally the timestamp of the most recent value available, at the
registry. Afterwards, each time a new value is registered with a variable hub, it updates
the time index kept in the registry. This ensures that the registry always has an accurate
index of which time each model is currently simulating for.

During the simulation, model hubs pass the newly computed values to the registry
using update_variables, which unpacks the given update and passes each value to its
respective variable hub. Afterwards, the model hub requests the new input values for its
model with request_variable_packet, which for each requested variable value checks if
it is available, and if not, enters the packet into the registry waitlist and requests a
callback from the context manager once the packet timeout has passed, at which point the
missing value is extrapolated. This callback is aborted if the waiting packet is completed
and returned before the timeout passes. During model setup, values may be requested to
be returned immediately using request_variable_packet_synchronous, which forces
extrapolation if necessary and always returns the packet directly, bypassing the waitlist.
The registry is also in charge of pausing and resuming the simulation if indicated, by
holding all requested variable packets if paused, and returning them only once the
simulation resumes.

The registry waitlist is implemented in the __WaitList helper class. This class fills
requested variable packets with values, and the administrates those which can not be
immediately filled. On receiving a new request, the waitlist iterates through all requested
variables, and identifies those variables whose values are not yet available. For each
variable, there is a list of packets waiting on a new value of this variable, and the new
packet is added to the applicable lists. When a variable hub receives a new value and
updates the variable registry, it in turn updates the waitlist, which then iterates through
the respective list of waiting packets and checks for each one whether it can be updated.
If so, it is removed from the variable-specific list, and returned to the requesting model
hub if this was the last missing value. If a packet can not be filled before it times out, the
callback requested from the context manager triggers and the missing values are filled by
forcing extrapolation.

Lastly, there are some utility methods: has_passed can be used to check whether
a given simulation timestamp is in the past relative to real-time, and set_sim_mode is
used to overwrite the current simulation mode, which can be accessed using the read-only
property sim_mode.

Variable Hub

Variable Hubs administrate the information pertaining to one variable and its subtypes,
establishing a single authority for this variable. On initialization, the variable hub is given
the VariableConfig for its variable, and a reference to the variable registry, at which the
variable hub then registers it’s variable and all subtypes. The starting values for the hubs’
variable are taken from the initial_values of its configuration and can be overwritten
using import_state. Incoming values are forwarded to the hub by the variable registry
using register_value, which saves the new value to the __ValueRegistry helper class,
which administrates the available values and keeps an index of the metadata, values, and
the most recent timestamp for each source. Afterwards, the most recent value time for
this variable in the variable registry is updated. Additionally, the new value is added to a
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cache which is periodically retrieved by the control hub using retrieve_new_values and
added to an update sent to main, after which the cache is emptied.

Variable values needed as input by the running models can be requested using
request_value, which has optional parameters to allow or force extrapolation. If the
request specifies a source model, only values computed by this model (in addition to the
starting values) will be used to determine the returned value, otherwise all source are used
as input. If extrapolation is forced, a new value for the specified timestamp is computed
and returned without checking whether extrapolation is necessary. Otherwise, the
timestamp of the most recent applicable value is checked against the requested value, and
if no extrapolation is necessary, a new value is computed and returned. If neither of these
cases apply, the value at the requested timestamp would need be extrapolated, so a check
is performed to determine whether this is allowed. If the simulation mode is accurate, no
extrapolation is performed, otherwise the given extrapolation parameter is used, unless
overwritten in the variables configuration. If this determined that extrapolation is
acceptable, the extrapolated value is returned, otherwise the method returns None. This
indicates to the calling function, usually the Variable Registry, that the requested value
cannot yet be determined and to re-request it once more data is available.

Initially, the list of variable values used to inter- and extrapolate new values was
implemented as a basic python list, and sorted for interpolation using list.sort(). As
the amount of available values reached several thousand, the resulting overhead of sorting
lead to a significant slowdown of the simulation that could not be sufficiently mitigated
using python lists, as depicted in Figure 10, which shows the iterations computed per time
period for an already improved version of the code, over time.
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Figure 10: Slowdown of the simulation Figure 11: Constant simulation speed, using
speed with runtime, using Python lists SortedList

Both this data and the data in Figure 11 were obtained using the method explained
in subsubsection 3.3.3. The approach to solve this was to utilize the fact that in most
simulation setups, almost every value will be inserted into a sorted list, and the target
position of incoming values will be very close to the end of the existing list.
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Rather than writing and optimizing a new class for this, it was decided to use the
sortedcontainers package |Jen|, whose SortedList nears constant insertion time for
our use case, and keeps the variable list sorted at all times. As a result, the time needed
to execute a single iteration now does not increase noticeably over time, as shown in
Figure 11: The iterations per time period are displayed for the initial implementation in
black, an initial improvement using python lists in green, and using SortedList in red.
The majority of the outliers are artefacts of the measurement method, while a small subset
of periods with lower simulation speed is reproducible and currently assumed to be caused
by garbage collection, due to its periodicity.

Model Hub

The model hub is tasked with the setup and communication for one running model. On
initialization, it creates a child context for its model using the given MessagingManager
and starts a BaseAdapter, which is given a remote interface to the hub so it can
communicate with the model hub independently. Then the model hub calls the
finish_initialization() method of the adapter, which prompts the model adapter
newly initialized by BaseAdapter to execute those parts of its setup which must be
executed asynchronously. Apart from initialization, the model hub provides only
communication methods:

e start_simulation prompts the model adapter to start the first model iteration.

e request_values is used by the model adapter to request needed input values from
the registry synchronously.

e pass_values is then used by the registry to forward the requested values to the
adapter once they have been collected.

e And update is used by the model adapter to forward computed values to their
variable hub via the registry and request new input values.

5.4.3 Modular Components

The modular components are components which are designed to support having various
implementations with different features and behaviour, which can be chosen from during
configuration. These are currently ModelAdapter, Interpolator, Interface, and
Archive. Implementations of these abstract base classes are collected in their
corresponding submodules in components. Instantiation for all of these is done through a
wrapper class with the Base prefix, for example BaseInterface. On instantiation, these
wrapper classes read the requested implementation of their class from the given
configuration, retrieve that class using the class index contained in their submodule (for
interfaces this is in components.interfaces.interfaces), and initialize the class with
the given arguments. All further method and argument accesses are then delegated to the
created instance.
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Model Adapters

Model adapters are tasked with interfacing with external models and unifying their diverse
interfaces for use within the framework. Currently the only implemented adapter is the
PythonAdapter class, an adapter for models implemented in python. The base class
provides the four following public methods:

e finish_initialization is called by the model hub to finish setup of the model
asynchronously.

e begin_simulation prompts the adapter to start the first model run, which is called
by the control hub and forwarded through the model hub.

e update is used by the variable registry to provide new input values to the adapter,
and is again forwarded through the model hub.

e shutdown is a hook for the context manager to call if the context is shut down, which
prompts the adapter to execute any tasks necessary before the process ends, such as
severing a connection to an external model.

The PythonAdapter class supports most common patterns for models
implemented as class methods, static methods, or functions. As initialization is done
synchronously and blocks the model hub and therefore the entire communication context,
the __init__ function only sets up the instance variables. Once it has returned, the
finish_initialization is called asynchronously and completes the pending setup tasks,
most importantly the initialization of the model code. Functions are loaded from their
python file at the path specified in the model configuration, and then directly saved as
target callable. For class or static methods, the class implementation is retrieved from the
configured module path. If the class needs simulation data for initialization, the variable
values are requested for immediate return and then mapped to the initialization signature
defined in the model configuration. Then the class is instantiated with the resulting
parameters, and the target class method is saved as target callable. Afterwards, the
adapter is dormant until simulation begins.

Once the simulation is started and begin_simulation is called, the adapter parses
the method signature of target callable defined in the model configuration and builds a
corresponding request for the first batch of input values, which is then forwarded to the
registry. Once the request has been returned, the input parameters for the model call are
constructed from the provided values. The target callable is called with the assembled
input parameters, and the return values then matched to their simulation variables using
the return signature defined in the model configuration. The resulting variable updates
are forwarded to their variable hubs and a new set of input values are requested. In all
signature operations, simulation variables such as the simulation step-size are filled locally
rather than requested from the registry. Afterwards, the adapter is again updated with
new values by the model hub, executes its model, then updates the model hub, which in
turn updates the adapter again, and so on. When the simulation is ended, the shutdown
method is called, which for the PythonAdapter is currently empty, as all running code
is imported locally and will therefore be cleaned up by the current processes garbage
collector before it is shut down.
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Interpolator Adapters

The interpolator adapters can be used to configure additional interpolators for use in the
simulation, and function similarly to model adapters, except that they have a limited
feature scope and different signature. At the present time, there are two implementations:
the PythonInterpolator class, which is used to import external interpolators, and the
PreconfiguredInterpolator class, which is used to load the interpolator implementations
included with the framework. The two currently available interpolators perform linear
interpolation and nearest-neighbour interpolation. The interpolator base class defines the
following methods:

e interpolate, which is called to interpolate a value for a given timestamp from a
provided list of available values.

e is_supported_type, which can be used to determine whether this interpolator can
perform interpolation for a given datatype.

e And the read-only properties type, name, and description, which can be used to
access the interpolator metadata.

All interpolation methods must be able to extrapolate, or fall back to another
interpolator which is. To ensure fast execution, the input variables from which to
interpolate are ordered by their timestamp, which enables quick search for the relevant
neighbourhood by binary search. The interpolators provided by the framework utilize the
python standard-library module bisect for this, which provides function for binary search
and sorting [Ros+c|. This implementation is faster by about the factor two compared to
manual implementation of binary search. An interpolator variant using an interpolation
method of the numpy package was briefly evaluated, but removed as it was significantly
slower than the existing interpolators on long input lists, leading to simulation slowdown
in later simulation stages. As the existing interpolators covered the use-cases needed for
the prototype, it was decided to postpone integration of external interpolation methods
until other numpy features would be needed, rather than invest additional time into fixing
the interpolator.

Archives

Archives provide persistent storage of the computed variable values and keep them available
for analysis after the simulator has been shut down. Currently there are two archives
implemented: the ReadableArchive class, which creates a text file with a formatted
timetable of variable values, and the CSVArchive, which exports the computed values
to a CSV file. Apart from the initialization method, in which the file to be written to
is created and the needed headers added, the archive classes currently only provide the
archive_values method. This method is called periodically with new computed values
by main, which are then written to file instantly rather than stored in-memory.

User Interfaces

The user interfaces allow the user to access live data of the currently running simulation
and control the simulator. At the moment, the available interfaces are the
BatchInterface class, which runs simulations in batch mode with no user input
necessary, the TerminalInterface class, which is a terminal-based interactive interface,
and the NiceguilInterface class, which is a proof-of-concept for a GUL. The interface
classes provide the following methods:
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e check_prerequisites is used to check whether any of the optional dependencies
required by this interface implementation are missing.

e update_initial_values can be used to update the starting values displayed before
simulation start, if a state is imported after the interface has been initialized.

e update_interface is used to forward variable values to the interface for display.

And get_user_inputs provides access to the inputs made by the user.

While the batch interface runs in the main context, the textual and nicegui libraries
[McG; Zau|, on which the interactive interfaces are built, need to take control of the process
they are executed in. For that reason, these interfaces are started in their own child contexts.
As the library-controlled contexts are incompatible with the default framework messaging
structure, which requires child contexts to be controlled by the ContextController, and
need manual changes to be compatible with running in another process, they have their
own multiprocessing setup. In this setup, the interface class instantiated by Main only
starts and sets up the child context, after which all incoming and outgoing data is passed
through a MainSideCommunicator to a InterfaceSideCommunicator in the interface
context, from where it can then be read by the interface implementation to update itself.

5.4.4 Configuration Components

The last class of components, the configuration components, are used to parse the given
configuration files into a set of configuration objects, which are then used by main to
set up the simulation. The parser inherits from Parser, while each type of configuration
object has its own parent class, which will be explained below.

Configuration Parser

The Parser class currently has a single implementation, the DirectoryParser. This
parser recursively traverses the configuration directory and collects all files with the .conf
suffix, which are then sorted into categories based on prefix. The configuration files
currently supported are variable, constant, model, archive, interface, structure,
interpolator, and simulation. The YAML content of the found files is then parsed to a
dictionary using the pyyaml library [Sim|. The interpolator dictionaries are each passed to
BaselInterpolator, the remainder of the resulting dictionaries are then used to initialize
the corresponding configuration classes, and a SimulationConfig is created to collect all
parsed configuration in a single object.

Configuration Classes

The default implementations for the configuration base classes are listed in the following,
and their methods and properties summarized. Each configuration class has the properties
name and description, with the name being used to identify the configuration in the
framework, and the description being an optional field in the configuration to give additional
context. All properties are read-only unless otherwise specified, to ensure that no copies of
a configuration object local to a context are modified in the assumption that these changes
would propagate to another context.
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e DefaultVariableConfig collects the metadata for a single variable, with the
following properties:

e The metadata properties id, which gives access to the main variable type, and
subtypes which lists any defined variable subtypes.

e value, which defines the default datatype and unit to be used for this variable,
if not otherwise specified elsewhere.

e interpolator, which provides access to a reference to the interpolator
implementation to be used for the values of this variable.

e initial_values, which contains the value or values of this variable before
simulation start.

e And extrapolate, which can be used to forbid extrapolation for this variable.

DefaultConstantConfig is a subtype of VariableConfig, with matching
properties, except that its interpolator property contains an instance of the
_ConstantInterpolator class. This interpolator always returns the value of
provided initial_values with the last timestamp.

DefaultModelConfig defines the interface for one model as follows:
e The adapter_type to be used to connect to this models implementation.

e The interface definition for the models input signature, output signature, and
if applicable the initialization signature for class method models.

e And the path to the models module or class.

DefaultStructureConfig, which has a property with a default setting for the
MessagingManager, and implements __contains__ and __getitem__: The first can

be used to check whether a MessagingManager is specified for a given component or
configuration. If so, it can be retrieved using __getitem__.

DefaultArchiveConfig has two additional properties: type specifies the class to be
instantiated, and the dictionary options containing the options to be passed to the
archive class, with the options format and content being dependent on archive type.

DefaultInterfaceConfig also provides type and options, which function
analogously to those in DefaultArchiveConfig, except that this type provides a
setter. This is necessary in case the configured interface type is overwritten in a
command line parameter.

And lastly, the DefaultSimulationConfig collects simulation settings and all other
configs into a single object:

e The variables and models contain dictionaries mapping variable and constant
names to their VariableConfigs and model names to their ModelConfigs,
respectively.

e has_archive, has_interface, and has_structure can be used whether a
configuration of the specified type exists, which can then be retrieved using
archive, interface, and structure, respectively.

e There is a setter only for interface, which allows for later adding an interface
only if none has been configured yet.

e And lastly, there is an options dict, which contains general simulation options.
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5.5 Overview

To summarize, the program execution is divided into independent contexts, which are
administrated using the Context and ContextManager classes. These can create new
child contexts, and control the execution of requested actions. Objects can communicate
across contexts using MessagingManagers, whose interfaces are used by convenience
functions to simplify the messaging functionality, which include the wrap_class
decorator, MessagingObjects, and MessagingContexts.

The framework components adhere to and use general abstract base classes, and are
further divided into three classes. The structural components provide simulation and data
administration functions and include Main as well as the Hubs and their helper classes.
Modular components are designed to be easily exchangeable and configurable to extend
the framework and include Adapters, Interfaces, and Archives. Lastly, configuration
components are used to parse the user configuration files and propagate their information
through the framework, and consist of Parsers and various Config objects.
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6 Usage

In this section, the usage of the developed prototype will be presented, both for use in
development in form of a python library, and for the end-user executing the framework as
a program using the helper script.

6.1 Usage as a Program

To use the framework as a program, a helper script is provided which is installed as a
command line tool with the python package. This can then be used to start a simulation
and a user interface, from which the simulation can be controlled. To run a simulation,
it first has to be configured, which will be demonstrated using the example predation
simulation first introduced in section 2.

6.1.1 Configuration Directory

To import the simulation configuration, the configuration directory is traversed recursively.
All files with both the .conf file ending and a prefix for which a configuration object
exists are parsed to create the final simulation configuration. For this reason, the layout
of files within the given directory can be set up as desired, which means the setup shown
in Figure 12 is only one example for a possible structure.

[ predation_simulation

interpolators = models : variables
custom_interpolator.py models_predation.py constants.conf
interpolator_custom.conf models_environment.py variables.conf
models.conf

—>D archive.conf
ﬂ interface.conf
—>D simulation.conf

Figure 12: Possible file layout in a configuration directory

Currently, the supported prefixes are variable and constant, which contain
information about simulation variables, model and interpolator, which define the
interfaces of the available models and external interpolators, archive and interface,
which configure their respective components, structure, which configures the messaging
managers to be used, and simulation, which contains general simulation settings. The
content of these files will be explained in the following sub-section.

6.1.2 Simulation Setup

All configuration files are written in YAML format, with one section per described entity,
such as a variable or model. Different sections can be split up into any desired collection
of files of the correct type, enabling for example model definitions to either be collected
into a single file or a separate file for each definition, for easier sharing. For easier reading,
the following examples will always consist of a single definition. For most settings, the
data is encoded as key-value pairs with scalar values, though lists and mappings are used
in some cases.
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Variable Definitions

Variable definitions are short summaries of variable metadata for use in the simulation
and for the interface. The following settings are obligatory unless mentioned otherwise:

e name: String. This must be unique, and is used to identify this variable in the
entire simulation.

e desc: String, optional. Can be set to give a description of the variable, for use in
the interface.

e interpolator: String. The name of the interpolator to be used for this variable.

e value: Mapping. Contains information on this variable’s values, and has the following
possible keys:

e type: String. The default datatype for this variable’s values, used for
compatibility checks, imports, and for display in the interface.

e unit: Optional, string. The default unit for this variable’s values. This is the
unit used if a model does not define a unit for this variable in its input or
output signature, and for import of values for this variable.

e values: Optional, list of values. Sets the valid values for enum datatypes. This
will be expanded to non-enum datatypes and used for validation in the future.

e initial vals: Mapping of timestamps in seconds to values. The value or values
of this variable before the simulation starts, keys should be non-positive. At
least one entry must be provided.

One example for how a variable definition may look like is shown in Listing 1, and another
example showing the configuration for an enum variable can be found in the appendix.
All used variables must be defined, as the list of defined variables is used for validation of
the setup.

climate:

name: "climate"
desc: "Today's minimum and maximum temperature."
interpolator: "SIMULATION.NEAREST_NEIGHBOR_INTERPOLATOR"
value:

type: "list(float, float)"

unit: "[°C, °C]"

initial_vals:

0: [7, 21]

Listing 1: Example variable definition

A special case of variable definitions are the constant definitions. These are variables
which stay at the same value for the entire simulation run, and are generally used for
simulation parameters. Their configuration is equivalent to a variable definition, with a
few differences: The interpolator key cannot be used, as a constant does not need to
be interpolated, and the value.values key is also not used, as the contained information
would be redundant. The value.initial vals key is replaced with the value key, which
contains the variable value to return rather than a list of previous values. Due to this, the
value.type and value.unit keys must be defined top-level instead. An example is shown
in Listing 2.
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AREA:
name: "AREA"
desc: "The area of the modelled ecosystem."
type: "float"
value: 144
unit: "km¥*2"

Listing 2: Example constant definition

Model and Interpolator Definitions

To use a model in a simulation, its setup, input and output interfaces must be documented,
so that a fitting adapter can be generated. This is done using the model configuration
files, which adhere to the following structure:

e name: String. This must be an unique identifier, as it is used to identify this model
in the entire simulation.

e desc: String, optional. Can be set to give a description of the model, which will be
used in the future once simulation configuration using an interface is possible.

e adapter type: String. The name of the adapter type to be used for this model.

e interface: Mapping. Contains information on this model’s implementation, including
its interfaces. The necessary content of this entry is defined by the used adapter, the
following is the definition for the SIMPLE_PY implementation:

e type: String, one of SIMULATION.CLASSMETHOD, and SIMULATION.FUNCTION.
Used to determine whether the callable to execute is a method or function.

e location: String. The path of the callable from the root configuration directory.
Will be a python module for functions, a class for methods.

e target: The name of the callable to execute.

e setup, input, and output: The definitions for the model interfaces. setup
and input are optional. These three are lists of mappings, with each entry in
the list describing one input or output parameter. The entries are similar to
variable definitions:

e variable: String. Name of the variable that is provided or returned at this
position in the list.

e unit: String, optional. Unit of the value, if it differs from the default unit
for this variable.

e datatype: String. The datatype of the value.

e value: Any, optional. Can be used if this parameter should always be set
to the same value, for example for constant model parameters.

e static: Boolean, optional. Indicates whether a model defined as a method is a
static function, in which case no instance of its class is created.

e stateful: Boolean, optional. Indicates whether a model has an internal state.
Will in the futurebe used during error recovery.

e stepsize: String, optional. Should the simulation time that passes during one
iteration be determined by the model, this can be set here.
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For simple python models, this configuration will be around 15 to 30 lines in length, with
the length of definitions for more complex models scaling mainly with the number of input
and output parameters. A short example configuration is shown in Listing 3, with a full
definition available in the appendix.

FOX_MODEL:
name: "FOX_MODEL"
adapter_type: "SIMPLE_PY"
interface:
type: "SIMULATION.CLASSMETHOD"
location: "models.models.FoxModel"
target: "forward"
stateful: true
input:
- variable: '"rabbit_density"
datatype: "float"
output:
- variable: "fox_density"
datatype: "float"

Listing 3: Excerpt from a model interface definition

In addition to the model integrations, it is also possible to define one’s own interpolators,
if the interpolators provided by the framework, SIMULATION.LINEAR_INTERPOLATOR and
SIMULATION.NEAREST_NEIGHBOR_INTERPOLATOR, do not suffice. Currently, interpolators
must be defined as a class inheriting from InterpolatorSkeleton, which defines the
interface to be used. Due to this, the configuration of an interpolator is significantly more
concise, as can also be seen in Listing 4:

e name: String. This must be unique, and is used to identify this interpolator, for
example in model definitions.

e type: String. The name of the interpolator adapter to be used, currently the only
option is DEFAULT. Additional interpolator adapters may be added in the future to
support more complex interfaces.

e class: String. The location of the interpolator class, equivalent to the model
configurations location key.

e supports: List of datatypes which can be interpolated using this interpolator. The
"any" value is used if all datatypes are supported.

COSINE:
name: "COSINE"
type: "DEFAULT"
class: "interpolators.interpolators.Cosinelnterpolator"
supports:
- "float"

Listing 4: Example interpolator definition
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User Interface and Archive Configuration

The two primary user-facing components, the interface and archive, can also be configured.
Currently, only one configuration for each of these components may be defined, though in
the future an option is planned to define several configurations, from which the user can
choose. Both configuration types define the following top-level keys:

e name: String. This must be unique, and will be used once several definitions are
allowed to choose the configuration to use for the current simulation.

e type: String. Determines which implementation of the component to start, from CSV
and DEFAULT for the archive, BATCH, TERMINAL, and GUI_CONCEPT for the interface.

e options: Mapping. Contains further options for configuring the component’s
behaviour. The valid keys are defined by the chosen implementation.

The available archives currently only implement one option, the data_dir, which can be
set to configure the directory the archive file will be written to, relative to the current
working directory, as shown in Listing 5.

ARCHIVE:
name: "ARCHIVE"
type: "CSV"
options:

data_dir: "simulation_data"

Listing 5: Example archive configuration

For the interfaces, more options are available. The BATCH interface provides options to
terminate the simulation after a given time has elapsed or a set number of iterations have
been executed. Additionally, using the import key, the batch interface can be configured
to import a simulation state from the default import directory. The GUI_CONCEPT interface
can be set to either run in a native window or in the browser, and its graphs can be either
rendered using the inbuilt nicegui charts or matplotlib. Both of these options are only
adhered to if the needed optional dependencies are installed. As long as there are no name
collisions, options for different implementations can be defined in the same configuration,
as can be seen in Listing 6, for example in case the chosen interface is overwritten using a
command line parameter.

INTERFACE:
name: "EXAMPLE"
type: "TERMINAL" # "BATCH", "TERMINAL", "GUI_CONCEPT"
options: # Options for BATCH

iterations: 10000

duration: 10

import: false

# Options for GUI_CONCEPT

mode: "native" # "native" or null

graphs: "echart" # "echart" or "matplotlaib”

Listing 6: Example interface configuration
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Further Configuration

Lastly, there are the structure and simulation configurations, which also must be unique.
The structure configuration currently only defines two settings apart from name and desc.
One is default, which can be used to set the default messaging manager, and the second
is protocols, a mapping in which the messaging managers to be used for each component
can be overwritten. Keys must either be the name of a component, or the name of a
model. An example for this is Listing 7.

STRUCTURE:
name: "DEFAULT"
protocols:
"MAIN": "THREADING" # Not tmplemented yet

"FOX_MODEL": "MULTIPROCESS"
Listing 7: Example structure configuration

In the simulation configuration, options affecting the entire simulation are set, as shown
in Listing 8. Currently, these include stepsize, which configures the default step size to
run the simulation at, and mode, to set the execution mode of the simulation to one of
default, accurate, or real-time.

OPTIONS:
name: "DEFAULT"
mode: "default"
stepsize: "30d4"

Listing 8: Example simulation configuration

6.1.3 Running the Simulation

After the simulation has been fully configured, it can be started using the command line
script run_molesim. py, which is installed with the project package. It can be optionally
given the following arguments:

e -d, —dir: Set the configuration directory, default is the current working directory.

e -i, —interface: Set the interface to start. Takes precedence over the interface type
specified in the interface configuration, if set.

e -c, —comm: Set the default messaging manager, default is MULTIPROCESS.
e -1, —log level: Sets the log level, default is INFO.

The resulting command may be run_molesim.py -i BATCH -d ../example/, for
example. This will then parse the configured simulation, set up all needed components
and infrastructure, start the interface, and potentially the simulation. Using the started
interface, the simulation can then be controlled as presented in the following sections.
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Alternative Interfaces

In batch mode, the simulation is executed autonomously until a termination condition
becomes true and prints periodic updates of the simulation state to the terminal, resulting
in the output shown in Listing 9. Once the simulation concludes, the program is also
terminated. This can be used for pure computation, for example to obtain the CSV data
for a simulation run without having to monitor the execution, or for testing the framework.

00:00.00: rabbits@day330 : 1899
00:00.50: rabbits@day990 : 2612
00:01.00: rabbits@day1470 : 2579
00:01.50: rabbits@day2010 : 2131

foxes@day330 : 18 |
foxes@day990 : 28 |
foxes@day1470 : 36 |
foxes@day2010 : 38 |

Listing 9: Excerpt from the output for a simulation in batch mode

The layout and usage of the concept GUI is very similar to that of the terminal interface,
which will be used in the following to demonstrate the supported features. However, as its
development is of lower priority in favour of the terminal interface, some newer features
have not yet been added to this interface.

Data Display

The terminal interface consists of three horizontal sections: One interaction section at the
top, used for buttons to control the simulation, a data section in which the live simulation
data is displayed in tabs, one for each variable, and a status section for the display of
framework logs. These sections are marked in Figure 13.

START IMPORT Interaction Section

" Tabs | Data Section

33.3

6.7

83.3

66.7-

50.0

Status Section

Toeele dark mode ), _palette

Figure 13: The sections comprising the terminal user interface

Within each data tab, one variable’s data is displayed and updated live. For numerical
data, this is done over time using a graph. For other datatypes, for example string enums,
the current value is displayed instead.

Usage I. Niiske 49



Design and Implementation of a
Prototype for a Simulation Framework with Applications in Research and Education

Simulation controls

Using the Import button, a starting state can be imported, which overwrites the configured
initial simulation state, as shown in Figure 14. This feature can for example be used to
resume a previous simulation, or to customize the starting state in more detail. Importing
is currently only possible before simulation start, as modifying the state of a running
simulation cannot yet be done robustly.

. density food_availability predation AREA season climate rabbit_density fox_density food_availability predation AREA

150.6 2647 .4-

133.3 2481.1

116.7 2314.7
160. 6 . 2148.41 o

83.3 1982.1
66.7- 1815.7-

50.0 1649.4-

T T T T T T
-1.00 -9.58 0.00 -2.45 -1.85 =iL_°G

Figure 14: The state of a simulation before and after import

After the simulation has been started using the start button, the import button is
replaced with an export button, which can be used to create an export while the simulation
is paused. To communicate this to the user, the export button is disabled while the
simulation is running. The simulation can be paused using the pause button, which
suspends the simulation while ensuring that the simulation time and real time do not
diverge. While the simulation is paused, the pause button is replaced with a resume button,
which is returned to a pause button once simulation is resumed. To stop the simulation,
the stop button can be used, which replaces the start button once the simulation has been
started.

Exports and Archives

The created exports are CSV files, which mainly differ from the CSV archives excerpted
in Listing 10 in that for each variable, a new file is generated. This is done to ensure
reusability across simulation setups, as this ensures simulations with differing variable sets
can use the same import data, if desired, without manual preprocessing. For both formats,
the CSV contains time series data, with each line corresponding to one point in simulation
time that data exists for, which can then be processed and analysed. This also means that
values for certain variables might be missing in some lines, for example if one model is
running at twice as long a step size as the rest.

TIME,season,climate,rabbit_density,fox_density,food_availability,predation
10368000.00,WINTER, (2, 10),97.41112,10.33999,0.19686,0.52246
12960000.00,SPRING, (12, 20),90.14281,9.2026,0.15923,0.00559
15552000.00,SPRING, (12, 20),85.70813,20.10349,1,0.00460
18144000.00,SPRING, (12, 20),189.32580,17.89211,1,0.00957
20736000.00,SUMMER, (20, 25),306.10590,15.92398,1,0.01881

Listing 10: Simulation Data as CSV
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6.2 Usage as a Library

As the framework is installed as a python package and makes all major components
available, arbitrary custom components can be implemented, and custom scripts created.
In the following, the aspects in which usage of the developed package differs from common
python patterns will be explained, and examples given on how to work with the framework.

6.2.1 Customized Classes

To create a new implementation for a modular component, the corresponding abstract
base class must be inherited from, and all defined abstract methods must be implemented.
For example, an interface which only prints any received data may be implemented as
shown in Listing 11. Like the batch interface, it would start the simulation immediately,
however, it would not terminate until the user ends the program.

S # Imports removed
val_list = list[VariableValue]

class DebugInterface(InterfaceImplementation):
def __init__(self, config: InterfaceConfig,
variables: list[VariableConfig],
models: list[ModelConfig]):
self .has_started = False
print(f"Setup with {config}, {variables}, and {models}")

O@staticmethod
def check_prerequisites() -> dict[str, Any]:
return {} # No additional requirements

def update_interface(self, update: list[VariableMeta]) -> None:
print (f"Update with update={updatel}") # Print update data

def update_initial_values(self, update: dict[str, val_list]) -> None:
print (f"Import with import={updatel}") # Print import data

def get_user_inputs(self) -> list[str]:
if not self.has_started: # Start stmulation
return ["START"]
self has_started = True
return [] # Always just continue

Listing 11: A new debug interface

This new interface would then be registered in the interface index, located at
components.interfaces.interfaces.py, as shown in Listing 12, in which the added
lines are marked using comments. Afterwards, DEBUG could be used as type in an
interface configuration or for the -i argument of the command line tool, and the new
interface would then be started with the new implementation. No additional changes to
the framework code would be necessary.
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from .debug_ui import Debuglnterface # 0ld tmports removed

class Interfaces(Enum):
BATCH = BatchInterface

DEBUG = Debuglnterface # New
TERMINAL = Terminallnterface
GUI_CONCEPT = Niceguilnterface # Utility methods removed below

Listing 12: Registering the debug interface

6.2.2 Using the Messaging Interface

To utilize the messaging interface, any class can be annotated using wrap_class, as
described in section 5. An example for this is shown in Listing 13, which defines a class
with an unfortunately slow addition method, implemented without support for messaging.

Qwrap_class # Imports removed
class LocalClass:
def slow_add(self, a: int, b: int) -> int:
time.sleep(0.1)
return atb

Listing 13: Adding cross-context support

To then circumvent the performance limitations of slow_add, several instances of
LocalClass can be started in different child contexts, and used to execute additional calls
concurrently and asynchronously, as shown in Listing 14. Here, a context manager is
started and used to create two child contexts in lines 2 to 4. In the child contexts, two
instances of LocalClass are created and their slow additions started (lines 5 to 10). In
line 11 the asynchronous return of the initial call is checked. After this, the results of
the two computations are retrieved and compared. In the last line, the elapsed time is
checked again, to ensure that the two slow computations were executed concurrently. The
only difference of the created object’s interface to the original classes’ interface is that the
return values are wrapped in a Future object and must be retrieved using get.

with ContextManager.closable() as c: # Imports removed

child_c_1 = c.create_child_context(Protocol.MULTIPROCESS.value)
child_c_2 = c.create_child_context(Protocol.MULTIPROCESS.value)
remote_instance_1_ref = child_c_1.start(LocalClass)
remote_instance_2_ref = child_c_2.start(LocalClass)

start_time = time.time()

future_1 = remote_instance_1_ref.slow_add (200, 200)

future_2 = remote_instance_2_ref.slow_add (100, 300)

assert time.time()-start_time < 0.01 # Assert call ts async
assert future_1.get() == future_2.get() # Retrieve and compare
assert time.time()-start_time < 0.02 # Check concurrency

Listing 14: Using cross-context support
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6.2.3 Development Tools

To collect tools commonly needed during development, the project repository contains a
utils directory. This includes configuration files for the used tools and, most importantly,
a Makefile with aliases for often used commands. With make install, the package can
be installed in editable mode, and make example runs the example simulation. Once a
new component or feature is implemented, the test suite can be run using make test and
a coverage report generated with make coverage_html.

The new code’s adherence to the code style guidelines and quality standards can be
checked automatically using make typecheck for type checks using mypy, make lint for
linting with pylint, and make style for code style checks using flake8. These checks can
be run in a single command with make checks. To ensure high code quality and prevent
bugs, mypy has been configured to strictly require all methods to be fully typed.
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7 Evaluation and Discussion

In this chapter, the developed framework prototype is evaluated under the requirements
introduced in section 3, using their evaluation criteria. Afterwards, the evaluation is put
into context with regard to the original problem, the posed research questions, and the
larger simulator project, and the prototype’s advantages and limitations discussed.

7.1 Evaluation

To evaluate whether the given requirements were fulfilled, this sub-chapter contains a
section for each primary requirement, in which the sub-requirements are shortly summarized
and then examined using their evaluation criteria, by order of definition.

7.1.1 Evaluation of Reql: Accessibility and Usability

The aim of this requirement was to make the framework as accessible as possible, by
requiring minimal technical background knowledge and utilizing technologies familiar to
the targeted user base. As will be detailed in the following, this requirement has been
largely fulfilled, with some limitations imposed by other requirements.

Reql.1: The framework must be implemented in Python.

According to the project information generated by GitLab [GiL], the Evall.1-1: percentage
of code implemented in Python is 99.7%, with the remaining part consisting of Makefiles
and Dockerfiles. As the Dockerfile is part of the GitLab pipeline, and the Makefile a utility
file to make commonly used commands available under an alias, these are not relevant to
the project itself and therefore not part of the framework. As such, this sub-requirement
has been completely fulfilled.

Reql.2: Used technologies should be familiar to the user base.

All files exposed to the user were restricted to commonly used formats, with YAML
files currently being used for configuration and CSV files for data export, as detailed in
section 6, with plans to offer JSON as an alternative format for both areas. Additionally,
data can also be exported as a human-readable table in a text file, making it as accessible
as possible. While the Fwvall.2-1: prevalence of YAML and JSON in the user base is
difficult to quantify exactly, both are widely used by scientists working with simulation
data [Wei+25] and are easy to understand if a user is not familiar, so this sub-requirement

has been fulfilled.

Reql.3: Usage should be possible without programming knowledge.

As mentioned above, configuration of a simulation and integration of models is possible
using only YAML files, as long as fitting adapters for the integrated models exists. The
created configuration files contain descriptions for the model’s input and output parameters,
and are comparably short, with four simple models and four variables being defined in
around 150 lines of configuration in total. Once a definition has been written for a model,
it can be reused in all setups, as long as the model interface stays unchanged. However, to
write such a configuration file, the user must understand the model interface.
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This means that the Ewvall.3-1: amount of programming needed to set up a new
simulation is none, while the Evall.3-2: amount of programming needed to integrate a new
model depends on the models interface. Python models using common patterns can be
integrated without writing code, though there are exceptions: During integration of the
open source models, there was one set of Python models which needed to setup a new
instance of their class for each iteration. These models needed to be wrapped in order to
expose a compatible interface, requiring about 20 statements for five models. Models of
other types are not yet supported, however, adapters for many common model types are
planned for future work. As such, this sub-requirement has been largely fulfilled, and can
perspectively be fully satisfied.

Reql.4: Modifications should be uncomplicated.

To modify the simulation beyond what is possible using configuration, the framework
components making up the entire program structure adhere to defined abstract base
classes and can be replaced independently by arbitrary implementations, as long as the
implementation adheres to the base-class. For user-facing (or modular) components, such
as the archives, adapters, and interfaces, this can be done by simply developing the
needed feature while implementing its corresponding interface, and registering it by
adding a single line of code in the framework library, keeping the overhead caused by
developing against the framework minimal.

For structural components, the ability to keep modification simple was hindered by
Req2 - to make the framework real-time capable, it had to support concurrent execution,
and all components potentially contributing to performance overhead had to be optimized
for speed, rather than usability. However, the most performance-relevant code
(multiprocessing, scheduling) was encapsulated in the MessagingManager and Context
classes and wrapped in abstractions, ensuring that the areas more likely to be extended
are kept as minimally complex as possible. Therefore, the Fwvall./-1: estimation of
programming skill needed for modifications is low for modular components, and high only
for structural components, which are unlikely to need modification.

For the second criterion, the Fvall.}-2: availability of code documentation is high,
with all defined modules, classes, methods and functions having or inheriting a docstring,
extensive READMESs, and a plug-and-play example to work off of. Additionally, the
entire library is type-hinted, though there is some mismatch for classes modified by the
wrap_class decorator. This is caused by mypy not currently supporting class signature
updates using decorators, a problem for which type stubs are being evaluated as possible
solution. In summary, this sub-requirement has been fulfilled as well as feasible, given
other requirements.

7.1.2 Evaluation of Req2: Real-Time Simulation Capable

The second requirement was that the framework must be sufficiently performant to be
used in a simulator with real-time display of the simulation. The measurement methods
used to evaluate this requirement were detailed in section 3. If compared against the
original goal of being able to run a simulation at 20 iterations per second, this requirement
has been completely fulfilled, as detailed in the following.
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Req2.1: The framework should be as lightweight as possible.

The measurements made during testing showed that the Fval2.1-1: framework overhead
per iteration is about 250us per iteration and model, while the Fval2.1-2: maximum
supported model runtime for a simulation setup running five models is about 47.5ms,
instead of the 48.75bms that might be expected. There are strong indications that this
discrepancy is caused by the synchronized models requesting new values simultaneously,
causing delays. There are indications that this can still be improved, however, there is an
upper limit on the performance achievable using multiprocessing.Pipes. Investigation
using the code profiling tools py-spy |Fre| and viztracer [Gaol, it was determined that an
estimated third to half of that time is spent on communication overhead, which cannot be
significantly reduced while using multiprocessing, as detailed below. Therefore, this
sub-requirement has been achieved as well as possible given the technical constraints.

As an alternative to using pipes, multiprocessing.SharedMemory was evaluated,
which was about three times as fast for simple objects, if used without access control.
However, the shared memory class is not thread safe, which caused errors, and after
evaluating several approaches for access management, shared memory with manual access
control turned out to be insignificantly slower than using pipes. While the tested setup
could undoubtedly be improved, it was decided that the potential performance gain, with
an upper limit of factor three and realistically significantly less, was unlikely to make up
the loss in terms of usability and stability, to be compatible with Reql. If another, faster
solution is needed in the future, this could be added as another messaging manager.

Req2.2: Models must be able to be executed concurrently.

The mode of connection for each model can be chosen independently and freely configured
from all available messaging managers, which means this sub-requirement has been fully
achieved, as the Fval2.2-1: share of model types supporting concurrency is all supported
models.

Req2.3: Failures to meet deadlines must be avoided.

The outcome for this sub-requirement is difficult to quantify, as it heavily depends on the
simulation setup. While the FEval2.3-1: share of failed deadlines is zero for simulations
which execute significantly faster than the configured iteration length, setups with
runtimes close to the theoretical maximum model runtime do miss deadlines, if a model
needs more time than usual for computation during a given iteration. As there is currently
no mechanism for the framework to influence model runtimes, this cannot be avoided.

However, about ~2000 to 3000 iterations apart, there are very rarely short sections of
time in which the framework misses deadlines, though the models should be terminating fast
enough, which can be seen in Figure 11 in section 5. As these failures reproducibly occur
at the same timings when using the same simulation configuration, and the periodicity
seems to scale with simulation runtime, they are currently assumed to be caused by the
Python garbage collection. As this phenomenon occurs only briefly, and several thousand
iterations apart, attempts to investigate it using code profiling tools were unsuccessful,
and the root cause has not been identified yet. Therefore, this sub-requirement has been
only partly fulfilled.
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Req2.4: Systems without sufficient resources for real-time simulation must be
supported.

For this sub-requirement, three simulation modes were implemented: accurate indicates
that the simulation should run at best speed, and may lag behind real-time if necessary,
default is used if the simulation should run at the best speed possible without
extrapolation, as long as this is at least real-time and extrapolating if not, and real-time
sets the simulation to run at exactly real-time, slowing down or extrapolating as needed.
With the simulation being able to slow down as needed, and extrapolation being the
primary means to quickly lower the simulation resolution, if necessary, there are several
ways for the framework to compensate for insufficient computing resources, and the mode
to apply can be configured by the user. In addition, the Fwval2.4-1: slowest supported
model is any model, if the mode is set to accurate, and largely independent of the
available resources otherwise, as long as the model is at least slightly faster than real-time.
Therefore, this requirement has been fulfilled.

7.1.3 Evaluation of Req3: Easy Integration of Diverse Models

This requirement aimed to ensure that an many existing models as possible can be used
by the framework, without needing code changes or with any necessary code changes
minimized. When considering the focus on Req3.3 over Req3.1, this requirement can be
considered to be largely fulfilled, though the corresponding feature set needs significant
additional time investment for development of additional adapters.

Req3.1: As many models as feasible should be supported.

Though there is currently only a single adapter, which adds support for models implemented
in Python, there are plans for implementation of adapters for a variety of model types.
These include adapters for FMI, preCICE, and C model interfaces. While the Eval3.1-1:
amount of models that can be integrated into a simulation is relatively small, as the
prototype can not currently integrate a majority of the available models, the framework
does support the necessary functions to add support for these in the future. This is caused
by the development of further adapters being out of scope for this thesis, and there will
perspectively be many more models supported. Therefore, this sub-requirement can still
be considered to be partially fulfilled.

Req3.2: Models should be able to be integrated unchanged.

For those models covered by Req3.1, which currently are Python models, commonly used
interfaces are supported and can be freely configured, without any programming necessary.
Rare interfaces, such as models which need to be re-instantiated for each computation,
are not always supported by the SimplePyAdapter, so they cannot be integrated without
coding. However, all instances of these encountered could be integrated using a light
wrapper, which provides an interface supported by the adapter, which means the models
themselves do not have to be modified. Therefore, the Eval3.2-1: share of models that can
be integrated unchanged is high for the given baseline, and the sub-requirement has been
mostly fulfilled.
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Req3.3: Integration of additional interfaces should be supported.

For this sub-requirement, the concept of independent model adapters was introduced. As
this is one of the modular components, integrating an additional model type can be done
by simply adding another adapter, which needs only one additional line of code in the
library and implementation of four methods. Therefore, the Eval3.3-1: ease of integration
for a new model type is mainly dependent on the interface of the models to be supported,
rather that the framework compatibility. As this also means that all adapters are entirely
self-contained, the Fval3.3-2: scalability with increasing support for various model types is
high, additional adapters do not interface with pre-existing adapter code. As such, this
sub-requirement has been fulfilled.

7.1.4 Evaluation of Req4: Modifiable Setup and Simulation

This requirement focused on enabling modification of the algorithms, configuration, and
simulation data, in addition to making the framework itself customizable, if needed. While
one of the sub-requirements has not been fulfilled, this was due to it being under-specified
and deferred until more models have been integrated for testing, so this requirement has
also been mostly fulfilled.

Req4.1: All used models and algorithms must be exchangeable.

As the framework has been kept entirely domain-independent, with no models being
integrated into the library itself, the first part of this sub-requirement has been fully
fulfilled. In addition, the only other algorithms which influence the simulation data are the
interpolators. While selected interpolators are provided by the framework for convenience,
interpolators can be defined by the user in a very similar way to models, and simulation is
possible without executing any framework interpolator. Therefore the Fvalf.1-1: share of
simulation-relevant algorithms that are exchangeable is 100%, and this sub-requirement
has been fulfilled.

Req4.2: The simulation setup must be configurable.

Most components, among them the used variables, models, archives, interfaces, and
the initial variable values, as well as the general simulation settings, can be customized
using configuration files. This means that the Evalj.2-1: share of parameters which are
configurable, if restricted to parameters used as input to the simulation or present during
simulation start, is again 100%, and this sub-requirement has also been fulfilled.

Req4.3: The simulation data should be able to be altered during a simulation
run.

During implementation of this feature, difficulties were encountered when trying to
anticipate the reaction of the configured models and interpolators to the non-static input
data that would be caused by overwriting of variable values while a simulation is running.
As the examined solution approaches may not be compatible with all models, or may not
fulfil the use cases this sub-requirement was intended to cover, it was decided to defer
implementation of this feature until more models have been integrated to test against, and
the feature potentially discussed with a member of the prospective user base. Due to this,
the Ewvalj.3-1: share of configurable simulation data is 0%, and the sub-requirement has
not been fulfilled.
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7.1.5 Evaluation of Req5: Extensive Feature-Scope

This requirement was focused on needed features, and providing avenues for incorporation
of future work and optional features. The aim was to provide a positive user and developer
experience and provide motives for adoption of the framework. For this requirement, all
sub-requirements have been fulfilled, and therefore it has also been fully fulfilled.

Req5.1: Live data must be accessible during the simulation.

For display of live data and user interaction with the simulation, three different user
interfaces have been implemented, showcasing different approaches to the problem and
providing examples for how modular components may be swapped at will. In addition,
all interfaces support display of arbitrary data, meaning that the Fwval5.1-1: share of
simulation data being supported for live display are all data. Therefore, this sub-requirement
has been fully fulfilled.

Req5.2: Generated data can be exported.

Likewise as for the interface, there is a dedicated component to provide this functionality,
with two example implementations being part of the prototype. These implementations
export all generated variable data, ordered by timestamp. Therefore, the Eval5.2-1: share
of exportable simulation-generated data is a hundred percent for simulation-internal data,
though export of additional metadata, such as the source model for each computed value,
is not currently possible. The Fval5.2-2: supported export formats are currently CSV and
human-readable text files containing tabular data, with JSON files and support for an
sqlite database currently being planned. As the exported data and implemented formats
suffice for basic analysis, this sub-requirement has been fulfilled.

Req5.3: The framework must be as extensible as possible.

As also mentioned in the evaluation of Reql.4, all framework components are replaceable
independently, with their interfaces and interaction being defined using abstract base
classes. In addition to the implementation of customized components, if any modification
is incompatible with the current framework structure created using the provided default
implementations of components, the framework can also be used as a Python library,
allowing full customization. During implementation of the framework, future features were
taken into consideration, keeping the Eval5.3-1: difficulty of integrating planned features
as low as feasible, and this sub-requirement is fulfilled, as much as this can be determined.

Req5.4: The framework should provide additional features.

The primary FEwval5.4-1: features mot required by other requirements are the simulation
controls, with the framework providing functionality for manual start, pausing the
simulation without interfering with the real-time functionality, resuming the simulation,
and stopping it without terminating the program, thereby allowing the user to interact
with the data displayed in the interface after the simulation has finished. In addition, the
export of simulation data has been complemented with an import functionality of
simulation states, allowing the user to resume a simulation that has been terminated, or
export values from an external source. While this sub-requirement is so broad in scope
that additional work is always possible, there are two additional feature sets with realistic
use cases, so it should also be considered fulfilled.
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7.1.6 Summary

While some of the sub-requirements developed in section 3 were not completely fulfilled,
the majority of sub-requirements were fulfilled, and the major requirements have all been
completely or mostly fulfilled. Therefore, the prototype can be considered to be a successful
implementation of the envisioned framework.

7.2 Discussion

In this sub-section, the results will be put into the context of the target audience, use
cases, and research goals introduced in section 1 and section 3, and the implications of the
findings in subsection 7.1 for the simulator discussed.

7.2.1 Advantages and Limitations

Apart from the features presented above, the framework has some additional advantages
and shortcomings which should be taken note of when assessing the frameworks applicability
to certain use cases. The most noteworthy attributes will be presented in the following.

Scalability, Efficiency and Performance

While the prototype executes the models concurrently and therefore can use the available
system resources efficiently, there are still some areas where the frameworks performance
may be improved. For one, if the simulation is paused, the idle contexts still busy wait on
the resume signal, thereby using CPU cycles which may otherwise be used elsewhere.
Additionally, load balancing and context sharing for models is not yet implemented, which
is why the framework uses two to three logical cores as baseline plus one per model, with
no option to reduce this, which may incur additional overhead if more cores are used than
available. The base contexts which are always started are the main, communication, and
potentially interface contexts.

Apart from this, there is perhaps most importantly the drawback of the used
programming language: while implementation in Python was the primary requirement for
the framework, it cannot approach the performance which would be available if it was
implemented in a compiled language. Due to this, other coupling frameworks, such as
preCICE, may be better suited to use cases where the primary focus is on performance
over usability. For other scalability metrics, the framework has no major drawbacks. The
code and data files needed to execute the example simulation take up about 2MB of disk
space, and the running example simulation uses about 400MB of RAM during execution,
which is acceptable for execution on modern systems.

Portability

The advantage of being implemented in Python and tested on both Windows and
Linux-based operating systems is that the framework is confirmed to support usage on
both these operating systems, and compatibility with other desktop operating systems is
likely, though it has not been tested. The only limitation to this is that the
proof-of-concept GUI requires a working installation of either the QT [Qt-+]| or the GTK
[Kim+| graphical backends, which may not be available on certain distributions. For this
reason, it was decided to focus on the development of the terminal interface over the GUIL.
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Robustness

While the framework is acceptably robust for a prototype, there are areas where this
could again be improved. Firstly, the current implementation of the multiprocess manager
provides only basic tools for operation and access management: All calls from the same
source will be executed in order of priority, and within a priority chronologically, however
no assurances can currently be made about calls from other contexts or within the context.
For the current usage scenarios, this is acceptable, as created objects are not usually
modified directly, and if so usually by their direct parent in the tree structure. Should
further controls be needed, implementation of object locks or similar tools would be
possible.

Additionally, the error handling and recovery of the framework in case a model
encounters an exception is still limited. While a feature for retrying execution of stateless
models has been drafted, and switching to alternative models will be possible once
on-demand creation and termination of models has been implemented, there are currently
no configuration options to determine recovery behaviour for more complex cases, such as
stateful models.

Security

There have been two potential security issues identified, both due to arbitrary code
execution being possible. The first vulnerability is introduced by pickle, and has been
determined to be manageable as only framework-internal code is pickled and unpickled.
The second and larger issue is that any configured model is executed without previous
checks. As this cannot be mitigated without restricting the models that can be integrated
into a simulation, any solution to this problem will likely be a trade-off between security
and customizability, and was determined to be out of scope for this prototype.

7.2.2 Research Goal

As concluded in the evaluation summary, the developed prototype largely satisfies the
posed requirements and can be considered a successful implementation of the envisioned
software. In this subsection, the applicability of the developed solution is further examined
against the original use cases, and based on this and the results of the Evaluation, the
research questions answered.

Intended Use Cases

To recall, the target audience were researchers, teachers and students from any
science-related domains with potentially limited technical skills, which should be able to
use the framework for the following tasks:

e Coupling of pre-existing models using the framework is possible without
knowledge of programming, specialized file formats, or knowledge of any specific
domain. The only limitation to the usability of the framework for users with limited
technical knowledge is the initial configuration of the model interface, as this
necessitates at least a superficial understanding of the model implementation,
insofar that the data input and output formats must be specified. However, as the
model definition must only be written once for each model and can be bundled with
a model, it can then also be used by researchers, teachers and students from
non-technical sciences.
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Validation of the used algorithms is supported, with all algorithms being
exchangeable, so that a simulation can be set up using custom interpolators and
only validated models which do not have to be adapted, which may negate their
validation. Exploration of each model can be done by observing the generated
data and how the models behaviour is altered after modifying model or simulation
parameters. In addition, a feature to overwrite variable data during simulation over
the user interface is planned, which will extend the possible modification.

e The interaction of sub-processes can be inspected and modified in various
ways, by exchanging the used models, modifying the simulation setup or input data,
and addition or removal of variables to simplify the simulation or add detail. All
of this is possible using file-based configuration, ensuring its accessibility to the
targeted user group.

e System characteristics are illustrated through the data display of the user
interfaces. These include a GUI displaying the data in real-time charts, illustrating
larger trends and correlations.

¢ And analysis of the larger system is possible using the archive, export, and import
functionality. The archives enable further processing of the simulation results, while
export and import provide the necessary functionality for executing a simulation
from altered previous simulation states, allowing analysis of the effects of small
changes in conditions.

As can be inferred from this summary, the developed requirements appear to have covered
the initial use cases well, and the framework is a suitable approach to the original problem.

Research Questions

From this result, the research questions can be answered.

RQ1: Can a real-time simulation framework which fulfils the requirements
for use in research and teaching be implemented in Python?

The general conclusion that can be drawn from the evaluation performed in this
chapter is that this is possible. While there are some limitations introduced by the use of
the Python language for the prototype, which will be discussed in detail in the answer to
the second research question, the envisioned use cases can be fulfilled using the
implemented prototype. Further, the majority of identified shortcomings are due to the
limited scope of this project rather than the technical restraints, illustrated by the fact
that solutions for many of these issues have already been specified and await
implementation.

RQ2: Which limitations are placed on the simulation framework and the
larger project by the requirements of the project and the technologies chosen
for implementation?

As mentioned, the primary cause of requirement non-fulfilment was project-specific
and caused by time or resource constraints, or due to the underspecified environment.
These include some features not yet implemented or implemented incompletely, most
notably the modification of simulation data during a simulation run as described in the
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unfulfilled Req4.3, which limits the modificability of the prototype, though an concept
for this feature has been developed. Additionally, complex data, such as lists, tuples, and
in the future numpy datatypes, cannot yet be reliably imported, as type coercion for these
datatypes has not yet been implemented. These limitations however do not reflect on the
framework concept, as they are caused by the limited scope of the prototype.

For non-solvable limitations introduced by technical restraints or project requirements,
two primary limitations were identified, both of which involve framework performance.
The first is that the need to keep structural components fast introduces an incompatibility
between usability and performance requirements, due to which modification of the central
framework components is limited, as naive adaptations may introduce delays which impair
the frameworks real-time capabilities.

The second limitation is that there is a limit on the framework speed that can be
achieved in Python, especially if using only standard-library tools. Should this speed
turn out to be insufficient, improvement may only be possible by utilizing different
communication methods, and it may be necessary to implement parts of the framework in
a compiled language. If the used technologies cannot be changed, this introduces a hard
limit on possible performance.

7.2.3 Implications for the Simulator Project

While some aspects of the envisioned framework could not be explored due to time
constraints or missing end users, these including an extended interface, transformers for
further customization of simulator behaviour, and the modification of running simulations,
the obtained results have predominantly positive implications for the larger simulator
project. As discussed in the section above, the developed framework successfully
implemented many of the features needed, and the identified shortcomings and limitations
do not significantly impact the benefit it may provide the simulator. As such, it can be
expanded and built upon in future work to implement the discussed open source
simulator, and the proposed project appears to be a valid approach to the problem
presented in section 1.
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8 Conclusion and Future Work

In this chapter, the thesis results and current state of the developed framework prototype are
presented, and the planned future work on the framework and larger project summarized.

8.1 Conclusion

In this thesis, the use cases and requirements for a simulation framework with focus on
application in research and teaching were collected and specified, and a software
architecture for a framework supporting the requirements designed. A framework
prototype was implemented in Python, the applicability of the implementation to the
presented problem was evaluated and its strengths and weaknesses discussed. The result
is a successful prototype largely fulfilling the posed requirements, which can currently be
accessed at https://gitlab.gwdg.de/drilling_simulator/simulator for anyone
with access to the GWDG GitLab instance, and which will be made fully openly
accessible in the future. Lastly, the plans for future development of the framework and
the simulator were examined and determined to be realistic, with few limitations.

The developed prototype is a domain-independent implementation of the envisioned
framework, and provides model coupling and concurrent execution functionality, with
support for real-time execution of simulations, and a wide feature-set. The simulations
can be fully configured without any programming being necessary, with variable and
model setups as well as simulation parameters being provided by the user through YAML
files. Once a setup has been configured, the simulation is fully administrated by the
framework. Different options for user-facing components are available, most of which are
configurable, and additional components can be integrated easily, with interfaces, archives,
model adapters, and interpolators being fully modular. The repository includes a full
example simulation setup for experimentation.

8.2 Future Work

As one task for this thesis was to evaluate the feasibility of implementing desired features
given the described constraints, several additional features and improvements have been
planned and specified, though these are not yet implemented. Additionally, the larger
simulator can now be worked on, as the needed framework is now in a working state.

8.2.1 Upcoming Features

These features are planned to be the next to be added to the framework, and their
implementation has already been prepared, with concrete plans for the technical
dependencies and expected behaviour.

e Modification of a running simulation: The feature needed to fulfil Req4.3,
modification of simulation data during a run, has been largely designed. This would
add support for both modifying the state of a simulation, and for completely user-set
variables. However, one significant blocker for this are stateful models, as it is
currently not possible to modify the model state. As such, this initial version of the
feature would likely only support overwriting of values computed by stateless models.
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e Unit conversion: To support coupling models with differing units, automatic unit
conversion is planned, potentially using the pint library for unit conversion [Ge|.
This would enable the framework to support models working with different units for
the same variable, for example one model computing speed in km/h and another
requiring it as input in m/s.

e Explicit support of more data formats: While most data formats can currently
be used, as long as they are compatible with pickle and an interpolator is chosen
or configured supporting the datatype, the existing tests are constrained to simple
datatypes. This should be expanded, including support for automatic conversion to
and from numpy datatypes, such as conversion of, for example, integers to scalars.
Additionally, a robust export and import for arbitrary data types is planned.

e Single file configuration: Another Parser is planned which will add support
for combining the different configuration files into a single file, while preserving
compatibility with the directory parser. Additionally, it will add a model index,
which will remove the need to have a unified root configuration directory, improving
portability of simulation setups.

e Python threading MessagingManager: As the per-model framework overhead
seems to be at about 250us, with a significant part of this being communication
overhead, a new messaging manager is planned for models with runtimes below
this number. This new manager will utilize the Python standard-library threading
module, which, while blocking the communication context during execution, will
eliminate communication overhead, as the model is executed within the current
process. Additionally, it may in the future be possible to extend this messaging
manager to also be truly concurrent using the concurrent.interpreters module,
which can be used to start sub-interpreters not sharing an interpreter lock [Ros+d|.

e SQL archive: For structured data access, reusing the same archive for several
simulation runs, and support of metadata archival, an sqlite Archive is planned.

Improvements
Additionally, there are some improvements and refactors planned for existing features.

e Logging: While the framework provides rudimentary logging functionality, sending
live log data has proven to be difficult, primarily due to the communication overhead:
with each iteration generating hundreds of log entries on the highest logging setting,
the transmission of these messages along the context tree caused performance
penalties. A new version of the feature has been designed in which only logs of
high severity are transmitted live, while the remaining logs are transmitted after the
simulation ends.

¢ Extended export and import: The current export and import are limited as to
the supported data formats and configuration options, as it is for example not yet
possible to generate an export from a simulation state which has already passed.
This is intended to be extended.

e Documentation: While there is in-code documentation, extensive READMEs, and
an example setup, there are not yet full documentation pages with tutorials and
in-depth explanations available. These will be generated using sphinx and potentially
deployed using GitLab pages.

Conclusion I. Niiske 65



Design and Implementation of a
Prototype for a Simulation Framework with Applications in Research and Education

Performance: During investigation of performance, some areas were identified that
may be improved to lower the framework’s overhead.

Additional Adapters

To extend the models that can be used with the framework, additional adapters for
common models interfaces are planned, though these have only been superficially evaluated
and not been designed in detail.

C-Language Adapters: There are various ways to call C-language code from
Python code, including the standard-library ctypes module [Ros+e|. As, for example,
seventeen of the twenty-six repositories in the OSDC project are C-language based,
this may be used to integrate additional models. [Sho+]

preCICE Adapter: preCICE [Cho+22| is an open source coupling library
implemented in C++ which has its own defined interface that models must adhere to,
in order to be used. By implementing a matching adapter, all models implemented
for preCICE will also be able to be used within the framework. Additionally, as
preCICE also provides adapters for other simulation programs, for example
OpenFOAM, a software for fluid dynamics simulation, it may be possible to add
support for their models by chaining adapters [Wel+98; Cho+22].

FMI Adapter: FMI is an open interface standard for models in various domains.

Log ASCII Standard (LAS) Adapter: LAS is a text-file based format for
well data. As these do not contain models, but rather data from which geological
conditions can be inferred, this adapter would function almost as a model itself,
translating for example coordinates into well conditions.

XTGeo Adapter: XTGeo is a library for accessing and working with oil reservoir
data. Similar to the concept for LAS, an adapter may be able to use it to translate
data file into model-like interfaces usable in a simulation. This library has not been
fully evaluated yet, and may prove to be unsuitable for the intended use case.

Future Features

Lastly, these are features for which there are general specifications and rudimentary
requirements planned, but their implementation has not yet been prepared. As such, their
scope and difficulty cannot yet be evaluated.

Graphical configuration: The configured simulation should be displayed in the
GUI before the simulation is started, and should be able to be modified within the
UI, to perspectively eliminate the need for manual creation of YAML files, which
would improve accessibility.

Model Selection: If more models than necessary are available for a simulation,
the user should be able to choose the models to run without having to change the
configuration files, ideally in the user interface.

Automatic Load Balancing: To compensate for high load and ensure real-time
simulation is possible, there are plans to implement on demand creation and
termination of models. The control hub will then be able to choose between
different models for the same variable if more than one is configured, and balance
speed against accuracy for the most accurate simulation possible in real-time for the
given computing resources.
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8.2.2 Larger Scope

There are also plans to integrate the framework with an optimization framework
developed by Patrick Hohn et al. in [Hoh+22al|, for efficient optimization of model
parameters. This optimization framework can be used to iterate through possible model
parametrizations and identify the most accurate one for a given section of a scenario. The
found parametrized models could then be combined to always use optimal parameters
based on the current environment, and the resulting model could be used in the simulator.

In addition, as explained in section 3, the developed framework is envisioned as the
basis for a drilling simulator which should work out-of-the-box, with the models,
simulation setup, and interface preconfigured for the domain of deep well drilling. For
this, suitable models for the needed variables must be found and integrated, and there are
plans for a deep-well drilling specific 3D-GUI.

This simulator could then be used in research and teaching to foster deeper
understanding for drilling processes, and for practical use, for example by simulating
drilling processes based on data from existing wells and comparing the obtained data to
the ground truth, or by simulating a new well before it is drilled.
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A Additional Materials

A.1 Software Versions

Software Version
Python 3.11

A.1.1 Package and Module Versions

Source
https://www.python.org/downloads/

Package Version Source
coverage 7.10.6 https://pypi.org/project/coverage/
flake8 7.3.0 https://pypi.org/project /flake8/
matplotlib 3.10.8 https://pypi.org/project /matplotlib/
mypy 1.19.1 https://pypi.org/project/mypy/
nicegui 3.9.0 https://pypi.org/project /nicegui/
plotext 5.3.2 https://pypi.org/project/plotext/
py-Spy 0.4.1 https://pypi.org/project/py-spy/
pylint 3.3.8 https://pypi.org/project/pylint /
pytest 8.4.2 https://pypi.org/project/pytest/
PyYAML 6.0.2 https://pypi.org/project/PyYAML/
sortedcontainers 2.4.0 https://pypi.org/project/sortedcontainers/
textual 6.3.0 https://pypi.org/project/textual /
viztracer 1.0.4 https://pypi.org/project/viztracer/
A.1.2 OS Versions
OS Version Source
Fedora Linux 42 https:/ /fedoraproject.org/workstation /download /
. https://www.microsoft.com /en-gb
Windows 10 2242 S(Zf{cware—download/win{iows1(<
Ubuntu Linux 24.04 LTS. https://ubuntu.com/download /desktop
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A.2 Configuration Files

season:
name: "season"
desc: "The current season in the ecosystem."
interpolator: "SIMULATION.NEAREST_NEIGHBOR_INTERPOLATOR"
value:
type: "enum"

values:
- "SPRING"
- "SUMMER"
- "AUTUMN"
- "WINTER"
initial_vals:
O: "WINTER"
Listing 15: Enum variable definition
MICE_MODEL:

name: "MICE_MODEL"
desc: "Mice population in the ecosystem."
adapter_type: "SIMPLE_PY"
interface:
type: "SIMULATION.CLASSMETHOD"
location: "models.models.mice_population"
target: "run"
stateful: true
setup:
- variable: "mice_density"
datatype: "float"
- variable: "area"
unit: "km¥*2"
datatype: "float"
input:
- variable: "food_availability"
datatype: "float"
- variable: "climate"
datatype: "list(float, float)"
unit: "list(°C, °C)"
output:
- variable: "mice_density"
datatype: "float"

Listing 16: Possible configuration for a model called as a class method
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A.3 Multiprocessing Communication Comparison Script

import multiprocessing as mp
from multiprocessing import shared_memory
import time

ITERATIONS = 20000

class TestPipe:
def __init__(self, pipe):
self.pipe = pipe
for i in range(ITERATIONS+1):
current_item = self.pipel[1].recv()
next_item = self.unpack_modify_repack(current_item)
self .pipe[1].send(next_item)
def unpack_modify_repack(self, item):
return item+l1

def test_pipe_speed_int():
# Create two processes
pipel, pipe2 = mp.Pipe(), mp.Pipe()
procl = mp.Process(target=TestPipe, args=(pipel,))
process2 = mp.Process(target=TestPipe, args=(pipe2,))
procl.start(), process2.start()
procl.join(0), process2.join(0)
# Test
test_object = 0
pipel[0] .send(test_object)
test_object = pipel[0] .recv()
pipe2[0] .send(test_object)
test_object = pipe2[0] .recv()
start_time = time.time_ns()
for _ in range(ITERATIONS): # Send -> modify -> send back
pipel[0] .send(test_object+1)
test_object = pipell[0] .recv()
pipe2[0] .send(test_object+1)
test_object = pipe2[0].recv()
end_time = time.time_ns()
iters = int((end_time-start_time)/1000/test_object)
print (f"Using pipe and Int:\t\t\t {iters}us", flush=True)

class TestSharedMem:
def __init__(self, data, event):
self.data, self.event = data, event
self.event.wait ()
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self.data[0] = self.datal[0]+1

self.event.clear()

for _ in range(ITERATIONS):
self.event.wait ()
self.data[0] = self.datal[0]+1
self.event.clear()

self.data.shm.close()

def test_sharedmem_speed_int():
# Create two processes

meml

= shared_memory.ShareableList ([-1])

mem2 = shared_memory.ShareableList([-1])

eventl, event2 = mp.Event(), mp.Event()

eventl.set(), event2.set()

procl = mp.Process(target=TestSharedMem, args=(meml, eventl))
proc2 = mp.Process(target=TestSharedMem, args=(mem2, event2))
procl.start(), proc2.start()

procl.join(0), proc2.join(0)

while eventl.is_set() or event2.is_set():

pass
start_time = time.time_ns()

# Test

for _ in range(ITERATIONS): # Send -> modify -> send back

end_

meml [0] = mem2[0]+1

eventl.set ()

while eventl.is_set():
pass

mem2[0] = meml[0]+1

event2.set ()

while event2.is_set():
pass

time = time.time_ns()

test_object = mem2[0]
# Cleanup
while eventl.is_set() or event2.is_set():

pass

meml . shm.close(), mem2.shm.close()
iters = int((end_time-start_time)/1000/test_object)
print (f"Using sharedmem and Int:\t {iters}us", flush=True)

if __name__ == "__main__":

test_pipe_speed_int ()
test_sharedmem_speed_int ()

Listing 17: Shortened script for comparing Pipes and sharedmem
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