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Abstract
Institutions that want to offer a conversational AI service without a commercial provider
can reuse their HPC infrastructure, as Chat AI does on the SAIA platform of the GWDG,
where vLLM runs as a SLURM job. We evaluate that runtime layer in isolation, together
with LMCache, which extends the KV-cache offloading of vLLM. Three configurations
are compared. The first is a default vLLM runtime, the second a sequentially optimized
one and the third the optimized one extended with LMCache. Each is benchmarked on a
Baseline, a Multiturn, a Persona and a RAG workload, all modelled after the usage of
Chat AI and differing in the amount and shape of their KV-cache reuse. Performance
is measured as the highest concurrency a configuration sustains while staying inside the
TTFT and TPOT boundaries, on a single 80GB A100 with Meta-Llama-3.1-8B-Instruct
as the primary model and Mistral-7B-Instruct-v0.3 as the control model. A qualitative
assessment over four criteria, scored from a worklog kept during setup and operation,
relates the measured gains to the effort each step costs. The optimization increased the
sustainable concurrency from 50 to 75 requests. The same configuration achieved this
level on the control model, on which the optimization was not carried out. LMCache in
the multi-process mode raised it further to 100, whereas the in-process mode remained at
75 and improved the p99 TTFT of every workload compared to vLLM native offloading.
The disk offloading yielded no measurable benefit. Baseline and RAG offer the least usable
prefix reuse and were the first to violate the boundaries in every configuration. The assess-
ment rates the optimization at 19 of 20 points, as it consists entirely of engine arguments,
and the LMCache integration at 13 of 20, where the offloading is worth its effort but the
features beyond it are not. The findings provide practical guidance for deploying vLLM,
and optionally LMCache, in HPC-based serving setups.
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

1 Introduction
Section 1.1 motivates why an institution hosts a conversational AI service itself, why the
runtime layer of such a service is worth optimizing, and which options an operator has to
configure it. Section 1.2 states the goals that follow from this, Section 1.3 the contributions
of this work, and Section 1.4 the outline of the remaining sections.

1.1 Motivation

Universities, research institutions and companies that want to offer a conversational
Artificial Intelligence (AI) service to their members have two options. They can either
use a commercial provider or host the service themselves. A commercial offering sends
the data of every user to an external provider, which raises privacy and security con-
cerns [Yao+24]. Hosting the service on their own infrastructure resolves this, and it has
become a realistic option, because openly available models now reach a quality that is
competitive with commercial alternatives [Guo+25; Gra+24; Jia+23].

Running inference for such models requires large infrastructure, and many research in-
stitutions already operate it in the form of High-Performance Computing (HPC) clusters
or have access to one through research networks [Doo+26]. These clusters are built for
batch computing and managed by schedulers such as Simple Linux Utility for Resource
Management (SLURM) [YJG03], which makes them unsuitable for real-time services.
Platforms such as SAIA close this gap by running service instances as SLURM jobs on
the compute nodes of the Gesellschaft für wissenschaftliche Datenverarbeitung mbH Göt-
tingen (GWDG) cluster and exposing them through Chat AI [Doo+26; ChatAI-Page].
The inference itself is performed by a runtime that executes on the Graphics Process-
ing Unit (GPU) nodes, and SAIA uses vLLM for it [Kwo+23; vLLM-Page]. How this
runtime is configured decides how many requests a single GPU is able to serve and how
fast the users receive their responses. It is also the layer where an optimization has the
most leverage, as the generation of the responses on the GPU nodes was identified as the
bottleneck of the platform [Doo+26; Dec].

The options for configuring this layer come from two directions, from vLLM itself and
from the frameworks built on top of it. vLLM offers a large set of engine arguments and
has recently added a natively integrated Key-Value (KV)-cache offloading to Central Pro-
cessing Unit (CPU) memory [vLLM-Args; vLLM-Off]. LMCache [Liu+25], a framework
that extends the caching capabilities of vLLM, offers its own CPU offloading together with
additional features, among them the offloading to disk, the compression of the KV-cache
with CacheGen [Liu+24], and CacheBlend [Yao+25] for Retrieval-Augmented Genera-
tion (RAG) workloads.

For an operator this leaves open which of these options to choose. We therefore measure
whether working through the argument space of vLLM yields a measurable gain in an
HPC-based deployment and whether an extension such as LMCache still adds a benefit
now that vLLM provides this capability itself, and we report the effort that each of them
costs.

Section 1 Dennis Treder 1
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1.2 Goals

The goal of this thesis is to determine how much serving performance can be gained at
the runtime layer of an HPC-hosted conversational AI service, and whether that gain
justifies what a configuration requires to deploy and to operate. The gain is measured as
the concurrency a single GPU can serve while staying inside the Service Level Objective
(SLO), over four workloads that differ in the KV-cache reuse they offer. Three objectives
follow from this goal.

The first is to quantify what the engine arguments of vLLM are worth. The optimization
runs step by step, so that it becomes visible which argument produced which part of the
gain, and the resulting argument set is also tested on a second model that was not the
target of the optimization.

The second is to determine what LMCache contributes beyond that. Since vLLM now
offloads the KV-cache to CPU memory itself, LMCache is compared both against the
optimized configuration and against that configuration with native offloading enabled.
The comparison further separates the in-process from the multi-process mode of LMCache,
because the two differ in what they cost to deploy.

The third is to relate both of them to that cost, as for an operator the time spent on
setup, configuration and fixing the failures that occur is part of the same decision. This
effort is therefore documented alongside the benchmarks.

1.3 Contribution

The contributions of this work are the following:

• A systematic, step-wise optimization of vLLM for conversational AI workloads on
HPC, in which every accepted or rejected engine argument is documented together
with the measurement that decided it.

• Four conversational AI workloads modelled after the usage of Chat AI, covering
single-turn, multi-turn, persona-based and RAG scenarios, and differing systemati-
cally in the amount and shape of the KV-cache reuse they offer.

• A quantitative comparison of a default vLLM configuration, an optimized vLLM
configuration, and the optimized configuration extended with LMCache across these
workloads, including a comparison of the in-process and the multi-process mode of
LMCache against vLLM native offloading.

• A structured qualitative evaluation of the setup and operational effort that vLLM
and LMCache require, derived from a worklog kept during the experiments.

• Practical guidance for deploying vLLM, and optionally LMCache, as the inference
runtime in HPC-based serving setups.

1.4 Outline

Section 2 introduces the concepts the thesis builds on, the HPC environment the exper-
iments run in, the two phases of Large Language Model (LLM) inference, the reuse of
the KV-cache and the two limits of that reuse, the two frameworks that manage it, and

Section 1 Dennis Treder 2
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the SLOs the performance is evaluated against. Section 3 places the thesis in the con-
text of existing work on serving optimization and cache reuse, on benchmark clients and
workload datasets, on comparative framework evaluations, and on platforms that host
AI services on HPC infrastructure. Section 4 states the research questions and then ev-
erything needed to answer them, the experimental environment, the three configurations
under comparison, the two metrics and their boundaries, the four workloads, the filtering
that reduces the argument surface of vLLM to the tested set, the benchmark workflow
implemented as SLURM job scripts, and the criteria of the qualitative assessment. Sec-
tion 5 reports the results. It begins with the optimization process and the final engine
argument set, compares the optimized configuration against the default one on both mod-
els including vLLM native offloading, then compares the in-process and the multi-process
mode of LMCache against each other and against that native offloading, and closes with
the qualitative findings and a summary. Section 6 interprets these results, adds the de-
ployment guidance that follows from them, and states the limitations. Section 7 concludes
the thesis.

Section 1 Dennis Treder 3
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2 Background
In this section we introduce the concepts the rest of the thesis rests on, each one building
on the one before it. Section 2.1 describes the HPC environment in which all experiments
run and the container it requires, Section 2.2 the two phases of an LLM request and the
KV-cache between them, and Section 2.3 how that cache is reused and the two limits
of that reuse, space and position. Section 2.4 presents the two frameworks compared in
this thesis, vLLM in Section 2.4.1 and LMCache in Section 2.4.2. Section 2.5 states the
boundaries the results are measured against, and Section 2.6 summarizes the section.

2.1 Running Services on an HPC Cluster

An HPC cluster consists of many compute nodes connected by a high-speed network
and sharing a common file system, which users reach through dedicated login nodes. A
workload manager handles access to the compute nodes. On the GWDG cluster used in
this thesis it is SLURM, which accepts a job script declaring the required resources, such
as the number of GPUs, the amount of memory and a wall-clock limit, and queues the
job until those resources become available [GWDG-HPC; YJG03].

This design assumes computations with a defined start and end, instead of services being
continuously available, which is the problem that platforms for HPC-hosted AI services
have to solve. SAIA solves it by running service instances as SLURM jobs on the compute
nodes without replacing the resource manager [Doo+26]. All experiments in this thesis
run as SLURM jobs with an exclusively allocated GPU on a node shared with other users,
so every benchmark has to finish within the wall-clock limit that its job requested and
competes with other jobs for everything on the node except the GPU.

Containers package an application together with its dependencies so that it runs identi-
cally across systems. Docker is often not offered on HPC clusters, because it requires root
privileges that are difficult to grant on a shared multi-user system [Docker]. Singularity
was developed to address this by running containers under the privileges of the invok-
ing user [KSB17], and its successor Apptainer stores images as single Singularity Image
Format (SIF) files and can bind host directories into them [Apptainer]. Both vLLM and
LMCache run inside Apptainer containers in this thesis, which fixes the software versions
of every configuration.

2.2 LLM Inference and KV-Cache

An LLM generates its output one token at a time. Each step computes attention over all
preceding tokens, which requires a key and a value tensor for every one of them [Vas+17].
Recomputing these tensors at every step would be expensive, so inference engines hold
them in a KV-cache. The processing of a request therefore has two phases, the prefill
phase, in which the full prompt is processed and its KV-cache is built, and the decode
phase, in which output tokens are produced one after another [Pop+22]. The KV-cache
grows with prompt length and with the number of concurrent requests, and it competes
with the model weights for GPU memory. It is consequently the resource that bounds
how many requests can be served simultaneously [Kwo+23].

What that bound means in practice depends on how the model is deployed. In offline
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inference all inputs are known in advance, and only the time until the last one is finished
matters. In online inference, or serving, the model runs behind a server that accepts
requests as they arrive, and each individual response time matters, because a user is
waiting. The two settings therefore allow different optimizations. An approach that
shortens the total completion time but slows individual responses down is worth using
offline, but not when a user is waiting. We address online inference, because the focus of
the evaluation is the runtime of a conversational service. How quickly a deployment runs
into the bound above depends not only on how many requests arrive, but also on how
much of their KV-cache has to be computed at all, which is what the next section covers.

2.3 KV-Cache Reuse and Its Two Limits

Requests often begin with the same tokens, for instance a shared system prompt or the
history of an ongoing conversation. The blocks holding that prefix are identical, so an
engine can keep them and hand them to the next request instead of computing them
a second time, which is called prefix caching. That request then only has to prefill the
part of its prompt that no earlier request has already produced, which shortens the prefill
phase and leaves the GPU free for other work. Two things limit how far this reuse goes,
space and position, and both are properties that the four workloads of Section 4.3 were
built to vary.

2.3.1 Space

The first limit is space. Blocks can only be reused while they are still in GPU memory,
and once memory runs short they are evicted, so the next request with that prefix has to
compute it again. Offloading avoids this by keeping a copy in an additional but slower
place, either CPU memory or local disk. Whether this is worthwhile depends on whether
retrieving the copy is faster than computing the blocks again, so the gain grows with the
amount of content that is evicted and requested a second time afterwards. A storage tier
that outlives the serving process extends this further, as a prefix that was computed once
is then still there after a restart.

The two frameworks in this thesis implement this idea. Since version 0.11.0 vLLM ships
an offloading connector of its own, which holds a pool of KV blocks in CPU memory and
loads them back when a later request needs them [vLLM-Off]. LMCache offers the same
capability through the same connector interface. vLLM copies a block into the memory
pool as soon as the block is complete [vLLM-Off2], and LMCache duplicates chunks once
they are no longer in use [Liu+25], so in both cases the copy already exists when the GPU
pool drops the block. What separates them is therefore not whether an evicted block is
kept but how it is kept, which covers the unit it is stored in, the process the work of the
cache runs in and the part of it that outlives the serving process. Section 4.5 states these
three properties for the configurations that are compared, and Section 6.1.2 relates them
to the measured differences.

2.3.2 Position

The second limit is position. Prefix caching only works if the repeated text sits at the
beginning of the prompt, because the key and value tensors of a token depend on every
token in front of it, so the same passage produces a different cache as soon as different text
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precedes it. Identical passages appearing somewhere in the middle, as retrieved passages
do in a RAG prompt, can therefore not be reused at all, however often they recur.

2.4 Serving Frameworks

The two frameworks compared in this thesis manage the same KV-cache underneath, but
differ in which of the two limits above they address and in the approaches they implement
to achieve this.

2.4.1 vLLM

vLLM is an open-source inference runtime for LLMs and the engine underlying all three
configurations compared in this thesis. It manages the KV-cache in fixed-size blocks,
which is the idea behind PagedAttention [Kwo+23], and it schedules requests with con-
tinuous batching, so that a finished request leaves the batch without holding up the
rest [Yu+22]. The block layout also makes the reuse of Section 2.3 possible, because
two requests that share a prefix can share the blocks that hold it. vLLM implements
this as automatic prefix caching [vLLM-APC], and it addresses the space limit with the
offloading connector of Section 2.3.1, which extends the pool into CPU memory. For the
positional limit it offers nothing, as a cached block is only ever looked up as part of a
prefix.

The behaviour of the engine can be altered through engine arguments given at server
start [vLLM-Args], and these arguments are the subject of the optimization carried out
here. The requests reach the engine through an Hypertext Transfer Protocol (HTTP)
server compatible with the Application Programming Interface (API) of OpenAI [vLLM-
Srv]. All runs use its chat completions endpoint, which takes a list of messages with roles
such as system, user and assistant and applies the chat template of the model to them.

2.4.2 LMCache

LMCache is an open-source extension that manages the KV-cache outside GPU mem-
ory [Liu+25]. It attaches to vLLM as a connector and offers three cache storage locations
(CPU memory, local disk, and remote backends that several instances of the same model
can share). Its disk tier is able to outlive the serving process, so the cache of a prefix that
is already computed can be picked up by a later deployment. It also offers two techniques
aimed at the two limits of Section 2.3. CacheGen compresses the stored cache so that
more of it fits into the memory and less of it has to be moved [Liu+24], and CacheBlend
uses the cached pieces of similar text that appear at different positions and recomputes
only a small part to keep the attention correct [Yao+25], which is the positional case that
vLLM cannot cover and that one of our workloads reproduces.

LMCache can be attached in two ways. The first is the In-process (IP) mode, in which it
runs inside the vLLM process as a library that the engine calls [LMC-IP]. Both then share
one Python interpreter, so the work of the cache and the work of the inference compete
for it. The second is the Multi-process (MP) mode, in which LMCache runs as its own
server that owns the cache, and vLLM connects to it over a message channel [LMC-MP].
Storage tier management, eviction, disk access and compression then run outside the
inference process, and one such service can serve several vLLM instances at once.
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2.5 Service Level Objectives

To evaluate the performance of the three configurations we define an SLO from two latency
boundaries, one per phase of Section 2.2. The term comes from service management,
where a service level agreement is the contract between a provider and a consumer and
the SLOs are the measurable targets inside it [KL03]. In LLM serving it is mainly used
as a latency threshold that a request either stays below or does not [Zho+24].

Time to First Token (TTFT) covers how long the user waits before the first token appears,
Time Per Output Token (TPOT) how quickly the rest of the text appears, and a configu-
ration serves a concurrency level only if it stays inside both [Zho+24]. Both are evaluated
on the latency distribution of a run and not on a single request, the TTFT boundary on the
median and on the tail, the TPOT boundary on the tail alone. There is no fixed value for
either boundary. DistServe [Zho+24] sets one TTFT and one TPOT target per chat appli-
cation and states that no established settings for them existed. AdaServe [Li+26] measures
the decode phase only, takes its TPOT targets from a reading rate and from MLPerf, and
leaves TTFT out of its metrics entirely. MLPerf provides both, with 2 s and 200ms for its
conversational scenario and 450ms and 40ms for the interactive one, but it revised these
numbers between versions and ties them to one model and one dataset [MLPerf-v5], so
they do not transfer to a different deployment. Because a looser boundary automatically
yields a higher concurrency, the values have to be argued for and not assumed. Section 4.2
therefore derives both boundaries for the models and workloads of this thesis, the TPOT
one from a reading rate and the TTFT one from a study with human participants.

Whether a configuration stays inside both boundaries is measured with the benchmark
client that ships with vLLM [vLLM-Bench]. It sends the prompts of a workload against
the vLLM server and keeps a fixed number of them open at the same time. As soon as
one request finishes the next one is sent, so the server always has the same number of
requests to work on. A concurrency of 50 therefore means that 50 requests are open at
every moment and the 51st is only sent once one of the 50 is done. The load is closed-loop
in this sense, as what the client sends is decided by how fast the server finishes and not by
a fixed arrival rate. One run reports the TTFT and the TPOT of one such concurrency
level. Every configuration is measured over a range of levels, and the three are compared
by the highest level at which each still meets both boundaries. Section 4.5 describes the
procedure in full.

2.6 Summary

SLURM and Apptainer determine how and where the experiments run. LLM inference has
a prefill and a decode phase, and the KV-cache between them bounds how many requests
can be served at once, which is what matters for the online serving of a conversational
service. Requests that share a prefix can reuse the blocks holding it, and that reuse is
limited by space and by position. vLLM manages the cache in fixed-size blocks, answers
the space limit by extending the pool into CPU memory, and is configured through the
engine arguments the optimization of this thesis works on. LMCache attaches to it in the
IP or the MP mode and addresses both limits, with further storage tiers, CacheGen and
CacheBlend. The three configurations are compared by the highest concurrency at which
they still meet the TTFT and the TPOT boundary.
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3 Related Work
Section 3.1 covers the scheduling and batching mechanisms that LLM serving runtimes
are built from, and Section 3.2 the work on KV-cache reuse and offloading. Section 3.3
turns to the runtimes these mechanisms are implemented in, Section 3.4 to the benchmark
clients and the datasets they ship with, and Section 3.5 to the comparative evaluation of
serving frameworks that is closest to our own methodology. Section 3.6 covers SAIA, the
platform that hosts Chat AI on HPC infrastructure. Each area closes with what we take
from it and what we do differently, and Section 3.7 summarizes the section.

3.1 Scheduling and Batching in LLM Serving

Research on LLM serving has created a set of mechanisms that are standard parts of
LLM inference runtimes today. Yu et al. [Yu+22] introduced iteration-level scheduling
with Orca, which schedules at the level of a single generation step instead of complete
batches, so that a finished sequence frees its slot immediately instead of waiting for the
longest request of its batch. Later work calls this mechanism continuous batching. Kwon
et al. [Kwo+23] addressed the memory side with PagedAttention, the block-based KV-
cache management that is the core of vLLM and that makes the sharing of blocks between
requests possible. Agrawal et al. [Agr+24] proposed chunked prefills together with stall-
free batching in Sarathi-Serve, where a long prefill is split into chunks of a fixed token
budget and every chunk is scheduled next to the running decodes instead of delaying
them. Zhong et al. [Zho+24] took the opposite route with DistServe and separated the
two phases onto different GPUs, with the argument that prefill and decode have different
optimization objectives and should therefore not share the same resources.

These mechanisms were added to vLLM over time. Iteration-level batching and the paged
KV-cache are part of the engine and cannot be switched off, whereas chunked prefill and
prefix caching are set through engine arguments, which is the layer the optimization of
this thesis works on. Both are enabled by default, so their effect is already contained in
the baseline measurements. Section 5.1 switches each of them off to quantify its individual
contribution.

3.2 KV-Cache Reuse and Offloading

The second area is the KV-cache itself, what happens to it once it no longer fits into GPU
memory and how far it can be reused, the two limits of Section 2.3. Sheng et al. [She+23]
presented FlexGen, which treats GPU, CPU and disk as one memory hierarchy and
distributes weights, activations and the KV-cache over the three of them. FlexGen is
built for offline inference, where the time until the last request is finished matters. Gao et
al. [Gao+24] moved the idea into online serving with CachedAttention, and they report
large reductions of the TTFT for multi-turn workloads. Gim et al. [Gim+24] addressed
the positional limit of prefix caching in Prompt Cache by precomputing the attention state
of reusable prompt segments, so that they can be assembled at different positions in a
prompt, which is the setting that our RAG workload reproduces. LMCache belongs to this
topic as well and adds two techniques from the research of its own authors [Liu+25], with
CacheGen for compressing the cache during storage and transfer [Liu+24] and CacheBlend
for fusing the caches of chunks that appear at varying positions [Yao+25].
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We add no mechanism of our own and do not evaluate the ideas behind these works,
but measure how they are implemented in the frameworks an operator can deploy. For
the KV-cache space limit, this results in one implementation against another instead of
offloading against none, and for the positional limit, only LMCache offers one.

3.3 Serving Runtimes

vLLM is not the only runtime an operator can deploy, and the alternatives implement
the same mechanisms in their own way. Zheng et al. [Zhe+24] presented SGLang, whose
RadixAttention keeps the KV-cache of a finished request in a radix tree, so that a shared
prefix is matched and evicted through that tree instead of being discarded. TensorRT-
LLM compiles a model into an execution engine for the GPUs of NVIDIA and offers
in-flight batching, a paged KV-cache and the reuse of cached blocks across requests [TRT-
LLM]. llama.cpp covers local inference on CPU or consumer-hardware GPUs [llama.cpp].
The prefix reuse of Section 2.3 appears in all of them, and so do its two limits.

We take Chat AI as the reference of this thesis, because it is a realistic example of a
conversational AI service hosted on HPC infrastructure, and SAIA serves its instances
with vLLM [Doo+26]. vLLM is therefore fixed as the runtime, since results from a
different serving engine would not describe the deployment Chat AI runs.

3.4 Benchmark Clients and Datasets

The fourth area is the client that generates the load and the dataset it sends, and we
considered three clients for this thesis. The vLLM benchmark Command Line Inter-
face (CLI) sends the entries of a dataset file as requests and reports TTFT, TPOT and
Inter-Token Latency (ITL) as mean and percentiles [vLLM-Bench]. LMCache ships one of
its own, LMBenchmark, which drives a server at a fixed query rate with multi-round ques-
tion answering, ShareGPT conversations and short and long input scenarios [LMBench].
GuideLLM, the larger benchmarking platform of the vLLM project, covers image, audio
and video input alongside text, and creates CSV and HTML reports [GuideLLM].

Every benchmark of this thesis is run with the vLLM benchmark CLI. How it generates
load is described in Section 2.5 and how it is used is explained in Section 4.5. LMBench-
mark is left out because a fixed arrival rate does not produce a sustained concurrency,
and for GuideLLM none of the added features are needed, as both served models are
text models and all metrics of Section 4.2 are covered by the standard CLI output. An
extension towards multimodal serving would change this, which Section 6.5 takes up.

The vLLM benchmark CLI comes with a set of datasets to choose from, and they fall into
three kinds. The first is real conversation data such as ShareGPT, the standard of the
serving literature, alongside datasets pulled from Hugging Face. The second is prompts
generated up to a chosen token length, with the option of putting the same text at the
start of every one of them for prefix-caching tests. The third is request logs of real services
such as BurstGPT [BGPT], which record how long each request was and when it arrived
but not the text it contained. In addition to these three, the custom option reads a file
with one prompt per entry.

The datasets it ships with do not fit the request sizes and the interaction types of Chat
AI, which is why the workloads of this thesis are our own and are sent with the custom
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option. The first reason is the request size. Recorded data carries the sizes of the service
it was taken from and a request log carries no text at all. Reaching the 4,000 input and
1,000 output tokens of the average Chat AI request is only possible if the prompts are
built towards that target [Doo+26]. The second is prompt consistency. The generated
prompts of the second option are built fresh at the start of a run, and the multiturn
workloads that vLLM offers through an additional script generate the timing of their
turns the same way [vLLM-MT], so both change the text and the arrival sequence from
run to run, which introduces unwanted variation into a comparison in which we only want
the engine to differ. How our four workloads are constructed is described in Section 4.3.

3.5 Comparative Evaluations of Serving Systems

The study by Brako et al. [BDK24] is the closest one to the methodology of this thesis.
They compared the Machine Learning (ML) inference frameworks NVIDIA Triton, Torch-
Serve and TensorFlow Serving. In addition to the measured performance, they rated each
of them on usability criteria from one to five, based on their own experience during the
experiments.

We take from them the idea that the effort an operator has to spend is an additional
dimension, and their criteria form the base of our evaluation in Section 4.6. They have
to be adapted, because Brako et al. compare frameworks that are independent of each
other, whereas we compare three configurations of the same runtime, each of which builds
on the one before it. Their work helps to decide which system to choose, ours whether an
additional step is worth taking.

3.6 LLM Serving on HPC Infrastructure

SAIA, described in Section 2.1, is the platform this thesis takes as its reference, and its
evaluation focuses on the layers around the runtime, among them the request routing,
the access control, the security and the placement of instances onto nodes [Doo+26]. The
inference runtime inside an instance is treated as a component, and its configuration is
not part of what is evaluated. This leaves out the layer with the most direct influence
on the latency a user sees, which matters because the inference on the GPU nodes was
identified as the bottleneck of the platform.

For SAIA specifically, the dissertation [Dec] names LMCache as an optimization that was
discussed for the design but has not been evaluated for it, and states that the performance
improvements it can achieve have to be measured. We provide such a measurement for
a single-GPU runtime. The distributed cases the dissertation points to, a cache shared
across several instances of the same model and a remote storage layer shared across
models, remain open and are taken up in Section 6.5.

3.7 Summary

This section has reviewed the scheduling and cache mechanisms that LLM serving run-
times are built from, the runtimes that implement them, the clients and datasets they are
measured with, the comparative evaluation closest to our own methodology, and SAIA as
the platform that hosts Chat AI on HPC infrastructure. Every mechanism was proposed
and evaluated in the setting of the work that introduced it, not in the configuration an
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operator deploys, the datasets the benchmark clients ship with do not carry the request
sizes and interaction types of Chat AI. What is left open is therefore the runtime layer of
such a service on a single GPU, in performance and in the effort it costs, which the three
research questions of the next section take up.
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4 Methodology
Section 4.1 states the research questions, the setup and the three configurations that are
compared. Section 4.2 derives the two metrics and the boundaries the configurations are
measured against, and Section 4.3 presents the four workloads they are measured under.
Section 4.4 then reduces the argument space of vLLM to the set that is actually tested and
groups it into the three optimization phases. Section 4.5 describes how a single run is
executed, from the start of the runtime to the reset between two runs, and Section 4.6 the
criteria of the qualitative assessment that answers RQ3.

4.1 Research Questions and Setup

Three configurations are compared in this thesis. The first is a default vLLM config-
uration, the second an optimized one and the third the optimized one extended with
LMCache, so that each configuration extends the one before it. The first two research
questions ask what each of these two steps improves, and the third asks whether that
improvement is worth the effort.

• RQ1: What performance improvements can be achieved by systematically optimiz-
ing vLLM compared with a default vLLM configuration in an HPC-based serving
environment?

• RQ2: What additional performance benefits or overheads result from integrating
LMCache into an optimized vLLM configuration?

• RQ3: Do the performance gains of the optimized vLLM runtime and of the added
LMCache integration justify the configuration and operational effort each of them
requires?

Only the engine changes between the three. The models, the workloads and the hardware
stay the same in every run, so that a difference in the measurements can be attributed to
the configuration. All experiments run on the GWDG HPC cluster on a single NVIDIA
A100 with 80GB of memory. The GPU is allocated exclusively to the job, whereas the
AMD EPYC 7513 (Zen 3) CPU and the other resources of the node are shared with other
jobs. Disk offloading uses the node-local NVMe storage, an Intel SSD DC P4510. vLLM
and LMCache both run inside Apptainer containers converted from their official Docker
images, which fixes the software versions. The default and the optimized configuration use
vLLM v0.20.1. The LMCache runs use LMCache v0.5.0, which ships with vLLM v0.23.0.
We chose this version because it is the first one that officially offers the MP mode.

Two models are used. Meta-Llama-3.1-8B-Instruct is the primary one and the model
the optimization of Section 4.4 was carried out with. Mistral-7B-Instruct-v0.3 serves
as a control model. Both are referred to as the Llama model and the Mistral model
below. Both fit onto one GPU, but they come from different model families, so the effects
measured for RQ1 and RQ2 can be checked against a model that was not the focus of the
optimization.

The first configuration is a vLLM runtime started without additional engine arguments,
and it is the reference point for RQ1. The second adds the argument set that the sequential
optimization of Section 4.4 produced, which was carried out with a reduced load of 300
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prompts instead of the 2,000 prompts of the larger runs. Section 4.5 explains how both
numbers follow from the amount of KV-cache a run has to produce. The difference
between these two configurations answers RQ1. The second configuration is also tested
with vLLM native offloading, which is later compared against the offloading of LMCache.
The third configuration extends the optimized runtime with LMCache and is measured
in four variants. Two of them offload to CPU memory, once in the IP mode and once in
the MP mode, and the other two add offloading to the node-local disk to each of these.
The best of these, measured against the optimized vLLM configuration, answers RQ2.

4.2 Metrics

The performance for RQ1 and RQ2 is evaluated with two metrics, TTFT and TPOT,
which together form the SLO. The goal is to maximize the concurrency a GPU can serve
while staying inside the boundaries these two define, so that a configuration improves on
its predecessor if it sustains a higher concurrency without violating either.

4.2.1 Time to First Token

TTFT is the interval between sending a request and receiving the first token. The work-
loads of this thesis are advice-style requests in which a user asks the model to analyse
module catalogues, and for this class of interactive knowledge task a controlled human-
subjects study on response latency exists [Tan+26]. In that study, responses after 9 s were
rated highest in usefulness, whereas 20 s waits occasionally shifted the interpretation to-
wards frustration or doubts about the reliability of the system. Both values are used here
as upper limits, so lower measured latencies are expected and not a problem. The shortest
tested value of the study, 2 s, is not used as a lower limit. Responses at 2 s were rated
less thoughtful and less useful there, but respecting this would mean delaying answers
deliberately. The two models served here are much smaller than the frontier model used
in that study and often answer in under a second. Because the study held the streaming
rate after the first token constant, it makes no statement about per-token latency and is
used only for the first-token limit. The median TTFT should therefore stay below 9 s and
the tail percentiles below 20 s.

TTFT is tracked as median, p95 and p99. The median describes the typical request,
the p95 and the p99 describe the worst case, the slowest 5% and the slowest 1 % of the
requests. Which of the two tail values is reported depends on how many requests it covers.
The full runs with 2,000 prompts are judged on the p99, which covers 20 requests there,
whereas in the optimization runs with 300 prompts it would cover only three, so that a
single slow request already decides the value, and the p95 with its 15 requests is used
instead.

4.2.2 Time per Output Token

After the first token has appeared, TPOT describes the rate at which the remaining out-
put is produced and therefore whether generation keeps up with the user consuming the
text. Unlike the TTFT boundary this one has no single established value, as it depends on
the application and is usually bound to human reading speed in the literature. Targeting
interactive chatbot scenarios, our derivation adopts AdaServe’s [Li+26] assumption that
users skim the output as opposed to reading every token at a deliberate pace. AdaServe
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sets its consumption rate from the review by Rayner et al. [Ray+16], which presents the
study by Just, Masson and Carpenter as the most complete account of the eye movements
and comprehension of speed readers, in which readers instructed to skim reached approx-
imately 600–700 words per minute against approximately 250 for normal silent reading.
The upper end of that measured range, 700 wpm, is taken as the base consumption rate,
so we have:

700 wpm =
700

60
≈ 11.67 words per second

TPOT is expressed in milliseconds per token and the reading rate in words per minute.
Converting between them requires the fertility of the tokenizer, the average number of
tokens produced per word [Rus+21]. The Krikri technical report [Rou+25], measured on
a two-million-word corpus, reports an English fertility of 1.49 tokens per word for the
Mistral-7B tokenizer and 1.33 for the Llama-3.1-8B tokenizer, which therefore translates
into:

Mistral-7B-Instruct-v0.3:
1000 ms/s

11.67 words/s × 1.49 tok/word
=

1000 ms/s
17.39 tok/s

≈ 58 ms/token,

Llama-3.1-8B-Instruct:
1000 ms/s

11.67 words/s × 1.33 tok/word
=

1000 ms/s
15.52 tok/s

≈ 64 ms/token.

The adopted chatbot TPOT is therefore 58 ms per token for the Mistral model and 64 ms
per token for the Llama model, the two differing only through tokenizer fertility. As stated
in Section 2.5, the TPOT is evaluated on the tail alone and is reported as the p99 in every
run, including the optimization runs with 300 prompts. A TTFT is a single measurement
per request, whereas a TPOT value is itself the average over the 1,000 output tokens of
its request, so the p99 stays more stable at both prompt counts. Table 1 summarizes the
resulting boundaries. Alongside these two, a set of diagnostic metrics is tracked, including
the peak running requests, the peak waiting requests, and the p99 ITL, which measures
the interval between two consecutive tokens. These provide additional insight but do not
set boundaries for the decision process.

The stability of a configuration is reported as the coefficient of variation of its three
repeats, which is the standard deviation divided by the mean and expressed in percent.
A value of 5 % means the three repeats deviate from their mean by 5% on average, and
a larger value means a less reproducible run.

Table 1: SLO Boundaries; The per-model boundaries the three configurations are measured against.
A configuration serves a concurrency level only if it stays inside all of them. The TPOT boundaries
differ between the models through tokenizer fertility, and the p99 columns apply to the runs with 2,000
prompts, whereas the p95 is used for the optimization runs with 300.

TTFT TPOT

Model Median p95 p99 p99

Mistral-7B-Instruct-v0.3 ≤ 9 s ≤ 20 s ≤ 20 s ≤ 58ms
Llama-3.1-8B-Instruct ≤ 9 s ≤ 20 s ≤ 20 s ≤ 64ms
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4.3 Workload Design

To evaluate the three configurations, we construct four workloads that differ in how much
KV-cache reuse they offer and in what shape that reuse appears, along the two limits
of Section 2.3. They are modelled after Chat AI, the conversational AI service of the
GWDG and the reference HPC-backed service of this thesis, and follow the ways a user
can interact with it, which are Baseline, Multiturn, Persona and RAG.

All four hold 2,000 prompts averaging 4,000 input and 1,000 output tokens, which matches
the average Chat AI request reported by Doosthosseini et al. [Doo+26], and they differ
only in how the prompt is structured. All token targets are computed with the Llama
tokenizer, because the Mistral tokenizer counts more tokens for the same text and fixing
the target for one of them is the only way to hit the intended average at all. Baseline
uses single self-contained questions and therefore offers no reuse at all. Multiturn uses
conversations that grow turn by turn and Persona adds a shared system prompt to every
question, so for both the reuse depends on whether the common prefix is still in the cache
when the next request arrives (Section 2.3.1). RAG places retrieved passages at varying
positions, which a prefix cache cannot reach because of the positional limit (Section 2.3.2).
Testing all four therefore allows RQ1 and RQ2 to be answered per workload instead of as
a single number and shows which workload structure a runtime handles best.

The data behind them comes from the module catalogues of the study programmes offered
at the Georg-August-Universität Göttingen, all of which are publicly accessible and free
of distribution restrictions. Table 5 lists the used Portable Document Format (PDF) files.
The PDFs were converted to standardized Markdown with Docling [Doc], after which
the title and the learning outcomes of each module were extracted and administrative
information such as the module coordinator was removed. Each module was then stored
with the metadata needed during generation, spanning its study category, one of the seven
larger subject areas (Studienfächer) defined by the university, its study programme, its
degree type and its precomputed token count under both tokenizers. Listing 1 shows an
example entry.

1 {
2 "category": "Economic Sciences, Law and Social Sciences",
3 "program_name": "Applied Statistics",
4 "degree_type": "Master of Science",
5 "module_title": "Methoden der quantitativ-empirischen Sozialforschung

und Statistik A",↪→
6 "content": "In diesem Modul werden unterschiedliche Veranstaltungen

aus dem Bereich der quantitativ-empirischen Sozialforschung und
der Statistik angeboten. [...]",

↪→
↪→

7 "tokens_llama": 255,
8 "tokens_mistral": 293
9 }

Listing 1: JSON Code; Example entry of the extracted module dataset. The content field is shortened
here.

All four workloads build their prompts from the same three clause types. The examples
below show some of the phrasings that are used, and the full set is given in Section A.2:
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Background clause states the study programme, the degree level and the subject cat-
egory of the student. It is drawn from a set of ten templates that convey the
same information, e.g. “As a {degree} student studying {program}, I’ve been going
through the module catalogue.”

Task clause names the anchor module and states the request. It is sampled from six
intents (catalogue overview, module comparison, prerequisite planning, topic search,
summary, and degree-level comparison), each with a set of phrasings that reference
the anchor module by its real title, e.g. “{module} vs {other_module}. I’m trying to
decide between them. What’s the real difference in content and learning outcomes?”

Refinement clause appends zero to three instructions sampled from six functional cat-
egories, format (“Summarize this in {n} sentences.”), context (“Assume I’m {audi-
ence}.”), tone, depth, creativity and structure. The categories follow the prompt
cheat sheet of the GWDG AI-tools training guide [GWDG-AITools].

The prompt is then grown to its token target by appending real module description blocks
(Listing 1), taken first from the study programme of the anchor module and, if more
content is needed, from other modules of the same study category, so that the context
stays coherent even for small programmes.

4.3.1 Baseline Chat Workload

The Baseline workload consists of single self-contained questions that a user asks once and
does not follow up on, and it offers the lowest reuse potential of the four. It consists of
2,000 independent single-turn requests averaging 4,000 tokens each, and it reflects the case
in which students ask separate questions about their module catalogue. To guarantee that
nothing can be reused, the first eight tokens of every prompt are checked for uniqueness
across all 2,000 prompts and under both tokenizers, so that no two prompts share a KV
block prefix regardless of the order in which they are served. The Baseline is therefore
the lower bound on reuse, at 0% of the 8,000,000 tokens it sends, and the only prefixable
part left is the chat template of the model, which vLLM applies to every request that
arrives at the chat completions endpoint described in Section 2.4.1.

Task Background Refine Refine Refine Module context

First 8 Tokens unique 0 – 3 Refinement clauses

Figure 1: Layout Diagram; Prompt structure of the Baseline workload. The first eight tokens are unique
across all 2,000 prompts, so that no two prompts share a KV block prefix.

4.3.2 Multiturn Workload

The Multiturn workload holds ongoing conversations with the model and covers the most
common way people use an LLM, in which successive turns share an increasingly long
common prefix. Instead of 2,000 independent prompts it holds 400 five-turn conversations,
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again 2,000 prompts in total and again averaging 4,000 tokens. Each prompt is the full
context of a conversation up to and including its most recent user message, as shown in
Figure 2. Turn 1 is built like a Baseline prompt, with its first eight tokens unique across
all 400 conversations. Turns 2 to 5 each add a synthetic assistant answer and a new user
follow-up. The follow-up is drawn from its own task clause set with shorter phrasings,
e.g. “Following up on that, does {module} also fit the same direction?”, which introduces
at least one new module description block and is grown to 300 tokens.

400 x 1400 tokens starter

Turn 1:

Turn 2:

Turn 3:

Turn 4:

Turn 5:

Turn 1 Answer

Turn 1 Answer

Turn 1 Answer

Turn 1 Answer

Turn 2 Answer

Turn 2 Answer

Turn 2 Answer

Turn 3 Answer

Turn 3 Answer Turn 4 Answer

Task

Background

Refinement

Module context

1000 token
300 token

Follow-up

Figure 2: Layout Diagram; Prompt structure of the Multiturn workload. Each row is one request and
holds the full context of the conversation up to its most recent user message, so that every turn contains
the previous one completely. The dataset holds 400 such conversations.

Besides the high reuse potential, the workload also covers a wider range of prompt lengths
than the other three. A first turn is built to 1,400 tokens and each of the four following
turns adds a further 1,300, so that the five prompts of a conversation measure 1,400,
2,700, 4,000, 5,300 and 6,600 tokens. They average to the same 4,000 tokens as the other
workloads. Because every turn contains the previous one completely, 13,400 of the 20,000
tokens of a conversation are reusable, 5,360,000 of 8,000,000 over the 400 conversations
or 67%, as long as the previous turn is still in the cache when its follow-up arrives.

Besides the prompt structure itself, the order in which the requests arrive decides how
much of the prefix is still in the cache when a follow-up is sent, so the dataset is written
out in two variants, an optimal ordering and a realistic one. The realistic variant is
used for all reported benchmarks. Appendix A.3.2 states how both were constructed and
compares them.

4.3.3 Persona Workload

The Persona workload places a fixed assistant persona in front of every user question, and
it offers a higher reuse potential than the Baseline workload. The dataset consists of 2,000
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prompts across seven fixed personas, one per study category. The number of prompts
per persona was derived from the number of study programmes in the corresponding
category, which approximates the fact that some personas would be requested more often
than others in a real deployment. Each system prompt is 3,000 tokens long and consists
of a fixed part with audience framing, teaching principles, attribution and formatting
rules, followed by a block of real module descriptions that grows the prompt to its token
target. The full template for the seven system prompts is provided in Section A.2.5.
Because each system prompt has to be computed only for the first request that uses it,
3,000× (2,000− 7) = 5,979,000 of the 8,000,000 tokens are reusable, representing 74.7%
and the highest value of the four workloads.

TaskPersona

3000 tokens

AgriForstGeo
217

HumanitiesCulture
662

NatMathCS
331

Theology
38

TeacherEd
242

EconLawSocial
459

Medicine
51

Module Context

Figure 3: Layout Diagram; Prompt structure of the Persona workload. The number below each persona
is the number of prompts that use it, derived from the number of study programmes in the corresponding
study category.

4.3.4 RAG Workload

The RAG workload holds questions that are asked against a shared knowledge base. Every
prompt consists of five retrieved passages followed by a user question, as shown in Figure 4,
and follows Arcana, the RAG system integrated into the Chat AI platform [Arcana-Page].
A pool of 300 passages of 512 tokens each was built for this, each of them written like an
extracted retrieval result that carries the learning outcomes of a module. Five of them are
selected for every one of the 2,000 prompts. To make the selection realistic, the passages
are weighted with a Zipf distribution so that some occur far more often than others,
which follows the tendency of real users to ask about particular parts of a document. It
also makes certain passage combinations recur more often across prompts, which creates
additional reuse potential. Two constraints hold. A passage appears at most once within
a single prompt, and every one of the 300 passages appears in at least one prompt. The
passage distribution of the dataset is available in Section A.3.

The main property of this workload is the positional limit of Section 2.3.2. The reused
text appears at varying positions instead of as a common prefix, as the prompt structure
in Figure 4 shows, so reuse is possible in principle but constrained by where the repeated
passage is located. Counting only the leading passage combinations that actually recur
in our dataset, 2,554 of the 10,000 passage slots are reusable, 1,308,000 of the 8,000,000
tokens or 16.3%. The workload repeats far more text than that, but everything that does
not sit in front of the prompt stays invisible to a prefix cache, which is the property the
workload was built for.
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Taska b c d e Background Module context

115

92 3001

1

1

1

92

92 300

300

300

300

... ... ...
Each passage atleast once + some passages are more common

Same passage wont appear multiple times per prompt

different passages with 512 tokens

Figure 4: Layout Diagram; Prompt structure of the RAG workload. The arrows indicate the selection
of the five passages from the pool of 300, which is weighted with a Zipf distribution so that some passages
recur far more often than others.

4.4 Selection of Engine Arguments

vLLM exposes a large set of engine arguments, which the documentation groups into fif-
teen configuration classes alongside the two top-level parts EngineArgs and AsyncEngin-
eArgs [vLLM-Args]. Evaluating this space completely is not feasible within the scope of
this thesis, and a large part of it does not apply to the experimental setup used here. The
selection therefore proceeds in two stages. The first stage removes whole configuration
classes that have no effect on the tested models or on a single-GPU deployment. The
second stage goes through the remaining classes argument by argument and keeps those
that can affect the measured metrics. Arguments that were considered but not selected
are documented with their exclusion reason in Appendix A.4.1.

This selection produces the optimized configuration and therefore decides the answer to
RQ1. It is at the same time part of RQ3, because the size of the space that has to be
worked through before any optimization can begin is itself part of the configuration effort.

4.4.1 Selection criterion

An argument is considered worth measuring if a source published by the vLLM project
itself names it as a lever for improving serving performance. Four kinds of source are
used, and each of them is referred to by a fixed name. The first is the Optimization and
Tuning page of vLLM [vLLM-Opt]. The second are the feature and design pages of the
individual arguments, which state what an argument does and under which conditions
it is worthwhile, for instance the design page for automatic prefix caching [vLLM-APC].
Where such a page makes no performance statement at all, this is noted. The third is
the engine-argument reference [vLLM-Args], which lists every argument together with
its default value and additional information. The fourth are the posts of the vLLM
engineering blog, which document newly added and not yet fully documented features.
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4.4.2 Excluded configuration classes

We remove ten classes as a whole. LoadConfig controls how the model weights are loaded,
and in our setup they already lie on the cluster file system and are loaded the same way in
every configuration. ParallelConfig addresses tensor, pipeline, data and expert parallelism
across several devices and does not apply to a single-GPU deployment. OffloadConfig
manages the offloading of model weights, which is an option for models whose weights do
not fit on one GPU. Both of our models fit on an 80GB GPU and still leave enough space
for the KV-cache, so offloading the weights would only add transfer cost. MultiModal-
Config and MambaConfig apply to model families that we do not cover, and LoRACon-
fig is excluded because no adapters are used. CompilationConfig configures the CUDA
graph capture sizes, and the generated default sizes are used. The --max-num-seqs ar-
gument that is tested changes the largest of these sizes to min(2×max_num_seqs , 512),
and the contribution of the graphs themselves is still evaluated by switching them off
with --enforce-eager. StructuredOutputsConfig enables constrained decoding with a
JSON schema, a regular expression or a grammar, which is not used here, as the mod-
els are meant to return plain text answers. KernelConfig contains the fused-Mixture of
Experts (MoE) backend selector, which does not apply to our models, and --enable-
flashinfer-autotune, which stays at its enabled default for the FlashInfer backend that
is used in the quantized runs. ObservabilityConfig adds logging in addition to the metrics
that are already collected in Stage 5 of Section 4.5 and would only add overhead to the
measurements.

4.4.3 Selected arguments

The remaining classes supply the arguments of the optimized vLLM configuration. Each
entry below states four aspects in the same order. These are the vLLM source that names
the argument, what that source claims about it, the values that are evaluated and what
this leads us to expect for our workloads and our hardware.

ModelConfig
--max-model-len sets the largest context window the engine accepts. The Conserving
Memory page [vLLM-Mem] names it as a setting for lowering the memory a deployment
needs. It is evaluated as an ablation at 16,384 tokens against the native context windows
of the two models, 131,072 tokens for the Llama model and 32,768 for the Mistral model.
Capping the context window takes away the long context that a user may have chosen
the Llama model for, which is why the argument is treated as an ablation and not as a
candidate for the optimized configuration. The expected effect is a small improvement of
all the SLO metrics.

--enforce-eager disables CUDA graphs and executes the model eagerly [vLLM-CG]. A
CUDA graph combines a sequence of kernel launches into a single operation to eliminate
decode-step overhead. As the Conserving memory page [vLLM-Mem] notes, capturing
graphs trades GPU memory for speed, and skipping the compilation and the capture
shortens server startup times at the expense of decode performance [vLLM-Opt]. It is
evaluated as an ablation against the default, in which graphs are captured, and we expect
to see a general decrease in performance.
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CacheConfig
All arguments of this class act on the pool of KV-cache blocks and the time a block
survives in it, which is the exact mechanism prefix caching reuses. They are therefore
presented starting with prefix caching itself, and each of the others is stated together
with the way it is coupled to it.

--no-enable-prefix-caching disables automatic prefix caching, which is enabled by de-
fault and which the prefix caching page [vLLM-APC] describes as letting requests reuse
the cached blocks of a prefix they share. This is evaluated as an ablation to isolate the per-
formance impact of prefix reuse from the rest of the engine configuration. The Multiturn
and Persona workloads are expected to see the greatest performance degradation.

--gpu-memory-utilization sets the fraction of GPU memory the engine claims, and
everything that model weights and graphs do not use becomes KV-cache. The tuning
page [vLLM-Opt] names it as the first action against frequent preemptions. A preemption
occurs when the cache has no free blocks left for the requests that are currently running,
after which the scheduler removes one of them from the batch, so that cache which a later
arriving prompt could have reused is given up. It is tested at 0.85 and 0.95 against the
default of 0.92 in our setup. The lower value is used to compare directions, and the higher
value is set only slightly above the default, because the resolved default of our setup is
already higher than the 0.90 of the argument reference [vLLM-Args] and a further increase
can lead to out-of-memory errors at startup. The value of 0.95 is expected to improve
mainly the performance of the two prefix-reuse-heavy workloads.

--kv-cache-dtype sets the storage precision of the KV-cache, which the KV-cache quan-
tization page documents [vLLM-KVQ]. The FP8 blog post [vLLM-fp8] explains that
halving the bytes of a cached token halves the memory traffic of every attention step, and
the later TurboQuant blog post [vLLM-TQ] calls FP8 the best default for KV-cache quan-
tization, with twice the capacity at negligible accuracy cost. The turboquant_4bit_nc
format that is evaluated here provides a compression of about 3.8 times [vLLM-TQ2].
Unlike FP8 it compresses only the storage and dequantizes back to bfloat16 before the
attention is computed, and the TurboQuant blog post measures the price of that step as
a latency overhead, although those measurements were taken on an H100 GPU and not
on the A100 used here. Our setup supports the feature, but it could add overheads of its
own. Both formats are tested against the default bfloat16. For fp8 the expectation is an
overall improvement, because twice as many tokens fit into the same pool, which is the
same effect as raising the memory utilization but twice as large. For turboquant_4bit_nc
the expectation is the opposite, as its capacity gain is larger but the dequantization is paid
in every attention step of every request, so an overall degradation of our latency-focused
SLO is expected.

--block-size sets the number of tokens per KV-cache block and therefore the granularity
at which PagedAttention allocates and reuses the cache [vLLM-Paged]. The argument
reference [vLLM-Args] describes what the parameter does but states no recommended
value. It is tested at 32 and at 64 against the default of 16. The effect can go in both
directions and is expected to appear in the prefix-reuse-heavy workloads, because a larger
block reduces the number of blocks the engine has to track per step but makes the reuse
coarser, as a block is cached and reused only as a whole.

--kv-offloading-backend is set to native, together with --kv-offloading-size, set
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to 128GiB, which extends the cache into CPU memory and is used after the final opti-
mized argument set is established. The connector copies completed KV blocks into CPU
memory and loads them back when a later request needs them, and the transfer runs asyn-
chronously to the model computation [vLLM-Off], so the copy is already there when the
GPU pool evicts the block. The offloading blog post [vLLM-Off] states that throughput,
not single-request latency, is the primary benefit. This is the argument that acts on the
space limit of Section 2.3.1. The gain should therefore grow with the amount of content
that is evicted and later requested again, which is largest in the Multiturn workload.

AttentionConfig
--attention-backend selects the attention kernel implementation. The attention back-
end page [vLLM-Attn] documents the available backends together with the features each
one supports, and the tuning page [vLLM-Opt] describes the backend selection as an ex-
plicit tuning step. Of the documented backends only two are usable in this deployment.
FlashAttention 2 is the default backend in our environment and is used in all runs with an
unquantized cache. FlashAttention 3 is not supported on the tested A100 GPUs and fails
with an error stating that a compute capability of 9.x is required. The Triton backend
exists mainly as a fallback for non-NVIDIA setups and is therefore not used. FlashInfer
is evaluated, but only in combination with the quantized KV-cache, because FlashAt-
tention 2 does not support an FP8 cache. The backend therefore changes together with
--kv-cache-dtype, and the measured effect of the quantized cache always contains the
change of backend as well.

SchedulerConfig
--max-num-batched-tokens is the token budget of a single engine step. The tuning
page [vLLM-Opt] states the trade-off, that smaller values provide a better ITL, because
fewer prefill tokens slow the running decodes down, whereas larger values yield a better
TTFT, because more prefill tokens fit into one batch. The tuning page also names lowering
it as an action against preemptions, as a smaller budget means less KV-cache is needed
per step. It is tested at 4,096, 8,192 and 16,384 against the default of 2,048. Our prompts
are longer than the default budget, so every prompt is split into at least two chunks
before the first token can appear. Raising the budget lets a waiting request be finished in
fewer steps, which should shorten the queueing time and therefore the p95 and the p99
TTFT. At the same time every step then carries more prefill tokens and takes longer,
which should raise the ITL. The expected effect is therefore a trade-off between TTFT
and ITL.

--max-num-seqs is the number of sequences that are batched at the same time. The
tuning page [vLLM-Opt] states lowering it as a way to reduce the KV-cache a batch
needs and thereby the number of preemptions. It is tested at 64 against the default of 128.
Values above 128 are only evaluated if the configuration is able to serve a concurrency
level above 128, as below that the limit is never reached and raising it would change
nothing. For the value of 64 a trade-off is expected. At a concurrency of 75 a limit of 64
leaves eleven requests outside the running batch at every moment, and that waiting time
increases the TTFT. In exchange each decode step covers fewer sequences and becomes
cheaper, so an improvement is expected in the TPOT.
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--no-enable-chunked-prefill disables chunked prefill, which is enabled by default.
The tuning page [vLLM-Opt] describes it as processing large prefills in smaller chunks
and batching them together with decode requests, which balances the compute-bound
prefill against the memory-bound decode. It is evaluated as an ablation and is expected
to lower the overall performance.

--no-async-scheduling disables asynchronous scheduling, which is enabled by default.
The argument reference [vLLM-Args] states that async scheduling avoids gaps in GPU
utilization and thereby improves both latency and throughput, which it does by overlap-
ping the CPU work of a step, which covers the scheduling, the preparation of the inputs
and the processing of the outputs, with the forward pass on the GPU instead of running
it between two passes. It is evaluated as an ablation and is expected to have a general
impact on the performance.

--disable-hybrid-kv-cache-manager is not a tuning lever but a requirement for all the
tested offloading setups, both the vLLM native offloading and the LMCache variants.

VllmConfig
--performance-mode is a preset for the runtime behaviour with balanced as the default.
The argument reference [vLLM-Args] states that interactivity favours a low end-to-end
per-request latency at small batch sizes through fine-grained CUDA graphs and latency-
oriented kernels, and that throughput uses larger CUDA graphs, more aggressive batching
and throughput-oriented kernels. Both are tested against the default. The expected
behaviour is therefore an improvement in the direction each of the two is focused on.

--optimization-level is left at its -O2 default. The four documented levels -O0 to
-O3 trade startup time against performance, with -O2 as the default that enables the
additional compilation ranges, the additional fusions and the full and piecewise CUDA
graphs, and with -O3 currently being equal to -O2 [vLLM-Lvl]. A lower level buys a faster
start at the price of performance, which is not what the SLO of this thesis measures, and
the only higher level is currently identical to the default, so the default value is kept.

4.4.4 Grouping into phases

The selected arguments are grouped into three phases, with the vLLM configuration
classes as a guideline, so that the parameters of one phase act on the same part of the
serving. Phase 1 sets how much cache is available and how it is filled. Phase 2 determines
how requests are formed into batches. Phase 3 sets how efficiently a step is executed.
The order follows the dependency between them, as how a batch can be formed depends
on how much cache there is to form it in, and how a step is executed depends on what
the step contains. Within a phase, every parameter is first evaluated on its own against
the best configuration of the previous phase, which for Phase 1 is the default setup. If
a parameter has a positive effect, it is then combined with the other winning ones into
the best configuration of that phase. This shows both what a single parameter does and
what it contributes in combination, and the combined configuration becomes the reference
for the next phase. Table 2 lists the arguments per phase, and the results of the whole
optimization process are reported in Section 5.1.
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Table 2: Engine Arguments; The tested arguments per phase, with the default each of them resolves to
in our setup and the values it is tested with. Entries marked as an ablation quantify the contribution of
a default and are not candidates for the optimized configuration.

Argument Default Evaluated values

Phase 1: Memory
–gpu-memory-utilization 0.92 0.85, 0.95
–kv-cache-dtype bfloat16 fp8, turboquant_4bit_nc
–attention-backend FlashAttn. 2 FLASHINFER, coupled to fp8
–block-size 16 32, 64
–max-model-len 131,072 16,384 (ablation)

Phase 2: Scheduling and Batching
–max-num-batched-tokens 2,048 4,096, 8,192, 16,384
–max-num-seqs 128 64, 128+
–no-enable-chunked-prefill enabled disabled (ablation)
–no-enable-prefix-caching enabled disabled (ablation)
–no-async-scheduling enabled disabled (ablation)

Phase 3: Execution Backend
–enforce-eager disabled enabled (ablation)
–performance-mode balanced interactivity, throughput

4.5 Benchmark Workflow

Every measurement of this thesis is produced by a SLURM job script that runs one
configuration over a grid of concurrency levels. The comparison covers three variants,
spanning standalone vLLM, LMCache in IP mode, and LMCache in MP mode. They use
the same script and differ only in how the runtime is started, how many processes that
takes and how the cache is configured. This section follows the script in the order in which
it runs, from the fixed inputs through the start of the server and the measured benchmark
to the reset between two runs, and names at each point where the three variants differ.
The Llama model on the Baseline workload serves as the example.

4.5.1 Fixed Inputs

Model, dataset and container are set once at the top of a job and do not change while it
runs. All three are files on the project filesystem, and every command that uses the GPU
is executed inside the container with the project directory bound into it.

1 PROJECT=/projects/[...]/dir.project
2 MODEL=$PROJECT/models/Llama-3.1-8B-Instruct
3 DATASET=$PROJECT/datasets/baseline.jsonl
4 SIF=$PROJECT/containers/vllm_v0-20-1.sif

Listing 2: Bash Code; The fixed inputs of a benchmark job, shown for the Llama model on the Baseline
workload. The container image is the only place where the software version differs between the two stacks.

Two SIF images exist, one for the standalone vLLM and one for LMCache. The image
is the only place where the software version differs between the stacks. Everything de-
scribed below is identical in all of them, unless it is explicitly named as a difference. Two
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parameters of the load are constant as well, the output length of 1,000 tokens and the 20
warmup requests, and they appear in Listing 11.

The number of prompts is the only parameter that differs between the two kinds of
measurement, and how many prompts a run sends follows from how much KV-cache it
has to produce. Both models share the same attention geometry, with 32 layers and 8 KV
heads of dimension 128, so one cached token costs 2× 32× 8× 128× 2 = 131,072 bytes,
in bfloat16 and half of that with an FP8 cache [LMC-Calc]. Measured on our setup, the
A100 with 80GB holds 464,960 tokens in bfloat16 and 952,992 tokens with an FP8 cache.
The optimization runs of Section 4.4 send 300× 4,000 = 1,200,000 tokens, 2.6 times the
464,960 tokens of the bfloat16 cache and 1.3 times the 952,992 tokens of the FP8 cache,
so they evict in both formats and stay small enough to test the arguments of all three
phases without requiring long compute times. The comparison runs of Section 5 send the
full 2,000 prompts of a workload, 2,000×4,000 = 8,000,000 tokens, and they are this large
because the final comparison also tests offloading. There LMCache adds 128GiB of CPU
memory and another 128 GiB of node-local disk in addition to the GPU, together about
2.1 million further tokens, so that all three tiers reach around 2.56 million and the eight
million a full run sends is still more than that.

4.5.2 Structure of a Benchmark Job

A job is a grid over concurrency levels and repeats, and one point of that grid is one run.

1 CONCS=(25 50 75 100 125 150 200)
2 REPEATS=3
3 NUM_PROMPTS=2000 # 300 in the optimization runs

Listing 3: Bash Code; The concurrency grid of a benchmark job. Every level is repeated three times,
so one job consists of 21 runs.

The concurrency is raised in steps of 25 from 25 up to 150, and 200 is added as one further
level that shows how a configuration behaves under extreme concurrency pressure. Every
level is repeated three times, so one job consists of 21 runs.

Every run writes into its own result directory and is served with a newly started server,
so that no cache state of one run can reach the next one. Every run then passes through
the same six stages, which Figure 5 shows in the order in which they are executed. They
are identical in all three variants, and the rest of this section follows them one by one.

1
launch

2
ready

3
warm up

4
measure

5
summarize

6
reset

unmeasured loggers on

cooldown 30 s, then the next run on a freshly started server

Figure 5: Flow Diagram; The six stages of a single benchmark run, which every point of the concurrency
grid passes through on a freshly started server. The warmup of Stage 3 is recorded by the loggers but
excluded from the reported metrics.
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Stage 1: Starting the Runtime

The engine arguments are kept in an array and added into the vllm serve call. A
configuration therefore differs from another one in the content of that array, which keeps
the rest of the script identical across all runs.

1 SERVER_ARGS=(
2 --gpu-memory-utilization=0.95
3 [...]
4 )
5

6 setsid apptainer exec --nv \
7 --bind $PROJECT:$PROJECT \
8 $SIF \
9 vllm serve $MODEL \

10 --host 127.0.0.1 \
11 --port 8042 \
12 "${SERVER_ARGS[@]}" \
13 > server.log 2>&1 &

Listing 4: Bash Code; Launch of the vLLM server. Two configurations differ only in the content of
SERVER_ARGS, which is empty for the default configuration and holds the optimized argument set for the
optimized and the LMCache ones. The setsid call makes the server its own process group, which is
what the reset of Stage 6 terminates.

The default configuration uses the call of Listing 4 with an empty array, and the optimized
and the LMCache ones use the same call with the complete argument set of Listing 12.
The server is started with setsid so that it becomes its own process group, which makes
the reset of Stage 6 reliable. The redirection at the end writes the regular output and the
error output of the server into one log file, and the trailing ampersand puts the process
into the background so that the script continues while the server runs.

Offloading is added on top of this call in three variants, vLLM native, LMCache in IP
mode and LMCache in MP mode. All three add --disable-hybrid-kv-cache-manager,
which vLLM requires on every offloading path, hold 128GiB of KV-cache in CPU memory
and evict from it by LRU, the default of vLLM native offloading and set explicitly for the
two LMCache variants. The transfer itself runs alongside the model computation in all
three and does not stall it [vLLM-Off2]. What separates them is where the management
of the cache runs, meaning the hashing, lookup, allocation and eviction bookkeeping.

vLLM native offloading
The first is the native offloading, configured entirely through the engine arguments of
Listing 5. The unit in which its pool stores and looks up the cache is a multiple of
the engine block size, and that multiple defaults to one in our SIF container, so the
offloaded unit is our --block-size of 16 tokens. A larger unit would lower the per-block
bookkeeping and coarsen the granularity of the lookups [vLLM-Off2]. Because the variant
adds no process of its own, the pool is managed inside vLLM, shares its interpreter, and
is released when the engine exits.
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1 SERVER_ARGS+=(
2 --disable-hybrid-kv-cache-manager
3 --kv-offloading-backend native
4 --kv-offloading-size 128
5 )

Listing 5: Bash Code; The engine arguments that vLLM native offloading adds to the server launch,
naming the backend and the size of the CPU-side pool in GiB. The variant adds no process, port or file
of its own.

LMCache IP mode offloading
The second is LMCache in IP mode, where the connector is attached through a single
engine argument that takes a JSON string:

1 SERVER_ARGS+=(
2 --disable-hybrid-kv-cache-manager
3 --kv-transfer-config
4 '{"kv_connector":"LMCacheConnectorV1","kv_role":"kv_both"}'
5 )

Listing 6: Bash Code; The engine arguments that attach the LMCache connector to the server launch,
where kv_both means that the engine writes into the cache and reads from it. What the connector does
with the cache is set in a separate YAML file.

The value kv_both means that the engine writes into the cache and reads from it. What
the connector does with the cache is not part of the engine arguments. It is described
in a separate YAML file that belongs to the job and that the engine picks up through
the environment variable APPTAINERENV_LMCACHE_CONFIG_FILE. For offloading to CPU
memory, the file defines three entries spanning the chunk size and the CPU tier with its
size in GiB, as shown in Listing 7.

1 chunk_size: 256
2 local_cpu: true
3 max_local_cpu_size: 128

Listing 7: YAML Code; The LMCache configuration file for offloading to CPU memory, with the chunk
size at its recommended default of 256 tokens and a CPU tier of 128GiB, the same size the vLLM native
pool holds.

The chunk_size is the unit in which LMCache stores and looks up the cache, and
its quickstart guide recommends leaving it at the default of 256 tokens for production
use [LMC-QS], which is the value used in every LMCache run of this thesis. One such
chunk therefore covers sixteen of the engine blocks that vLLM native offloading stores,
so both stacks run this property at its documented default and differ only in what that
default is. The disk offloading is enabled by two further lines in the same file (Listing 8).

1 local_disk: "file:///tmp/lmc/"
2 max_local_disk_size: 128

Listing 8: YAML Code; The two entries that add a 128GiB disk tier to the CPU-only configuration,
where /tmp/lmc is a mount point onto the node-local disk. This tier survives the end of a run, which is
why it is wiped in Stage 6.
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Here /tmp/lmc is a mount point inside the container onto the node-local disk, which is
bound in at launch. With both storage tiers enabled the cache moves from the GPU into
CPU memory and only from there onto the disk. The disk KV-cache, remains there when
the engine exits, which is the property used by the precomputed cache of Section 5.3
and the reason why the directory is wiped between two runs (Stage 6). This LMCache
variant still consists of one process and one port, because LMCache runs inside the vLLM
process, so the work of the cache shares the interpreter of the engine as it does in the
native offloading.

LMCache MP mode offloading
The third is LMCache in MP mode, where the cache is owned by a second server that
is started before vLLM and configured entirely through its own arguments instead of a
YAML file (Listing 9).

1 setsid apptainer exec --nv \
2 --bind $PROJECT:$PROJECT \
3 --bind $DISK_DIR:/tmp/lmc \
4 $SIF \
5 lmcache server \
6 --host 127.0.0.1 \
7 --port 5042 \
8 --http-host 127.0.0.1 \
9 --http-port 7042 \

10 --chunk-size 256 \
11 --l1-size-gb 128 \
12 --eviction-policy LRU \
13 --l2-adapter '{"type":"fs","base_path":"/tmp/lmc"}' \
14 > lmcache.log 2>&1 &

Listing 9: Bash Code; Launch of the LMCache server, which is started before vLLM and owns the
cache. Port 5042 carries the lookup, store and retrieve requests of the engine, port 7042 is the HTTP
endpoint used to wait for the server and to record its state. Without --l2-adapter the run offloads to
CPU memory only.

Over port 5042 vLLM registers itself with the server [LMC-MP], and port 7042 answers
/healthcheck, /status and /config. The fs type of the --l2-adapter selects the
filesystem backend of LMCache and writes to the same node-local disk as the IP mode,
and --chunk-size keeps the same documented default of 256 tokens, so the unit of the
cache and the persistence of the disk tier carry over unchanged. What the second server
changes is the process the work of the cache runs in. Its management no longer shares the
interpreter of the engine, and it reaches the GPU memory of vLLM directly [LMC-MP2].

vLLM is then started as in Listing 4, extended by the arguments that point it at the
server in Listing 10. It is the same engine argument as in the IP mode with a different
connector name, extended by the address of the cache server. The port 5042 therefore
appears in two places, in the launch of the cache server and inside the JSON string of the
engine argument.
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1 SERVER_ARGS+=(
2 --disable-hybrid-kv-cache-manager
3 --kv-transfer-config
4 '{"kv_connector":"LMCacheMPConnector",
5 "kv_role":"kv_both",
6 "kv_connector_extra_config":{
7 "lmcache.mp.host":"tcp://127.0.0.1",
8 "lmcache.mp.port":5042}}'
9 )

Listing 10: Bash Code; The engine arguments that attach vLLM to the LMCache server in MP mode.

Stage 2: Readiness

A server counts as ready once its /v1/models endpoint answers, which the script checks
every few seconds until it does. If the process dies in the meantime, the job stops. In the
MP variant the /healthcheck of the cache server is checked first, because vLLM cannot
attach to a server that is not up yet.

Stage 3 and 4: Warmup and Measurement

Two loggers are started before the benchmark client. The first records utilization, memory
and power with nvidia-smi once per second, and the second is the /metrics scraper de-
scribed in Stage 5. Both run only for the duration of the benchmark, so that the recorded
window matches the measured one, and the warmup timeframe is filtered afterwards. The
load is then generated with the vLLM benchmark CLI (Listing 11).

1 vllm bench serve \
2 --backend openai-chat \
3 --model $MODEL \
4 --host 127.0.0.1 \
5 --port 8042 \
6 --endpoint /v1/chat/completions \
7 --dataset-name custom \
8 --dataset-path $DATASET \
9 --num-prompts 300 \

10 --num-warmups 20 \
11 --max-concurrency 75 \
12 --request-rate inf \
13 --temperature 0.0 \
14 --seed 121 \
15 --no-oversample \
16 --ignore-eos \
17 --disable-shuffle \
18 --custom-output-len 1000 \
19 --percentile-metrics ttft,tpot,itl \
20 --metric-percentiles 50,95,99 \
21 --save-result \
22 --save-detailed \
23 --result-dir $RESULT_DIR

Listing 11: Bash Code; The measured benchmark run of one point of the concurrency grid, shown for
an optimization run with 300 prompts at a concurrency of 75.
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The chat completions endpoint is used, as described in Section 2.4.1. The workload is
passed as a custom dataset, and --disable-shuffle together with --no-oversample
and the fixed seed guarantees that every configuration receives the same prompts in the
same order, which makes the Multiturn ordering of Section 4.3.2 possible. --temperature
0.0 prevents sampling from becoming an additional source of variation between the runs.
--ignore-eos and --custom-output-len 1000 force every request to generate exactly
1,000 tokens, so that the decode work per request is identical across workloads and con-
figurations and does not depend on when a model decides to stop. --max-concurrency
together with --request-rate inf produces the closed-loop behaviour described in Sec-
tion 2.5, here at the concurrency level of the current grid point.

The warmup is part of the same call. --num-warmups 20 sends 20 requests of the real
dataset with the same output length, and the client excludes them from the reported met-
rics. Finally, --save-result and --save-detailed write the aggregated results together
with the per-request records into the result directory.

Stage 5: Filtering and Summarizing

vLLM exposes its internal state on a Prometheus endpoint, which the scraper reads once
per second for as long as the benchmark runs. A complete scrape is a few thousand lines,
most of them histogram buckets, so a regular expression keeps only the lines that are used
afterwards. These are the prefix cache queries and hits, the utilization of the KV-cache
pool, the preemption counter, the number of running and waiting requests and the prompt
and generation token counters. Every scrape has a timestamp marker, so that the file
stays a time series and the warmup phase can be cut off afterwards. The benchmark CLI
already discards its own warmup runs. For the diagnostic metrics the first two minutes
of each log are dropped instead. At the upper bound of 64ms per token for the TPOT,
a full 1,000-token output takes about 64 s, and with 20 requests served concurrently two
minutes covers the warmup with margin. All configurations use the same filter, which
keeps the files directly comparable.

Stage 6: Reset

Because every server is started with setsid, the complete process group is terminated
at once, after which the script verifies that the port no longer answers. In the MP stack
this happens twice, first for vLLM and then for the cache server, and the ports of the
following run are re-derived and checked to be free before the next run starts, which is
a step the other two stacks do not need. Because the disk tier survives the end of the
run, the directory on the node-local disk is wiped between the runs of the disk variants,
so that no chunk of a finished run can be read by the next one. A cooldown of 30 s then
separates one run from the next, which starts again at Stage 1 with a fresh server.

4.6 Qualitative Evaluation

RQ3 asks whether the gains of RQ1 and RQ2 are worth the effort they cost, which cannot
be answered from the SLO of Section 4.2 alone. A configuration that reaches a higher
concurrency but needs a lot of work before it runs, or that fails in a way the operator
cannot fix, is not automatically the better choice.
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The evaluation follows the qualitative assessment by Brako et al. [BDK24], who rate
inference frameworks on a set of usability criteria on a scale from 1 to 5, based on their own
experience during the experiments. Their criteria are the starting point here, but they are
adapted to the subject of this thesis, because Brako et al. compare different frameworks
against one another, whereas the comparison here is between three configurations of the
same runtime in which every step extends the previous one.

Two of their criteria are used directly. User-friendliness is kept as the setup and de-
ployment difficulty, and documentation quality is kept with the addition of whether the
documented behaviour matches the observed one. Their remaining two criteria, mainte-
nance and update frequency and community support, are merged into the single criterion
project health and maintenance. Runtime stability and observability is added as a new one
and covers the behaviour of the runtimes.

The scores come from a worklog that was kept during setup and operation, and whose
template is given in Appendix A.1. The rating stays the subjective assessment of a single
operator, in the same sense as in the original study, and what the worklog adds is that
every score can be traced back to the observations it rests on. Each of the four criteria is
characterized by a set of broader questions:

1. Setup and deployment difficulty

• How much of the configuration is engine arguments, and how much needs
separate files or environment variables?

• Which constraints of the HPC environment had to be worked around before
the configuration ran at all?

2. Documentation quality

• Was the information needed for a working configuration available?

• Are the arguments documented well enough to know what they do before
measuring them?

• Did the documented behaviour match the observed one?

• Is the interaction between vLLM and LMCache documented?

3. Runtime stability and observability

• Did the runs complete without crashes, hangs or out-of-memory failures, and
did repeated runs of the same configuration give consistent results?

• Are the collected logs and error messages helpful?

4. Project health and maintenance

• How frequent are releases and breaking changes, and is there a public roadmap
that shows whether a current limitation is temporary?

• How fast does the project react to reported issues, and how much help is
available through the issue tracker, forums or other community resources?
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5 Results
Section 5.1 reports the optimization process and the argument set it produces, Section 5.2
compares the optimized configuration against the default one, and Section 5.3 adds LM-
Cache in its two modes. Section 5.4 reports the observations that were collected during
setup and operation and the ratings that follow from them, and Section 5.5 summarizes
the results.

5.1 Optimization Process

This section describes the optimization process that produces the optimized vLLM con-
figuration. That configuration is afterwards used to measure the performance gain that is
achievable inside vLLM alone, and it is then extended with vLLM native offloading and
with LMCache. The following parts describe each optimization phase and state for every
argument whether it is accepted or rejected. The methodology behind the workflow is
covered in Section 4.5, and Table 2 gives an overview of the phases and of the arguments
tested in them. For every argument, Section 4.4 stated beforehand which effect the vLLM
sources let us expect, so each of the following parts closes with the statement whether the
measurement matches that expectation.
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Figure 6: Line Chart; The default vLLM configuration on the Llama model with 300 prompts per
workload, the starting point that the first optimization phase is compared against. The horizontal line is
the SLO boundary, the p95 instead of the p99 TTFT is reported because of the smaller prompt count,
and every point is the mean over three repeats.
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As a first step, the default vLLM configuration was measured at the concurrency levels
25, 50, 75, 100, 125, 150 and 200, in order to determine at which level it no longer stays
inside the SLO defined in Table 1. Figure 6 shows that it remains inside the median
TTFT boundary for all workloads up to a concurrency of 100. The p95 TTFT already
exceeds its boundary at a concurrency of 100, and the p99 TPOT behaves similarly, with
the Baseline and the RAG workload leaving the boundary at a concurrency of 75. The
default configuration therefore serves a concurrency of 50 while staying inside the SLO,
and this is the starting point that the first optimization phase is compared against. The
complete overview of the absolute values and of their difference relative to the respective
previous phase is given in Sections A.4.2, A.4.3 and A.4.4. The following parts summarize
the main findings of each table and reference the table each statement is derived from.
The goal of the optimization is to reach a higher concurrency level at which the runtime
still stays inside the SLO, so a decrease in the absolute values of the three metrics is
favourable.

5.1.1 Phase 1: Memory

The first argument is --gpu-memory-utilization, which was tested with the values 0.85
and 0.95 against the default of 0.92. A comparison of Tables 10 and 11 shows that the
increase to 0.95 improves the median TTFT for all workloads from a concurrency of 75
onwards, by up to 51.3%. Almost all values of the other two metrics decrease as well, with
seven exceptions, the largest of which is an increase of 4.1% for the Baseline workload
at a concurrency of 125. The value of 0.85 shows no clear direction, with increases of
up to 304% for the RAG workload and 83% for the Baseline workload at a concurrency
of 100 for the median TTFT. The value of 0.95 is therefore selected for the optimized
configuration. The expectation of Section 4.4 is met, because the two prefix-reuse-heavy
workloads improve as predicted and the two workloads without heavy prefix reuse improve
as well.

The second argument is --kv-cache-dtype, which was tested with the values fp8 and
turboquant_4bit_nc. Here the result is even clearer. For fp8, Table 12 shows reductions
across all workloads, metrics and concurrency levels. All workloads are consequently
served at a concurrency of 75 without violating the SLO. The metric that prevents a
stable concurrency of 100 is the p95 TTFT, which decreases by 11.7% for the Baseline
and by 9.8% for the RAG workload but still exceeds its boundary. Table 13 shows
that with turboquant_4bit_nc the system does not even hold a concurrency of 50 for
all workloads, as the p99 TPOT rises by between 99.4% and 163.0 %. The value fp8
is therefore selected for the optimized configuration. This matches the expectation of
Section 4.4 for both values, as the FP8 quantization improves all workloads, even those
without heavy prefix reuse, and the TurboQuant quantization is unstable and adds latency.

The third argument is --block-size, tested with the values 32 and 64. For 32, Table 14
shows no clear pattern. Outliers reach a reduction of 50.1% for the median TTFT of the
Baseline workload at concurrency 75, and the RAG workload increases by 16.3% in the
same setting. The value of 64 in Table 15 behaves comparably. Because neither value
produces a consistent trend, the argument is not adopted and the default value of 16 is
kept. The expectation of Section 4.4 is only partly met, as the effect appears in both
directions as predicted but is not limited to the prefix-reuse-heavy workloads, so that
changing the granularity of the PagedAttention mechanism is noticeable across all four.
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The last argument tested in this phase is --max-model-len with a value of 16,384. Ta-
ble 16 again shows no clear trend, with small improvements as well as small degradations.
This argument was part of the ablation tests and was never intended to be adopted, and
the measurement also shows that the change would not have qualified for the argument
set of the optimized configuration. This contradicts the expectation of Section 4.4, which
predicted a small improvement from the reduced pre-allocated buffer that each prompt
receives.

This results in the Phase 1 configuration --gpu-memory-utilization=0.95 and --kv-
cache-dtype=fp8. Figure 7 shows that the maximum concurrency that stays within the
median TTFT boundary for all workloads increased from 100 to 150, and that all runs
now remain within the p99 TPOT boundary up to a concurrency of 100. The p95 TTFT
is now the limiting factor, so that all workloads can be served at a concurrency of 75 while
staying within the SLO.
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Figure 7: Line Chart; The Phase 1 configuration, --gpu-memory-utilization=0.95 and
--kv-cache-dtype=fp8, on the Llama model with 300 prompts per workload. The horizontal line is
the SLO boundary, the p95 TTFT is reported, and every point is the mean over three repeats.

5.1.2 Phase 2: Scheduling and Batching

In the second phase the following arguments are added to the Phase 1 configuration in
order to determine whether they provide an additional performance gain. The first three
arguments are ablation tests, followed by two further arguments. The corresponding
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tables are provided in Section A.4.3.

First, chunked prefill was disabled with --no-enable-chunked-prefill. As shown in
Table 17, this leads to severe increases of the median TTFT across all workloads, ranging
from 503.7 % up to 1804.2%. The diagnostic metrics reveal the trade-off. The p99 ITL
drops by 80% for all workloads, and the peak waiting requests are reduced as well, halving
for the RAG and the Baseline workload. If the ITL were the primary optimization target
and the TTFT were of minor importance, this argument could be useful. In our setting,
it demonstrates the importance of chunked prefill for staying within the SLO, so the flag
--enable-chunked-prefill is added as a safety measure. This matches the expectation
of Section 4.4, which predicted a lower overall performance.

The next argument disables prefix caching with --no-enable-prefix-caching. Table 18
shows that this affects the two workloads that rely heavily on prefix caching, Persona and
Multiturn. Both exhibit large increases across all concurrency levels and metrics, with the
p95 TTFT of the Persona workload rising by around 200% and the Multiturn workload
by 80% for all concurrency levels. Their absolute values thereby become comparable to
those of the workloads with a low prefix cache potential, with the Multiturn workload
reaching the highest values overall. The flag --enable-prefix-caching is therefore also
added as a safety measure. This matches the expectation of Section 4.4, which predicted
the largest loss for exactly these two workloads.

The third argument turns off asynchronous scheduling with --no-async-scheduling.
Table 19 shows mixed behaviour. The p99 TPOT increases for all workloads and con-
currency levels by 5% and the p95 TTFT increases by 2% across all runs. The median
TTFT shows decreases of up to 41% as well as increases of up to 36%. The argument is
therefore left at its default and kept in the argument set as --async-scheduling, again as
a safety measure. This matches the expectation of Section 4.4, which predicted a general
effect on the performance.

For --max-num-batched-tokens, a clear pattern is visible across the three tested values
4,096, 8,192 and 16,384 compared with the default of 2,048. Tables 20, 21 and 22 show
that increasing the value raises the median TTFT by 20% to 40% for 4,096, by 50%
to 209% for 8,192 and by 83% to 463% for 16,384, and that all three reduce the p95
TTFT, which was identified as one limiting factor after Phase 1. The trade-off between
the three values is therefore clear. The values 8,192 and 16,384 achieve roughly 10 %
additional reduction of the p95 TTFT and increase the median TTFT severely, whereas
4,096 reduces the p95 TTFT by about 8 % at a far smaller cost. The diagnostic p99 ITL
shows an increase of 70% for the value 4,096 across all workloads and concurrency levels
and of 200 % for the Baseline and the RAG workload for the value 8,192. The value of
4,096 is therefore selected and added to the optimized configuration. This matches the
expectation of Section 4.4, as the predicted trade-off between the TTFT and the ITL is
visible in our runs.

The last argument of this phase is --max-num-seqs, tested with a value of 64, because the
configuration cannot sustain more than 128 concurrent requests while staying within the
SLO for all workloads. Table 23 shows increases of the median TTFT of up to 3915.5%
and equally severe increases of the p95 TTFT across all workloads and concurrency levels.
The trade-off is a reduction of the p99 TPOT by 10 % to 40%, growing with concurrency.
Even though the p99 TPOT was more limiting in the previous phase than the median
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TTFT, all workloads now reach a p95 TTFT of around 30 s at concurrency 75 and thus
exceed the boundary. This would restrict the system to a concurrency of 50, which is a
clear degradation, so the value of 128 is kept. This matches the expectation of Section 4.4,
which predicted the trade-off between the TTFT and the TPOT.

This brings us to the final Phase 2 configuration, which now also contains --enable-
chunked-prefill, --enable-prefix-caching, --async-scheduling and --max-num-
batched-tokens=4096. The comparison with the Phase 1 configuration in Figure 8 shows
that the median TTFT is reduced further, that the p95 TTFT at concurrency 75 now
keeps a larger distance to the boundary and that the p99 TPOT stays comparable.
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Figure 8: Line Chart; The Phase 2 configuration, which adds --max-num-batched-tokens=4096, on
the Llama model with 300 prompts per workload. The horizontal line is the SLO boundary, the p95
TTFT is reported, and every point is the mean over three repeats.

5.1.3 Phase 3: Execution Backend

The next set of arguments is compared against the Phase 2 configuration. The corre-
sponding tables are given in Section A.4.4.

The first argument enables eager execution with --enforce-eager. Table 24 shows in-
creases across all workloads and concurrency levels in the p99 TPOT and the p95 TTFT,
which highlights an overall degradation, and the median TTFT shows increases of up to
48.5% and decreases of up to 17%, with an increase as the overall trend. Therefore --no-
enforce-eager is kept as a safety measure to prevent the performance from degrading.
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This matches the expectation of Section 4.4, which predicted the loss of performance that
is visible in our runs.

Finally, the two values of the --performance-mode argument, throughput and inter-
activity, are tested against the default value balanced. Tables 25 and 26 show no clear
trends. The interactivity mode leads to negligible decreases in the p99 TPOT of up
to 0.4%, and the p95 TTFT increases by the same margin for all concurrency levels and
workloads. The median TTFT shows a similar pattern, with some outliers that increase
the values by 258.8% or decrease them by 18%. The same pattern is visible for the
throughput value, where the median TTFT is more stable but mainly increases. The
default balanced mode is therefore kept. This contradicts the expectation of Section 4.4,
which predicted a measurable improvement in the direction each of the two values is
focused on.

Taken together, these results yield the final optimized configuration shown in Listing 12,
which is used for the runs with the higher number of prompts between the different
configurations.

1 --gpu-memory-utilization = 0.95
2 --kv-cache-dtype = fp8
3 --block-size = 16
4 --enable-prefix-caching
5 --enable-chunked-prefill
6 --async-scheduling
7 --max-num-batched-tokens = 4096
8 --max-num-seqs = 128
9 --no-enforce-eager

10 --performance-mode = balanced

Listing 12: Bash Code; The engine arguments of the optimized vLLM configuration, which are expanded
into the SERVER_ARGS array at server launch. Three of them were adopted in the optimization, and the
remaining seven state a default explicitly as a safety measure.

5.2 Performance Impact of the Optimized vLLM Configuration

The previous section established the final engine argument set for the optimized vLLM
configuration. In the following sections we address RQ1, stated in Section 4.1, and there-
fore use the full set of 2,000 prompts that each workload dataset provides. In addition,
the p95 TTFT is replaced by the p99 TTFT, as described in Section 4.2.

As a reference point, Figure 9 shows the performance of the default vLLM configuration
on the larger prompt set. The highest concurrency level at which all workloads remain
within the SLO is 50. The limiting metric is the p99 TPOT, whereas the p99 TTFT stays
inside its boundary for all workloads up to a concurrency of 75 and the median TTFT up
to a concurrency of 100.

The comparison with the same configuration on the reduced prompt set in Figure 6 shows
the same general trend, confirming that the reduced load reproduces the behaviour of the
full benchmark. The main difference lies in the tighter boundaries, where the Multiturn
workload exceeds the threshold at a concurrency level of 125 for the p99 TTFT, while the
p99 TPOT breaches its boundary at a concurrency of 100.
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Figure 9: Line Chart; The default vLLM configuration on the Llama model with the full 2,000 prompts,
the reference point for both comparisons that follow. The horizontal line is the SLO boundary, the p99
TTFT is reported, and every point is the mean over three repeats.

Figure 10 compares the optimized vLLM configuration against the default one at a concur-
rency level of 75, with the absolute values as well as the relative improvement, where red
boxes mark a violation of the SLO. The first finding is that the optimized configuration
serves a concurrency level of 75 without violating the boundaries and therefore serves 25
concurrent requests more than the default one. Among the individual values, the median
TTFT degrades for the Persona and the RAG workload but stays inside the boundary,
and the resulting values are close to the default ones across all four workloads. The p99
TTFT improves by 10 % for the Baseline workload and by 7% for the Multiturn and the
RAG workload. The p99 TPOT improves by 25% for the Multiturn and the Baseline
workload, by 11.4% for the Persona workload and by 2.8% for the RAG workload. The
workload that gains the most from the optimization is the Multiturn workload, followed
by the Baseline workload. The two workloads with the highest and the lowest prefix reuse
potential therefore benefit most.

Figure 10 also shows the performance of the optimized configuration extended with vLLM
native offloading to CPU memory, which serves the concurrency level of 75 without vio-
lating the SLO as well. The median TTFT is comparable to the run without offloading
and improved for the RAG and the Persona workload, with the largest difference of 14%
for the RAG workload. The p99 TTFT shows that the offloading brings no additional
gain. For the p99 TPOT the offloading configuration reaches a 23% higher improvement
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for the RAG workload and a 6% higher improvement for the Multiturn workload, and it
performs 11% worse for the Persona workload. The additional CPU offloading therefore
does not shift the sustainable concurrency level, and its effect is most clearly visible in
the RAG workload.
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Optimized vLLM
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Default vLLM vs. Optimized vLLM Configurations -- Concurrrency = 50
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Figure 10: Heatmap Table; The default vLLM configuration, the optimized one and the optimized one
extended with vLLM native CPU offloading, on the Llama model at a concurrency of 75. Each cell holds
the absolute value and below it the relative change against the default configuration, which the colour
also encodes, and a red border marks a violation of the SLO boundary. Every value is the mean over
three repeats with 2,000 prompts.

The Mistral model was tested as a control model, in order to determine whether the
optimization process also increases the performance of a model that was not the target of
the optimization. The SLO boundaries of this model differ from those of the Llama model,
as defined in Table 1, because of the tokenizer differences. Figure 11 shows a comparable
improvement for the Mistral model. The bars of the default vLLM configuration are
higher for the Mistral than for the Llama model, because the average token targets of
the workloads are higher for the Mistral model, which again follows from the tokenizer
differences. The median TTFT has a small value for every combination, which makes
the two configurations practically indistinguishable in this metric. The p99 TTFT also
remains below its boundary in all cases, but it separates the workloads much more clearly.
The Baseline and RAG reach values between 15000 ms and 19000ms, whereas Persona
and Multiturn stay in the range of 5000ms to 6500ms. In the p99 TPOT, the default
configuration of the Mistral model exceeds its boundary on Baseline, Multiturn and RAG,
with the largest violation on Multiturn, while Persona is the only workload for which the
default variant already stays inside the boundary. The optimized configuration reduces
these values by about a quarter to a third and thereby moves every workload below the
line, so the relative gain is of the same order of magnitude as the one observed for the
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Llama model. The optimized vLLM configuration nevertheless serves a concurrency level
of 75 on the Mistral model as well, whereas the default variant violates the boundary of
the most constraining metric here, the p99 TPOT.
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Figure 11: Bar Chart; The default and the optimized vLLM configuration on both models at a con-
currency of 75, with the hatched bars showing the optimized configuration. The two horizontal lines are
the per-model SLO boundaries, which differ through tokenizer fertility. Every bar is the mean over three
repeats with 2,000 prompts.

5.3 Performance Impact of the LMCache Integration

This section addresses RQ2 and quantifies the additional benefit of integrating LMCache
into the optimized vLLM configuration.

Figure 12 compares the IP and the MP mode, each with CPU offloading and with addi-
tional disk offloading, against the optimized vLLM configuration at a concurrency level of
100. The IP mode and the optimized vLLM configuration do not serve this concurrency
level. The IP mode with CPU offloading exceeds the boundary of the p99 TTFT for
the RAG workload and the boundary of the p99 TPOT for the Baseline and the RAG
workload. Adding disk offloading brings the p99 TTFT below its boundary, but the p99
TPOT stays above it for the Baseline workload. The MP mode stays inside the SLO at
a concurrency of 100 in both variants.

Of the two MP variants, the CPU-only offload reaches the lower median TTFT and im-
proves the RAG workload by 16.6 %, whereas the additional disk offloading degrades this
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metric for three of the four workloads. The p99 TTFT is comparable between both vari-
ants, with the CPU-only variant adding a 5% improvement for the Multiturn workload,
and both outperform the optimized vLLM configuration by 20% to 30%. The p99 TPOT
is comparable between the two as well, with the disk variant leading by 3% for the Multi-
turn workload. Compared with the optimized configuration, the p99 TPOT improves by
10% for the Multiturn workload and by 25 % for the RAG workload, and the Baseline and
the Persona workload improve only a small margin. Both MP variants therefore perform
on a similar level, with a small lead for the variant with CPU memory only.
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Figure 12: Heatmap Table; The IP and the MP mode of LMCache, each with CPU offloading only and
with additional disk offloading, at a concurrency of 100 on the Llama model. Each cell holds the absolute
value and below it the relative change against the optimized vLLM configuration in the first row, which
the colour also encodes, and a red border marks a violation of the SLO boundary.

The next step is to quantify the additional performance that LMCache brings for the CPU
offloading alone. Figure 13 compares vLLM native offloading with the offloading options
that LMCache provides. The concurrency level here is 75, which is the highest level
that both the native and the IP variant serve without violating the SLO. The IP mode
improves the p99 TTFT across all workloads compared with vLLM native offloading, from
10% for the RAG workload up to 32% for the Persona workload. The median TTFT
degrades instead, with the largest value of 34.4% for the RAG workload. The p99 TPOT
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improves by up to 10.9% for the Persona workload and degrades by 11.6% for the RAG
workload. In absolute numbers the p99 TTFT of the Baseline workload drops from 15 s
to 11 s, and in the other workloads by about one second. The MP mode shows a clearer
pattern, as it improves all three SLO metrics across all workloads compared with vLLM
native offloading, with the clearest gain for the p99 TTFT of at least 30% for every
workload and up to 45% for the Persona workload. It is also the only one of the three
CPU memory offloading variants that serves a concurrency of 100, as shown in Figure 12.

BASE PERSONA MULTI RAG

Optimized vLLM
+ CPU Offload

LMCache IP
(CPU Offload)
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Figure 13: Heatmap Table; The IP and the MP mode of LMCache against the optimized vLLM
configuration with native CPU offloading, at a concurrency of 75 on the Llama model. All three hold
128 GiB in CPU memory and evict by LRU, so they differ only in the unit the cache is stored in and in
the process the cache work runs in. Each cell holds the absolute value and below it the relative change
against the first row, and a red border marks a violation of the SLO boundary.

5.3.1 Precomputed KV-Cache

Offloading the KV-cache to disk allows it to be reused between runs or over longer time
frames. Within a single run, a shared prefix only has to be computed once, and every later
request carrying the same prefix is served from the cache. The disk tier extends this reuse
beyond the lifetime of a single server process, so that the prefill of a known prefix never
has to be computed again. The Persona workload provides the conditions to test this, as
it is built on seven fixed system prompts that are shared by all of its requests. This part
is a feasibility test that establishes which additional features the integration of LMCache
makes possible. The cache was produced in a separate step before the measured run.
Figure 14 compares the Persona workload with a precomputed KV-cache for the seven
system prompts against the matching MP variant. No improvement is observed in any
of the metrics, and the p99 TTFT increases. The precomputation is therefore functional
but does not provide a measurable benefit in this setting.
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BASE PERSONA MULTI RAG

LMCache MP
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Figure 14: Heatmap Table; The Persona workload served with a KV-cache precomputed for its seven
system prompts and read back from the disk tier, against the matching LMCache MP configuration at
a concurrency of 100. The other three workloads have no fixed system prompt to precompute and are
marked n/a. Each cell holds the absolute value and below it the relative change against the first row.

5.4 Qualitative Results

With the first two research questions covered, the following part reports the qualitative
findings that were collected during the setup and the operation of the optimized configu-
ration and of the additional LMCache integration. The purpose of this part is to relate the
measured performance gains to the configuration effort that is required to obtain them.
Each criterion is rated on a scale from one to five points, and the individual ratings are
summarized in Table 3. The observations are stated here, and the judgement whether the
resulting effort is worth the measured gain belongs to RQ3 and is made in Section 6.1.3.

5.4.1 Setup and Deployment Difficulty

Once the default vLLM configuration was working, the optimized configuration added
little additional effort, because the only adjustment required was the extension of the
server arguments. The same applies to vLLM native offloading to CPU memory, which
is controlled by two additional engine arguments and therefore introduces no additional
process, port or file either.

For the LMCache integration, the two modes have to be separated. The IP mode is set
up by adding the LMCacheConnectorV1 connector as one further engine argument, com-
plemented by one environment variable and a YAML configuration file for the offloading
behaviour, so that one file exists outside the job script while the process and port counts
stay the same. The MP mode adds one process, two ports and one additional reset step
per run. The additional disk offloading required an extra analysis of the environment
before it could be deployed at all, because the available disk types of the compute nodes,
their access paths and the effect on other users of the same node had to be established
first. The optimization process is therefore rated with five points, and the LMCache in-
tegration receives three points, due to the additional server launch and reset, the extra
YAML file, the disk space analysis and the port configuration required by the MP mode.
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5.4.2 Documentation Quality

For vLLM, the argument reference [vLLM-Args] lists all available engine arguments to-
gether with their default values on a single overview page, and the descriptions were
sufficient to state for every selected argument what it does and in which direction it acts
before it was measured, which Section 4.4 covers. The expected behaviours that were de-
rived from the documentation were also confirmed by the measurements, which supports
the overall quality. A version-wise change overview is provided as well, which was helpful
because of the two-week release cycle. Two aspects nevertheless required additional work.
The first is that several arguments, such as --max-num-batched-tokens, are assigned
their default value during engine startup so that it matches the system, and some of these
values are not directly exposed, so an additional extraction step was needed to establish
the actual starting point of the optimization. The second is that the performance state-
ments for newly added features are distributed across blog posts as opposed to collected
on the tuning page [vLLM-Opt], so that the offloading blog post [vLLM-Off] and the
TurboQuant blog post [vLLM-TQ] had to be searched separately.

For LMCache, the documentation of the offloading mechanism itself was sufficient to set
up both modes without further sources, so the setup is straightforward. The limitation lies
in the additional features that LMCache offers, in particular CacheGen and CacheBlend,
on which a large amount of time was spent. Because of the transition towards the officially
released MP mode, both features are documented as planned for that mode, whereas the
IP mode is stated to support them. This was not the case for online inference. For
CacheBlend, neither an extensive series of attempts with older containers nor manual
modifications of the vLLM files inside the container produced a working setup. A bug
report that was opened asking for a functioning version number was answered with a
link to the roadmap plan of integrating the feature into the MP mode at a later point.
CacheGen is likewise marked as upcoming for the MP mode and was tested in the IP
mode, where it started but resulted in unstable runs that terminated with errors that
could not be resolved. An explicit marking of these features as currently non-functional
for online inference, instead of the statement that the IP mode supports them, would have
avoided this effort. A main reason for it could be the change of focus of the team towards
maintaining and extending the MP mode and no longer maintaining the IP mode. Lastly,
no version-wise change overview is provided, and the GitHub roadmap posts are more
accurate than the documentation page.

The documentation is therefore rated with four points for vLLM and with two points for
LMCache. Because the core offloading mechanism is documented well enough to deploy it,
what decided this category is the amount of development time that was spent on features
that are advertised as available without a corresponding warning.

5.4.3 Runtime Stability and Observability

This criterion is scored on the configurations that are reported in Sections 5.2 and 5.3.
The additional LMCache features are excluded here, because they never reached a state in
which a run could be measured, and are scored under documentation and project health
instead.
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Figure 15: Heatmap; Coefficient of variation over the three repeats of every tested configuration, at the
concurrency levels 50, 75 and 100 on the Llama model, which cover the highest level each configuration
sustains. A larger value means a less reproducible run.

None of the reported runs of either system terminated unexpectedly, and the bench-
mark CLI completed every run of every configuration. vLLM exposes the internal state
through the Prometheus endpoint described in Stage 5 of Section 4.5, which was available
throughout all measurements and delivered the prefix cache queries and hits, the KV-
cache utilization, the preemption counter and the running and waiting request counts.
For LMCache, the external cache hit rate was observable in the same way, which allowed
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verification that all offloading runs were actually active.

Figure 15 reports the coefficient of variation defined in Section 4.2, across the three repeats
of all tested configurations at the concurrency levels 50, 75 and 100, so that the levels
at which the highest performance was reached while staying inside the SLO are covered.
The default configuration is the most stable one across all workloads, with the highest
coefficient of variation of 6.5 % for the Persona run. The optimized vLLM configuration
behaves similarly and stays stable at the concurrency of 75 that it is able to hold, with a
highest value of 3.7%. The additional vLLM native offloading is less stable, in particular
for the p99 TTFT of the RAG workload at a concurrency of 75, which reaches 13.3 %.
Both IP runs are stable at a concurrency of 75, with a highest value of 6 % for the
Multiturn workload without disk offloading and of 3.8% with it. The MP runs behave
similarly, where the run at a concurrency of 100 is the least stable one for the Persona
workload, with 7.2% for the p99 TTFT in the CPU-only variant and 6% in the variant
with additional disk offloading.

Because no substantial outliers occurred and the observability of both systems was com-
prehensive, both are rated with five points, and the additional features are kept out of
this category.

5.4.4 Project Health and Maintenance

vLLM follows a two-week release cycle and is in a healthy state. Newly added features such
as the tested TurboQuant quantization are accompanied by blog posts, and the extensive
set of examples was helpful during the optimization. The project additionally provides the
tuning page [vLLM-Opt], which names the key parameters worth adjusting and thereby
supported the process of finding the right engine arguments. The TurboQuant case also
shows that recently added features aimed specifically at optimization, which are not part
of the default configuration, can be worth the additional reading effort.

LMCache maintains a public roadmap that lists the features planned for the upcoming re-
leases. During the period of this thesis the project introduced a major change by officially
releasing the MP mode, and parts of the documentation remained inconsistent with the
implementation until the corresponding warnings and bug reports appeared. Considered
on the basis of the roadmap alone, which is kept up to date, the announced blending
feature of version 3, which no longer relies on explicit separators inside the prompt, is a
promising direction. The state of the documentation during the transition, in contrast,
caused a considerable share of the problems described above. These inconsistencies are
likely to be resolved as the MP mode receives broader testing and as the examples and
warnings are brought up to date.

vLLM is therefore rated five points, and LMCache is rated three points. This reflects
the ongoing transition to the MP mode, as well as the fact that not all of the advertised
features are currently available for online inference.

5.4.5 Final Qualitative Rating

Table 3 summarizes the individual ratings. The optimization process reaches a higher
overall score than the additional LMCache integration, which follows mainly from the
documentation of the additional LMCache features and from the state of the project
during its transition to the MP mode.
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Table 3: Qualitative Ratings; Scores on the four criteria of the qualitative evaluation, one to five points
each and 20 at most per system. The scores remain the subjective assessment of a single operator and
rest on the worklog in Appendix A.1.

Criterion Optimized vLLM LMCache integration

Setup and deployment difficulty 5 3
Documentation quality 4 2
Runtime stability and observability 5 5
Project health and maintenance 5 3

Total 19 13

5.5 Summary

Section 5.1 described the process of finding the engine arguments of the optimized vLLM
configuration, which are collected in Listing 12. Of the seventeen value tests, three were
adopted, four confirmed a default that is therefore stated explicitly in the argument set as
a safety measure, and the remaining ten showed no clear improvement and were rejected.

Sections 5.2 and 5.3 then reported the concurrency level that each configuration is able
to serve, together with the differences between the offloading variants and between the IP
and the MP integration. These findings are collected in Table 4, together with the metric
that prevents the next higher level. The optimized configuration serves a concurrency level
of 75 compared with the 50 of the default one, and the highest level reached overall is 100
with the LMCache MP setup, both with CPU memory offloading and with the additional
disk offloading, where the variant without disk offloading performs slightly better. The
IP integration performs better than vLLM native offloading, and the MP mode performs
better on top of it. The table also shows that the limiting metric across all configurations
is mainly the p99 TPOT. The results of the qualitative evaluation for RQ3 are given in
Table 3.

Table 4: Concurrency Overview; Highest concurrency level at which all four workloads stay inside
both SLO boundaries, together with the metric that prevents the next higher level. Llama model, 2,000
prompts, mean over three repeats.

Configuration Max. concurrency Limiting metric

Default vLLM 50 p99 TPOT
Optimized vLLM 75 p99 TTFT, p99 TPOT
Optimized vLLM + native CPU 75 p99 TTFT, p99 TPOT
LMCache IP, CPU 75 p99 TTFT, p99 TPOT
LMCache IP, CPU + disk 75 p99 TPOT
LMCache MP, CPU 100 p99 TTFT, p99 TPOT
LMCache MP, CPU + disk 100 p99 TTFT, p99 TPOT
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6 Discussion
Section 6.1 interprets the results of the three research questions, the optimization gains
in Section 6.1.1, the LMCache integration in Section 6.1.2 and the effort these gains cost
in Section 6.1.3. Section 6.2 states what limits the validity of these numbers, Section 6.3
how far the mechanisms behind them carry beyond this setup, Section 6.4 the guidance
that follows from them and Section 6.5 the work that remains.

6.1 Interpretation of the Results

6.1.1 RQ1: Optimization Gains

For RQ1 the optimization raised the concurrency the deployment can sustain from 50 to 75
requests, an increase of 50%, and the same argument set also works on the Mistral model,
which was not the model the optimization was carried out with. It serves a concurrency
of 75 as well, whereas its default violates the p99 TPOT boundary at that level, which
is the same metric that limits the default configuration of the Llama model. Three of
the seventeen value tests were accepted, and two of them act on the same mechanism.
--gpu-memory-utilization=0.95 and --kv-cache-dtype=fp8 both raise the number of
tokens the cache can hold, the first by claiming a larger share of the device and the second
by halving what a cached token costs. The third one, --max-num-batched-tokens=4096,
adds no capacity at all. It moves latency from the p99 TTFT to the median TTFT, so
it redistributes the waiting time instead of reducing it. The five ablations confirmed the
default values, four of them by degrading the metrics that decide the SLO.

This shows that the binding resource in our setup is the capacity of the KV-cache pool
and not the efficiency with which a batch is executed or the way a batch is formed,
which is the bound Section 2.2 describes. Considered individually, the Multiturn and the
Baseline workload gained the most. Persona, which offers the highest reuse potential of
Section 4.3, gained less, and Baseline offers no reuse at all, so the gain does not follow
the reuse potentials. The two accepted arguments produce not only a prefix that survives
longer but also a pool that holds more requests at the same time and preempts less often,
and every workload benefits from that. vLLM native offloading improved single metrics of
single workloads without moving the concurrency level, which indicates that the offloading
on its own is not as important as the capacity that is gained on the device itself.

6.1.2 RQ2: LMCache Integration

RQ2 asked what LMCache contributes beyond the optimized configuration. The MP
mode raised the level from 75 to 100, whereas the IP mode did not, even though both use
the same 128GiB of CPU memory, the same chunk size of 256 tokens, the same runtime
underneath and the same prompts in the same order. The offloading itself is therefore
held constant, and what differs is where the work of the cache is executed. In the IP
mode, LMCache operates as a library inside the vLLM process, whereas the MP mode
moves that work into a second process.

The comparison against vLLM native offloading introduces two additional differences.
The first is the unit size, which increases from 16-token engine blocks in the native con-
nector to 256-token chunks in LMCache, as detailed in Section 4.5. The second is the
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vLLM release, as the MP mode requires a newer one, which Section 6.2.4 discusses. The
comparison between the two LMCache modes carries neither of these differences, which
makes it the primary basis for answering RQ2. That the unit size matters is also reflected
in the project itself, as the offloading guide released for vLLM v0.24.0 [vLLM-Off2] uses
a block size of 64, four times the 16-token default of our runs.

The additional disk offload left the concurrency level unchanged. This could be linked
to the CPU memory size of 128GiB, because a block reaches the disk only after it has
been evicted from a pool that is already larger than the GPU pool, and the disk is also
the slowest of the three. For the precomputed cache in Section 5.3, the seven system
prompts are 7×3,000 = 21,000 tokens, 0.26% of the eight million tokens a full run sends,
and each of them would have been computed once in any case. That the measurement
shows no benefit is therefore the expected outcome, and the value of the experiment lies
in establishing that the mechanism works, not in quantifying a gain.

6.1.3 RQ3: Required Effort

RQ3 asks whether these gains justify the configuration and operational effort each of them
requires. The gains are stated in Table 4 and the effort in Table 3, and this section puts
the two next to each other.

The optimized vLLM configuration
It raised the concurrency level by 50% and consists only of engine arguments. It adds no
further process, port or configuration file, and it reaches 19 of 20 points. vLLM native
offloading costs two further arguments, so an operator with a working deployment can add
this feature easily if the environment allows for it. What this number does not show is the
search through the argument space that produced it. Seventeen value tests over twelve
arguments and three phases, each measured on four workloads at seven concurrency levels
with three repeats, amount to 17× 4× 7× 3 = 1,428 measured runs for the optimization
alone.

The LMCache integration
The MP mode reaches a concurrency of 100, twice the level of the default configuration,
and improves all three metrics against vLLM native offloading at the same concurrency
of 75. It costs one additional service process, two ports and the requirement to reset
that process between two runs, which is a benchmarking concern here and a lifecycle and
monitoring concern in production. The disk variant adds the analysis of the node storage
system and returns nothing measurable. The rating of 13 of 20 points is not caused by the
offloading itself, which is documented well enough to deploy it and ran without substantial
outliers, but by the additional features. CacheBlend reached no working state for online
inference and CacheGen terminated with unrecoverable errors, in both cases after the
documentation had stated IP support, so documentation quality and project health are
what separate the two ratings. That part of the rating is also the most likely to change,
as it describes a project that is currently in transition between the two modes.

Answer to RQ3
The optimization is worth the effort, because the gain is reached through engine arguments
alone, the effort is paid once during the search, and the result also worked on a model the
search was not carried out with. The LMCache integration is worth the effort without
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the additional features if the deployment can run a second process, in which case the MP
mode applies. Where a second process is not possible, the IP mode is the better of the
two single-process options, because it improves the p99 TTFT of every workload against
vLLM native offloading.

6.2 Limitations

6.2.1 SLO Boundaries

The result is the concurrency at which a configuration stays inside two boundaries. Both
were derived in Section 4.2, but they carry assumptions with them. The TTFT boundaries
of 9 s and 20 s come from a single human-subjects study on a frontier model and on an
interaction that resembles ours, and the TPOT boundary follows from the decision to
model a skimming user. A looser boundary raises the reported concurrency by itself,
because the p99 TPOT is the metric that prevents the next higher level in all seven
configurations of Table 4, in five of them together with the p99 TTFT. Nonetheless, both
boundaries apply to every configuration in the same way, so they are more likely to shift
the absolute levels than the ordering between configurations. The concurrency levels were
tested in steps of 25, so the level at which a configuration actually breaks lies between a
reported level and the next one, and a production deployment would have to be measured
on a finer grid.

6.2.2 Hardware, Models and Workloads

All runs used a single NVIDIA A100 with 80 GB. Fixing the hardware keeps a measured
difference attributable to the configuration, but it also constrains what could be tested
of LMCache in particular. The experiments measure the movement of the cache out of
one GPU but not the sharing of one cache server across several engines, which is the case
the MP architecture is built for, so the reported benefit is a lower bound for a larger
deployment.

Both models are text-only and fit onto a single device. This similarity is what makes the
control model useful, as the only property that varies is the model family.

The workloads are synthetic. Every prompt averages 4,000 tokens, the output length is
forced to 1,000 tokens, and each workload was measured on its own, whereas a production
deployment receives a mixture of the four at once and a wider range of output lengths.
The forced length is what makes the TPOT comparable across runs, and measuring each
workload on its own isolates its effect.

6.2.3 Optimization and Qualitative Rating

The optimization is a sequential search (Section 4.4), so it cannot find interactions that
only yield a gain in combination, and it depends on the order, as every argument is
judged against the best configuration of the previous phase, and an argument that was
rejected in Phase 2 might have been accepted in a different order. The argument set was
also selected on 300 prompts and the p95 TTFT but judged on 2,000 prompts and the
p99, where the higher number was chosen so that the produced cache also exceeds the
additional offloading.
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Two workloads offered the possibility to test features beyond offloading, though only the
Persona precomputation could be carried out. CacheBlend and CacheGen reached no
working configuration for online inference. The RAG workload therefore appears only as
a workload with a low prefix-cache potential, and the comparison covers the offloading
alone, leaving the remaining features of LMCache untested.

The qualitative rating follows Brako et al. [BDK24] and inherits its limitation of a single
operator, so it records how one deployment went without capturing a distribution over
operators. It also describes a project that is currently in transition between its two modes,
which makes it the part of this section most likely to be out of date first.

6.2.4 Threats to Validity

Every run used a dedicated GPU but a shared node, so host CPU, memory bandwidth
and node-local disk were not allocated exclusively. This does not affect all configurations
equally, because the CPU tier resides in the memory of the node, the cache server is a
host process and the disk variants write locally, so the configurations whose advantage
is measured here are the ones most exposed to the state of the node. Three repeats per
concurrency level identify the large effects of Section 5 but not the small ones.

The stacks also differ in the vLLM release, because the MP mode requires a newer one.
Every difference between an LMCache configuration and a vLLM configuration therefore
contains a version difference as well, whereas the comparison of the two LMCache modes
does not, which is why Section 6.1.2 rests on that comparison.

Nevertheless, the prompts, order and seed are identical in every run, the output length is
forced, every run is served with a freshly started server and the disk directory is wiped,
so a difference between two runs of one configuration comes from the environment.

6.3 Transferability of the Results

Which parts of these results hold outside this setup depends on the mechanisms behind
them. Section 6.1.1 links the entire gain of RQ1 to the size of the KV-cache pool and not
to the model or the workload. The condition for transfer is therefore that the KV-cache
pool is the binding resource, and that condition can be checked in another setup. Within
the same model class, the direction holds for larger models as well. More of the 80GB
is taken by the weights, less is left for the pool, and the cache becomes the bottleneck
earlier, so the capacity arguments matter more. That the argument set found on the
Llama model also carried the control model to a concurrency of 75 is first evidence for
this. What cannot be argued without testing is the exact size of the gain.

For other model classes the transfer stops. Models with routed experts, state-space layers
or multimodal inputs were excluded in Section 4.4, and the configuration classes Mam-
baConfig, MultiModalConfig and the fused-MoE selector of KernelConfig were removed
with them.

The LMCache result rests on a different mechanism and transfers under a different con-
dition. Section 6.1.2 links it to where the work of the cache runs and not to how much
memory it receives, so what has to hold elsewhere is that the serving process itself is the
bottleneck. This is a property of the runtime, not of the model, which makes it likely that
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the ordering of the two modes holds on other hardware, although the exact gap would
have to be measured again.

6.4 Deployment Guidance

The following is what an operator of a comparable deployment can take from these results,
conditioned by the limitations of Section 6.2.

1. Expand the capacity of the KV-cache pool: The two arguments that pro-
duced the entire gain of RQ1, --gpu-memory-utilization=0.95 and --kv-cache-
dtype=fp8, both act on how many tokens the pool holds, and they cost nothing
but two engine arguments. They should be measured first in any deployment whose
binding resource is the cache.

2. Check the defaults before tuning against them: Several arguments, among
them --max-num-batched-tokens and --gpu-memory-utilization, are assigned
a value at startup that depends on the system and is not the value stated in the
argument reference. In this setup the resolved default of the memory utilization was
0.92 while the documentation states 0.90, so the starting point of an optimization
has to be read from the server log and cannot be assumed.

3. State enabled defaults explicitly in the script: Five of the seventeen value
tests were ablations, and four of them degraded the SLO metrics. Chunked prefill,
prefix caching, asynchronous scheduling and CUDA graph capture are worth stating
explicitly in a deployment script for safety.

4. Add vLLM native offloading if the node has the memory: Requiring two
additional engine arguments and no extra processes, it yielded minor improvements
but did not increase the sustainable concurrency.

5. Use LMCache for better performance: The MP mode was the only configu-
ration that sustained a concurrency of 100, and it improved every metric of every
workload against vLLM native offloading at an equal concurrency of 75. Where a
second process is not possible, the IP mode is still the better of the two single-process
options for the p99 TTFT.

6. Do not use the additional LMCache features yet: At the versions tested here,
CacheBlend did not work for online inference and CacheGen did not run stably, in
both cases after the documentation stated IP support. A deployment that depends
on them should verify them against its own workload beforehand.

6.5 Future Work

The RAG workload can be reused unchanged as soon as CacheBlend is available, with
the announced v3 blending, because the workload was built for exactly the property
CacheBlend addresses. The same holds for CacheGen, whose compression addresses a
different constraint than the offloading evaluated here and should matter most where the
runtime is under pressure.

The option that a single GPU cannot offer, one cache that is shared across several engine
instances, is most likely to change the cost-benefit relation. An evaluation with several
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vLLM instances on one cache server, and a second one with a model that is large enough
to require tensor parallelism, would show whether the benefit grows with the size of the
deployment and would open the parallelism part of the argument space that was excluded
here.

An evaluation on a Hopper-class GPU would open the arguments the A100 cannot use,
among them the FlashAttention 3 backend and improved TurboQuant support. Extending
the selection beyond text-only models would test the boundary that the Mistral control
model set. Such an extension would also require a different load generator, because the
benchmark CLI used here covers text input only, so that a client such as GuideLLM would
be needed for image, audio or video requests [GuideLLM].
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7 Conclusion
This thesis evaluated the inference runtime layer of an HPC-backed conversational AI
service in isolation, along three research questions. The first asks what systematically
optimizing vLLM improves, the second what integrating LMCache adds beyond that, and
the third how both relate to the configuration effort they require. Three configurations
were compared on a single NVIDIA A100 with 80GB, across four workloads modelled after
the ways Chat AI is used, and the result of each was expressed as the highest concurrency
it sustains while the TTFT and TPOT boundaries of Section 4.2 hold.

For RQ1, the sequential optimization of the engine arguments raised the sustainable
concurrency from 50 to 75 concurrent requests. Three of the seventeen value tests were
accepted, and two of them, raising the GPU memory utilization to 0.95 and storing the
KV-cache in FP8, act on the same mechanism, the number of tokens the cache pool can
hold. The binding resource in this setup is therefore the capacity of that pool and not
how a batch is formed or how efficiently a step is executed. The five ablations confirmed
the enabled defaults, four of them by degrading the metrics that decide the SLO. The
same argument set reached a concurrency of 75 on the Mistral model, which was not the
model the optimization was carried out with, whereas its default configuration violated
the p99 TPOT boundary at that level.

For RQ2, extending the optimized configuration with LMCache raised the sustainable
concurrency from 75 to 100, twice the level of the default configuration. What decided this
was where the work of the cache is executed. Only the MP mode, which moves that work
into a second process, reached 100, whereas the IP mode remained at 75 and improved
the p99 TTFT of every workload against vLLM native offloading. The additional disk
tier did not change the sustainable concurrency in either mode.

Across all configurations, the structure of a workload decided the absolute level it reached.
The Baseline and the RAG workload, the two with the least usable prefix reuse, were the
ones that set the limit for the deployment.

For RQ3, the vLLM optimization consists exclusively of engine arguments, introduces no
additional process, port or configuration file, transfers to a model it was not carried out on,
and receives the highest qualitative rating with 19 of 20 points. The LMCache integration
is worth its effort when the deployment can run a second process, as the MP mode is what
produced the gain, and the IP mode remains the better of the two single-process options
where it cannot. Its rating of 13 of 20 points is not caused by the offloading mechanism,
which was documented well enough to deploy and ran without substantial outliers, but
by the additional features, as CacheBlend reached no working state for online inference
and CacheGen did not run stably, in both cases after the documentation had stated IP
support.

What remains open follows from the single-GPU scope. The case the MP architecture is
actually built for, one cache server shared across several engine instances, could not be
measured here, so the reported benefit is a lower bound for a larger deployment. Both
projects are under active development, and the offloading connector that vLLM has added
in the meantime has already narrowed the gap that motivated this comparison.
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A Appendix
A.1 Worklog
1 # WorkLog X
2 ## Configuration
3 - System: (optimized vLLM, optimized vLLM + integrated LMCache)
4 - Model: Meta-Llama-3.1-8B-Instruct / Mistral-7B-Instruct-v0.3
5 - Date:
6 ## 1. Task / Activity
7 What was done?
8 - [ ] environment setup
9 - [ ] model loading

10 - [ ] parameter tuning
11 - [ ] benchmark execution
12 - [ ] debugging / troubleshooting
13 - [ ] result validation
14 - [ ] other:
15 Description:
16 -
17 ## 2. Configuration / Change
18 What was configured, changed, or tested?
19 -
20 ## 3. Observation
21 What happened?
22 - expected behavior:
23 - observed behavior:
24 - logs / metrics collected in path:
25 ## 4. Effort
26 How much work was required?
27 - time spent:
28 - difficulty (1-5):
29 - needed external help?
30 - [ ] no
31 - [ ] yes
32 Notes:
33 -
34 ## 5. Outcome
35 Result of the activity:
36 - [ ] successful
37 - [ ] partially successful
38 - [ ] unsuccessful
39 Applied fix / resolution:
40 -
41 ## 6. Qualitative Relevance
42 Relevant for:
43 - [ ] Setup and deployment difficulty
44 - [ ] Documentation quality
45 - [ ] Runtime stability and observability
46 - [ ] Project health and maintenance
47 Short note for later scoring:
48 -

Listing 13: Markdown Code; The worklog template that was filled in during setup and operation and
on which the ratings of Section 4.6 rest.
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A.2 Dataset Generation

A.2.1 Task Clauses

1 TASK_CLAUSES = {
2 "catalog_overview": [
3 "\"{module}\" is the module I came across, and I want to understand how it

fits into the wider catalog. I've pasted several module descriptions
below. Could you give me an overview of the key themes and skills
covered?",

↪→
↪→
↪→

4 "\"{module}\" is where I'm starting from, so I'd like a clearer picture of
the range of topics covered in the catalog. Descriptions are below.
Can you summarize what a student would actually learn?",

↪→
↪→

5 "\"{module}\" is the one I'm not quite sure how to place in the wider
catalog. Could you walk me through the descriptions below and
highlight recurring themes?",

↪→
↪→

6 "\"{module}\" caught my eye in the catalog, and I want to understand the
surrounding modules too. Descriptions are below.",↪→

7 ],
8 "compare_modules": [
9 "\"{module}\" vs \"{other_module}\". I'm trying to decide between them.

What's the real difference in content and learning outcomes? Both
descriptions, plus some related modules, are below.",

↪→
↪→

10 "\"{module}\" and \"{other_module}\". Could you compare these two for me? I
need to pick one and I've included both descriptions, along with
related modules, below.",

↪→
↪→

11 "\"{module}\" versus \"{other_module}\". What actually distinguishes them?
I've attached the full descriptions plus some related modules below
for context.",

↪→
↪→

12 "\"{module}\" and \"{other_module}\" both look interesting to me, so how do
they actually differ? Descriptions below.",↪→

13 ],
14 "prereq_planning": [
15 "\"{module}\" is the one I'm trying to figure out how it fits with the other

modules I'm considering for next semester. Descriptions are below. Do
you have any advice on a order to take them in?",

↪→
↪→

16 "\"{module}\" is what I'm about to register for, and I want to see how it
connects to related modules first. I've listed several descriptions
below. Do any look like prerequisites or follow-ups?",

↪→
↪→

17 "\"{module}\" is what I want to attend compared to the other modules listed
below. Could you suggest an order based on the descriptions?",↪→

18 "\"{module}\" is on my list for next semester. How does it fit with the
other modules below in terms of order?",↪→

19 ],
20 "topic_search": [
21 "\"{module}\" is my starting point, and I want to find other modules that

build similar skills. I've pasted a batch of descriptions below. Which
ones look most relevant, and why?",

↪→
↪→

22 "\"{module}\" is my starting point because I'm curious which other modules
in this catalog would complement it well. Descriptions are below.",↪→

23 "\"{module}\" is where I'm starting. Which of the modules below would pair
naturally with it in terms of skills covered?",↪→

24 "\"{module}\" covers something I'm interested in. Are any of the modules
below in a similar direction?",↪→

25 ],
26 "degree_comparison": [
27 "\"{module}\" is the module I'm looking at alongside modules from other

degree levels ({degrees_str}). Can you explain how expectations differ
across levels, based on the descriptions below?",

↪→
↪→
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28 "\"{module}\" is what I've pulled together alongside modules from other
degree levels ({degrees_str}). How does the depth of content change
from one level to the next? Descriptions are below.",

↪→
↪→

29 "\"{module}\" appears at more than one degree level ({degrees_str}) in this
catalog, so what actually changes between levels? Descriptions
below.",

↪→
↪→

30 ],
31 }

Listing 14: Python Code; The task clause sets of Section 4.3, one per intent, from which the task clause
of a prompt is sampled.

A.2.2 Background Clauses

1 BACKGROUND_CLAUSES = [
2 "I'm a {degree} student in {program}.",
3 "As a {degree} student studying {program}, I've been going through the module

catalog.",↪→
4 "I'm currently enrolled in the {program} {degree} program.",
5 "I'm working through the {category} module catalog for my {program} studies.",
6 "For my {degree} in {program}, I've been comparing a few modules.",
7 "Since I'm doing {program} as a {degree}, I wanted to double check something in

the catalog.",↪→
8 "As someone completing a {degree} in {program}, I've been reading through the

module descriptions.",↪→
9 "I'm putting together my course plan for {program} ({degree}).",

10 "I study {program} at the {degree} level and ran into a question about the
catalog.",↪→

11 "As part of my {degree} coursework in {program}, I've been looking at the module
catalog.",↪→

12 ]

Listing 15: Python Code; The ten background clause templates of Section 4.3, one of which is sampled
for every prompt.

A.2.3 Refinement Clauses

1 REFINEMENT_CLAUSES = {
2 "format": [
3 "Summarize this in {n} sentences.",
4 "Answer in bullet points.",
5 "Give me a step-by-step breakdown.",
6 "Explain this in simple terms.",
7 "Give me a brief overview first.",
8 ],
9 "context": [

10 "Assume I'm {audience}.",
11 "This is for {audience}.",
12 "Answer as if you were {role}.",
13 ],
14 "tone": [
15 "Please use a {tone} tone.",
16 "Write this as if for {content_type}.",
17 "Add a couple of concrete examples to make it clearer.",
18 ],
19 "depth": [
20 "Focus only on {aspect}.",
21 "Give a detailed analysis, not just a quick summary.",
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22 "Highlight the key differences between the modules.",
23 "Include relevant facts or figures where available.",
24 ],
25 "creativity": [
26 "Suggest alternative modules I might not have considered.",
27 "Point out potential drawbacks along with possible solutions.",
28 "Give me a quick pros and cons list.",
29 ],
30 "structure": [
31 "Start with a short introduction, then go through the modules one by one.",
32 "End with a brief summary.",
33 "Mention any prerequisites I should know about first.",
34 "Define any technical terms you use.",
35 ],
36 }

Listing 16: Python Code; The refinement clauses of Section 4.3, grouped into the six functional cate-
gories from which zero to three are sampled per prompt.

A.2.4 Followup Clauses

1 FOLLOWUP_CLAUSES = {
2 "catalog_overview": [
3 "While we're at it, \"{module}\" came up too. Could you add that into the

overview? I've added its description below.",↪→
4 "One more: \"{module}\" also caught my eye. Description is below. How does

it fit with what we've covered so far?",↪→
5 "Also, where does \"{module}\" fit into all this? Description below.",
6 ],
7 "compare_modules": [
8 "Now I'm also weighing \"{module}\" against \"{other_module}\", same

question as before. Descriptions below.",↪→
9 "Another pair I'm stuck on: \"{module}\" vs \"{other_module}\". Descriptions

below.",↪→
10 "What about \"{module}\" compared to \"{other_module}\"? Descriptions

below.",↪→
11 ],
12 "prereq_planning": [
13 "I'm also considering \"{module}\" for the semester after. How would that

change the order? Description below.",↪→
14 "Turns out \"{module}\" is on the table too. Where would that fit in?

Description below.",↪→
15 ],
16 "topic_search": [
17 "Following up on that, does \"{module}\" also fit the same direction?

Description below.",↪→
18 "I also found \"{module}\". is that in the same area? Description below.",
19 ],
20 "degree_comparison": [
21 "\"{module}\" also shows up at other levels ({degrees_str}) - same question

as before, description below.",↪→
22 "Turns out \"{module}\" is offered at multiple levels too ({degrees_str}).

Description below.",↪→
23 ],
24 }

Listing 17: Python Code; The follow-up clause sets used for turns 2 to 5 of the Multiturn workload
(Section 4.3.2), sampled from the same intents as the task clauses.
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A.2.5 Persona Template

1 You are the AI tutor "{bot_name}" for students in {field_en}.
2 You are talking with {audience_en}. Draw on familiar concepts from this \
3 field for examples where it helps understanding, but do \
4 not assume deep prior knowledge of any single sub-topic.
5 ## Core Teaching Principles
6 - Build explanations systematically: start with the basic idea or \
7 intuition, then move to the precise technical formulation.
8 - Explain step by step. For complex topics, prefer several short answers \
9 over one very long one.

10 - Generally avoid asking more than one question at a time.
11 - If a question is very broad or ambiguous, narrow it down briefly instead of \
12 trying to explain everything at once in an unstructured way.
13 ## Using the Module Catalog as Knowledge Context
14 You have access to a knowledge base of module descriptions from the \
15 {field_en} catalog, including modules such as {seed_titles}, among others \
16 listed below. Treat this catalog as background context for the current \
17 conversation only:
18 - You know a student's progress only from this session's conversation so \
19 far, never from previous sessions.
20 - Use the catalog to ground your explanations in what a real module in \
21 this field actually covers, and to suggest related modules when relevant.
22 ## Language and Terminology
23 - Be scientifically accurate, but avoid unnecessary jargon.
24 - When a technical term is needed, briefly explain it in parentheses or a \
25 short clause the first time it appears.
26 - Avoid opening with unexplained abbreviations or formulas.
27 ## Source Attribution
28 - General knowledge without a specific reference is marked with \
29 [General].
30 - If the provided context is insufficient or you are not sure of \
31 something, say so explicitly and suggest concrete next steps.
32 - Never invent references or sources.
33 ## Formatting
34 - Use Markdown: short paragraphs, lists, and sub-headings for longer \
35 answers.
36 - Use LaTeX notation for formulas where needed, with a short explanation \
37 of variables.
38 - Include small examples or short code snippets where appropriate for the \
39 field.
40 ## Goal
41 Give clear, precise, and progressively-building explanations that make \
42 {field_en} approachable -- technically correct, without \
43 overwhelming the student, and mindful of the knowledge gaps visible \
44 within this session.
45 ## Reference Modules in Your Knowledge Base
46 The following modules from the {field_en} catalog are available as \
47 background context:

Listing 18: Prompt Template; The system prompt shared by all seven personas of the Persona workload
(Section 4.3.3). The placeholders are filled per persona, and the module descriptions that grow the prompt
to 3,000 tokens follow the last line.
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A.2.6 Source Documents

Table 5: Source Documents; The module handbooks of the Georg-August-Universität Göttingen from
which the four workload datasets were built, grouped by study category. All are publicly accessible and
free of distribution restrictions.

# Degree Programme Degree Reference (Am. Mitt. I)

Agricultural Sciences, Forestry and Geosciences
1 Agribusiness MBA 39/2019, S. 733
2 Agricultural Sciences B.Sc. 36/2022, S. 676; last amended by 30/2023, S. 1127
3 Agricultural Sciences M.Sc. 26/2023, S. 845, Anlage 1
4 Crop Protection M.Sc. 26/2023, S. 856, Anlage 2
5 Ecosystem Management B.Sc. 46/2015, S. 1369; last amended by 31/2025, S. 834
6 Ecosystem Sciences B.Sc. 37/2022, S. 779
7 Equine Science M.Sc. 26/2023, S. 869, Anlage 4
8 Forest and Ecosystem Sciences M.Sc. 25/2023, S. 791
9 Forest Sciences and Forest Ecology B.Sc. 37/2012; last amended by 10/2026, S. 200
10 Forest Sciences and Forest Ecology M.Sc. 18/2010, S. 1200; last amended by 25/2023, S. 793
11 Geography B.Sc. 10/2011, S. 701; last amended by 31/2025, S. 813
12 Geography: Resource Analysis and

Resource Management
M.Sc. 10/2011, S. 727; last amended by 31/2025, S. 829

13 Geoscience M.Sc. 22/2024, S. 471
14 Geosciences B.Sc. 35/2012; last amended by 30/2024, S. 809
15 Integrated Plant and Animal Breeding M.Sc. 26/2023, S. 863, Anlage 3
16 Sustainable Forest and Nature

Management (SUFONAMA)
M.Sc. 36/2012, S. 1891; last amended by 24/2024, S. 541

17 Sustainable International Agriculture M.Sc. 6/2011; last amended by 18/2024, S. 430

Economic Sciences, Law and Social Sciences
18 Applied Statistics M.Sc. 40/2025, S. 1223
19 Business Administration B.Sc. 40/2025, S. 1200
20 Business and Human Resource Education B.A. 40/2025, S. 1220
21 Business and Human Resource Education M.Ed. 38/2024, S. 1099
22 Business Information Systems B.Sc. 40/2025, S. 1217
23 Business Information Systems M.Sc. 40/2025, S. 1243
24 Chinese Law and Comparative Law M.A. 26/2013; last amended by 25/2023, S. 760
25 Development Economics M.Sc. 40/2025, S. 1224
26 Diversity Studies in the Social Sciences M.A. 37/2017, S. 901; last amended by 25/2024, S. 644
27 Economics B.A. (2 subj.) 50/2022, S. 1286, Anlage II.46; last amended by

35/2025, S. 1072
28 Economics B.Sc. 40/2025, S. 1215
29 Education and Inequality M.A. 25/2024, S. 610
30 Euroculture M.A. 7/2011, S. 397; last amended by 23/2023, S. 703
31 European and Transnational Law of

Intellectual Property and Information
Technology

LL.M. 23/2017, S. 476; last amended by 40/2018, S. 771

32 Gender Studies B.A. (2 subj.) 21a/2011, S. 1215, Anlage II.17; last amended by
30/2025, S. 668

33 Gender Studies M.A. 2/2011, S. 80; last amended by 31/2025, S. 849
34 History of Global Markets M.A. 40/2025, S. 1233
35 International Economics M.Sc. 40/2025, S. 1235
36 International Law LL.M. 12/2024, S. 135
37 Labour in Society M.A. 39/2016, S. 1155; last amended by 31/2025, S. 841
38 Law B.A. (2 subj.) 41/2014, S. 1375, Anlage II.36; last amended by

27/2023, S. 989
39 Law LL.M. 33/2014; last amended by 14/2023, S. 411
40 Modern Indian Studies B.A. (2 subj.) 50/2015, S. 1500; last amended by 31/2025, S. 851
41 Political Science B.A. 38/2016, S. 1078; last amended by 37/2025, S. 1121
42 Political Science B.A. (2 subj.) 17/2017, S. 306, Anlage II.34; last amended by

26/2024, S. 757
43 Political Science: Nation States and the

Challenge of Globalization
M.A. 25/2024, S. 634

44 Social and Cultural Anthropology B.A. 37/2014, S. 1096; last amended by 35/2025, S. 1039
45 Social and Cultural Anthropology B.A. (2 subj.) 21a/2011, S. 1317, Anlage II.12; last amended by

30/2025, S. 646
46 Social and Cultural Anthropology M.A. 29/2010, S. 2537; last amended by 31/2025, S. 847
47 Social Sciences B.A. 7/2011, S. 361; last amended by 35/2025, S. 1048
48 Sociology B.A. 7/2011, S. 425; last amended by 37/2025, S. 1135
49 Sociology B.A. (2 subj.) 21c/2011, S. 1527, Anlage II.41; last amended by

30/2025, S. 729
50 Sociology M.A. 50/2015, S. 1481; last amended by 25/2024, S. 653
51 Sport Science with emphasis on

prevention, rehabilitation and
psycho-social health

M.A. 9/2017, S. 85; last amended by 25/2024, S. 670

52 Sport/Sport Sciences B.A. (2 subj.) 30/2025, S. 739, Anlage II.43
53 Sustainable Development Studies B.A. 40/2025, S. 1204

High School Teaching Profession
54 Biology B.A. (2 subj./teach.) 21a/2011, S. 1275, Anlage II.7; last amended by

30/2025, S. 635
55 Biology M.Ed. 41/2012, S. 2130; last amended by 12/2026, S. 243
56 Chemistry B.A. (2 subj./teach.) 23/2013, S. 624, Anlage II.8; last amended by 28/2020,

S. 634
57 Chinese B.A. (2 subj./teach.) 21b/2011, S. 1442, Anlage II.30; last amended by

37/2024, S. 971
58 Computer Science B.A. (2 subj./teach.) 26/2024, S. 743, Anlage II.20
59 Englisch B.A. (2 subj./teach.) 21a/2011, S. 1300, Anlage II.10; last amended by

14/2024, S. 314
60 French B.A. (2 subj./teach.) 21a/2011, S. 1338, Anlage II.15; last amended by

30/2025, S. 652
61 Geography B.A. (2 subj./teach.) 21a/2011, S. 1313, Anlage II.11; last amended by

30/2025, S. 639
62 German B.A. (2 subj./teach.) 21a/2011, S. 1289, Anlage II.9; last amended by

16/2025, S. 303
63 Greek B.A. (2 subj./teach.) 21a/2011, S. 1361, Anlage II.18; last amended by

9/2023, S. 254
64 History B.A. (2 subj./teach.) 21a/2011, S. 1345, Anlage II.16; last amended by

30/2025, S. 655
65 Latin B.A. (2 subj./teach.) 21b/2011, S. 1405, Anlage II.25; last amended by

9/2023, S. 256
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# Degree Programme Degree Reference (Am. Mitt. I)

66 Mathematics B.A. (2 subj./teach.) 21b/2011, S. 1419, Anlage II.27; last amended by
30/2025, S. 683

67 Philosophy B.A. (2 subj./teach.) 21b/2011, S. 1455, Anlage II.32; last amended by
9/2023, S. 258

68 Physics B.A. (2 subj./teach.) 21b/2011, S. 1375, Anlage II.33; last amended by
16/2025, S. 305

69 Protestant Religion B.A. (2 subj./teach.) 21a/2011, S. 1325, Anlage II.13; last amended by
54/2018, S. 1306

70 Russian B.A. (2 subj./teach.) 21c/2011, S. 1506, Anlage II.38; last amended by
30/2025, S. 705

71 Spanish B.A. (2 subj./teach.) 21c/2011, S. 1534, Anlage II.42; last amended by
30/2025, S. 734

72 Values and Norms B.A. (2 subj./teach.) 21c/2011, S. 1562, Anlage II.47; last amended by
16/2025, S. 311

Humanities, Linguistics and Cultural Studies
73 Ancient Cultures B.A. 18/2011, S. 1048; last amended by 32/2023, S. 1250
74 Ancient Cultures M.A. 31/2023, S. 1153
75 Ancient Near Eastern Studies B.A. (2 subj.) 21a/2011, S. 1252, Anlage II.3; last amended by

9/2023, S. 244
76 Ancient Near Eastern Studies M.A. 26/2009, S. 2560, Anlage III; last amended by 31/2023,

S. 1222
77 Arabic-Islamic Studies M.A. 9/2011, S. 530; last amended by 38/2024, S. 1030
78 Arabistik/Islamwissenschaft B.A. (2 subj.) 21a/2011, S. 1264, Anlage II.5; last amended by

37/2024, S. 944
79 Archaeology and Art History of the Late

Antique and Byzantine World
M.A. 34/2021, S. 677

80 Archaeology of the Greco-Roman and
Byzantine World

B.A. (2 subj.) 27/2023, S. 966, Anlage II.6

81 Art History B.A. (2 subj.) 21b/2011, S. 1375, Anlage II.24; last amended by
9/2023, S. 255

82 Art History M.A. 40/2010, S. 4077; last amended by 31/2023, S. 1202
83 Classical Archaeology M.A. 34/2012; last amended by 26/2022, S. 507
84 Comparative Literature M.A. 45/2013; last amended by 26/2015, S. 488
85 Cultural Anthropology/European

Ethnology
B.A. (2 subj.) 21b/2011, S. 1394, Anlage II.23; last amended by

30/2025, S. 682
86 Cultural Anthropology/European

Ethnology
M.A. 26/2014, S. 810; last amended by 35/2025, S. 955

87 Cultural Musicology M.A. 34/2012, S. 1772; last amended by 38/2024, S. 1063
88 Digital Humanities B.A. (2 subj.) 27/2023, S. 967, Anlage II.9
89 East Asian Studies/Modern China B.A. (2 subj.) 21b/2011, S. 1451, Anlage II.31; last amended by

37/2024, S. 975
90 East Asian Studies/Modern Sinology B.A. 40/2010, S. 4018; last amended by 38/2024, S. 1064
91 East Asian Studies/Modern Sinology M.A. 28/2015, S. 525; last amended by 38/2024, S. 1050
92 Eastern European History M.A. 40/2010, S. 4088; last amended by 31/2021, S. 638
93 Economic and Social History B.A. (2 subj.) 21c/2011, S. 1567, Anlage II.48; last amended by

47/2021, S. 1224
94 Egyptology and Coptic Studies M.A. 35/2010, S. 3332; last amended by 57/2016, S. 1564
95 English: Language, Literatures and

Cultures
M.A. 40/2010, S. 3967; last amended by 35/2025, S. 934

96 Finno-Ugrian Studies B.A. (2 subj.) 21a/2011, S. 1332, Anlage II.14; last amended by
27/2021, S. 547

97 Finno-Ugrian Studies M.A. 9/2011, S. 547; last amended by 24/2020, S. 437
98 German Studies: Texts, Practices,

Methods
M.A. 27/2025, S. 535

99 History B.A. (2 subj.) 21a/2011, S. 1345, Anlage II.16; last amended by
30/2025, S. 655

100 Intercultural German Studies
Germany–China

M.A. 46/2012, S. 3115; last amended by 31/2023, S. 1166

101 Intercultural German Studies/German as
a Foreign Language

M.A. 9/2011, S. 562; last amended by 12/2024, S. 145

102 Iranian and Persianate Studies M.A. 9/2011, S. 578; last amended by 24/2024, S. 490
103 Iranian Studies B.A. (2 subj.) 21b/2011, S. 1382, Anlage II.21; last amended by

27/2023, S. 977
104 Italien Studies/Italian B.A. (2 subj.) 21b/2011, S. 1388, Anlage II.22; last amended by

30/2025, S. 680
105 Latin Philology M.A. 14/2011, S. 877; last amended by 50/2021, S. 1325
106 Latin Philology of the Middle Ages and

the Modern Era
B.A. (2 subj.) 21b/2011, Anlage II.26; last amended by 50/2022,

S. 1221
107 Linguistics M.A. 50/2020, S. 1004; last amended by 35/2025, S. 962
108 Medieval and Renaissance Studies M.A. 44/2015, S. 1260; last amended by 35/2025, S. 972
109 Musicology B.A. (2 subj.) 21b/2011, S. 1432, Anlage II.29; last amended by

14/2024, S. 328
110 North American Studies B.A. (2 subj.) 52/2015, S. 1606, Anlage II.4; last amended by

60/2016, S. 1759
111 North American Studies M.A. 42/2015, S. 1098; last amended by 50/2022, S. 1152
112 Philosophy M.A. 40/2010, S. 4101; last amended by 19/2023, S. 539
113 Portuguese and Brazilian

Studies/Portuguese
B.A. (2 subj.) 21b/2011, S. 1375, Anlage II.35; last amended by

30/2025, S. 703
114 Prehistory and Early Archaeology B.A. (2 subj.) 47/2021, S. 1209, Anlage II.45
115 Prehistory and Early Archaeology M.A. 19/2021, S. 339
116 Religious Studies B.A. (2 subj.) 23/2013, S. 624, Anlage II.36; last amended by

54/2018, S. 1347
117 Scandinavian Studies/Northern European

Studies
B.A. (2 subj.) 21c/2011, Anlage II.39; last amended by 30/2025,

S. 709
118 Scandinavian Studies/Northern European

Studies
M.A. 25/2012, S. 1331; last amended by 35/2025, S. 978

119 Slavic Philology B.A. (2 subj.) 60/2016, S. 1828, Anlage II.40; last amended by
30/2025, S. 724

120 Slavic Philology M.A. 34/2012, S. 1802; last amended by 35/2025, S. 995
121 TransRomania Studies: Romance

languages, literatures and cultures
M.A. 45/2018, S. 972; last amended by 35/2025, S. 998

122 Turkology/Turkish Studies B.A. (2 subj.) 21c/2011, S. 1549, Anlage II.44; last amended by
37/2024, S. 991

123 Turkology/Turkish Studies M.A. 9/2011, S. 657
124 World Literature B.A. 55/2018, S. 1384; last amended by 35/2025, S. 916

Medical Science
125 Cardiovascular Science M.Sc. 20/2015, S. 353; last amended by 21/2024, S. 368
126 Molecular Medicine B.Sc. 44/2015, S. 1226; last amended by 21/2025, S. 364
127 Molecular Medicine M.Sc. 26/2025, S. 504
128 Practice-oriented Nursing Science B.Sc. 21/2025, S. 352
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# Degree Programme Degree Reference (Am. Mitt. I)

Natural Sciences, Mathematics and Informatics
129 Applied Computer Science B.Sc. 9/2011, S. 516; last amended by 31/2025, S. 752
130 Applied Computer Science M.Sc. 41/2012, S. 2127; last amended by 31/2025, S. 771
131 Applied Data Science B.Sc. 21/2018; last amended by 31/2025, S. 798
132 Applied Data Science M.Sc. 31/2025, S. 809
133 Biochemistry B.Sc. 10/2011, S. 797; last amended by 25/2025, S. 474
134 Biodiversity: Ecology, Evolution and

Conservation
M.Sc. 24/2024, S. 528

135 Biological Diversity and Ecology B.Sc. 10/2011, S. 779; last amended by 7/2026, S. 130
136 Biology B.Sc. 45/2010, S. 4764; last amended by 7/2026, S. 121
137 Chemistry B.Sc. 10/2011, S. 667; last amended by 25/2025, S. 460
138 Chemistry M.Sc. 10/2011, S. 684; last amended by 25/2025, S. 471
139 Computational Biology and

Bioinformatics
M.Sc. 9/2024, S. 98

140 Developmental, Neural and Behavioral
Biology

M.Sc. 42/2013, S. 1664; last amended by 35/2024, S. 840

141 International Nature Conservation M.Sc. 24/2013, S. 746; last amended by 35/2024, S. 849
142 Clinical Psychology and Psychotherapy M.Sc. 25/2022, S. 465; last amended by 14/2025, S. 251
143 Mathematical Data Science B.Sc. 21/2018, S. 357; last amended by 25/2025, S. 444
144 Mathematics B.Sc. 14/2013, S. 285; last amended by 24/2025, S. 425
145 Mathematics M.Sc. 14/2013, S. 313; last amended by 36/2024, S. 867
146 Matter to Life M.Sc. 29/2023, S. 1051
147 Molecular Biology M.Sc. 29/2013, S. 851; last amended by 16/2025, S. 278
148 Molecular Life Sciences: Microbiology,

Biotechnology and Biochemistry
M.Sc. 29/2021, S. 617; last amended by 35/2024, S. 852

149 Neurosciences M.Sc. 29/2013, S. 878; last amended by 16/2025, S. 281
150 Physics B.Sc. 54/2016, S. 1485; last amended by 25/2025, S. 451
151 Physics M.Sc. 52/2016, S. 1384; last amended by 12/2026, S. 242
152 Physik Interdisziplinär B.Sc. 28/2025, S. 559; last amended by 12/2026, S. 241
153 Psychology B.Sc. 46/2012, S. 3135; last amended by 35/2024, S. 838
154 Psychology M.Sc. 5/2011, S. 138; last amended by 25/2025, S. 482

Theology
155 Intercultural Theology M.A. 33/2025, S. 874
156 Intercultural Theology B.A. 23/2025, S. 383
157 Magister Theologiae Mag.Theol. 7/2011, S. 334; last amended by 26/2024, S. 686

A.3 Additional Plots

A.3.1 Passage Distribution RAG Workload

The Figure 16 shows the appearance distribution of the 300 passages in the created RAG
workload dataset.
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Figure 16: Bar Chart; Number of prompts each of the 300 passages of the RAG workload appears in.
The shape of the distribution follows the Zipf weighting of Section 4.3.4.

A.3.2 Multiturn Request Ordering

The Multiturn dataset of Section 4.3.2 was written out in two variants that differ only in
the order of the prompts. In the optimal variant the five turns of a conversation arrive
one after another, so that the previous turn is still in the cache when its follow-up is sent.
In the realistic variant the turns of different conversations are mixed under two rules. The
first is the order within a conversation, where turn 1 has to appear before turn 2, turn 2
before turn 3 and so on for each of the 400 conversations. The second is a weight given
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to every conversation, which decides how quickly its follow-ups are placed, so that some
conversations reach their later turns before another conversation has had its first one.
This mimics users who follow up immediately and users who take their time. The order
in the file decides the order of the requests, since the load generator sends the prompts
as they are written when shuffling is disabled (Section 4.5.2).

Figure 17 compares the two variants on the default vLLM configuration with the Llama
model. The optimal ordering grows linearly across the three metrics as the concurrency
rises, and the realistic one grows far more extreme in the TTFT. The realistic variant is
therefore used for all reported benchmarks, with a fixed order per configuration instead
of a shuffled one, ensuring no configuration gains an advantage from an optimal order.
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Figure 17: Line Chart; The Multiturn workload with an optimal and with a realistic request ordering,
measured with the default vLLM configuration on the Llama model. The horizontal line is the SLO
boundary of the Llama model, and the realistic variant is the one used for all reported benchmarks.

A.4 Additional Tables

A.4.1 Excluded Engine Arguments

Table 6: Excluded Arguments; The ModelConfig arguments that were considered but not measured,
with the reason for each.

Argument Reason

dtype Sets the precision of the model weights. Held
constant, since changing it would alter the quality of
the served model instead of tune its serving.

quantization, allow-
deprecated-quantization

Quantize the weights. Excluded for the same reason,
only the KV-cache precision is varied.

override-attention-dtype Would add a second precision variable next to
--kv-cache-dtype and make the measured effect of
the quantized cache impossible to isolate.

enable-sleep-mode Releases GPU memory while the engine idles. The
benchmark drives the server continuously and tears
it down after every run, so it never idles.
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Table 7: Excluded Arguments; The CacheConfig arguments that were considered but not measured,
with the reason for each.

Argument Reason

kv-cache-memory-bytes The same quantity as --gpu-memory-utilization,
expressed absolutely instead of as a fraction.

prefix-caching-hash-algo Changes only how block hashes are computed, not
what is cached or reused. Kept at the default, the
other performance option, has more potential for
collision.

Table 8: Excluded Arguments; The SchedulerConfig arguments that were considered but not measured,
with the reason for each.

Argument Reason

max-num-partial-prefills,
max-long-partial-
prefills, long-prefill-
token-threshold

Bound how many, and how long, prefills may be
chunked at the same time. The workload prompts
are not long enough.

scheduling-policy Kept first-come-first-served, so queueing stays
comparable between runs. Priority scheduling would
reorder the fixed request sequence of Section 4.5.2.

Table 9: Excluded Arguments; The VllmConfig arguments that were considered but not measured, with
the reason for each.

Argument Reason

speculative-config Needs a draft model.
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A.4.2 Optimization Phase 1

The tables of this and the two following sections are read the same way. Every value
is the mean over the repeats of a run with 300 prompts on the Llama model, and the
percentage below it is the change against the configuration named in the caption.

Table 10: Phase 1 Run; The default configuration with --gpu-memory-utilization=0.85.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 934
↓ -0.2%

10002
↑ +0.4%

46.8
↑ +0.1%

190.3
↓ -0.1%

50
± +0.0%

45
↑ +1.1%

75 1396
↓ -47.2%

18818
↓ -0.3%

67.8
± +0.0%

226.3
↓ -19.1%

75
± +0.0%

68
↓ -2.1%

100 9376
↑ +82.7%

32205
↑ +9.5%

123.3
↑ +18.2%

243.8
↓ -5.3%

100
± +0.0%

94
↓ -1.6%

125 21043
↑ +19.3%

89388
↑ +35.3%

126.9
↓ -7.8%

244.0
↓ -5.6%

101
↓ -9.8%

116
↓ -1.7%

Persona

50 531
↓ -0.4%

3707
↓ -1.2%

31.1
↑ +0.1%

174.7
↓ -1.2%

50
± +0.0%

40
↓ -1.2%

75 691
↓ -8.8%

6191
↓ -1.1%

40.9
↓ -0.1%

199.8
↓ -0.4%

75
± +0.0%

65
↓ -1.5%

100 861
↓ -3.6%

8725
↑ +0.5%

50.3
↓ -0.1%

221.8
↓ -1.5%

100
± +0.0%

86
↓ -1.7%

125 986
↓ -1.4%

11415
↓ -1.0%

60.1
↓ -0.4%

246.3
↓ -1.8%

125
± +0.0%

114
↓ -0.4%

RAG

50 912
↑ +0.2%

9782
↓ -0.8%

45.3
↓ -0.1%

188.5
↓ -0.5%

50
± +0.0%

46
± +0.0%

75 1301
↑ +17.7%

18153
↑ +0.2%

64.8
↓ -0.6%

224.4
↓ -0.5%

75
± +0.0%

70
↓ -1.4%

100 6011
↑ +304.1%

27928
↑ +1.0%

105.7
↑ +22.6%

247.8
↓ -4.8%

100
± +0.0%

94
± +0.0%

125 16701
↑ +27.9%

75844
↑ +81.6%

128.4
↓ -10.1%

248.8
↓ -6.5%

110
↓ -10.2%

118
↓ -0.4%

Multiturn

50 653
↓ -1.2%

3447
↑ +4.3%

38.4
↓ -0.1%

168.5
↓ -1.3%

50
± +0.0%

38
↑ +8.5%

75 767
↓ -9.9%

6056
↓ -4.7%

48.5
↓ -0.7%

195.0
↓ -2.5%

75
± +0.0%

60
↓ -5.5%

100 1159
↑ +15.9%

8853
↓ -3.8%

59.2
↓ -0.6%

221.3
↓ -2.6%

100
± +0.0%

91
↑ +6.4%

125 1519
↑ +9.8%

12182
↓ -2.2%

70.0
↓ -0.9%

255.5
↓ -1.7%

125
± +0.0%

106
↓ -7.0%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 11: Phase 1 Run; The default configuration with --gpu-memory-utilization=0.95.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 939
↑ +0.4%

9990
↑ +0.3%

46.7
± -0.0%

190.3
↓ -0.1%

50
± +0.0%

44
± +0.0%

75 1289
↓ -51.3%

18870
± -0.0%

67.8
± -0.0%

227.3
↓ -18.8%

75
± +0.0%

69
↓ -1.4%

100 3026
↓ -41.0%

29552
↑ +0.5%

93.4
↓ -10.4%

262.7
↑ +2.0%

100
± +0.0%

95
± +0.0%

125 16008
↓ -9.3%

64903
↓ -1.8%

143.2
↑ +4.1%

263.8
↑ +2.1%

116
↑ +4.0%

119
↑ +0.4%

Persona

50 607
↑ +13.7%

3732
↓ -0.5%

31.2
↑ +0.5%

172.4
↓ -2.5%

50
± +0.0%

42
↑ +2.5%

75 737
↓ -2.7%

6217
↓ -0.7%

40.8
↓ -0.4%

196.8
↓ -1.8%

75
± +0.0%

66
↓ -0.8%

100 866
↓ -3.1%

8709
↑ +0.3%

50.2
↓ -0.3%

221.9
↓ -1.5%

100
± +0.0%

91
↑ +3.4%

125 985
↓ -1.5%

11487
↓ -0.3%

60.1
↓ -0.3%

246.3
↓ -1.8%

125
± +0.0%

112
↓ -1.7%

RAG

50 917
↑ +0.7%

9744
↓ -1.2%

45.4
± +0.0%

189.4
± -0.0%

50
± +0.0%

44
↓ -3.3%

75 1103
↓ -0.2%

18073
↓ -0.2%

65.0
↓ -0.2%

225.7
↑ +0.1%

75
± +0.0%

69
↓ -2.8%

100 1395
↓ -6.2%

27707
↑ +0.2%

85.8
↓ -0.5%

261.0
↑ +0.3%

100
± +0.0%

94
↓ -1.1%

125 11530
↓ -11.7%

40125
↓ -3.9%

144.5
↑ +1.1%

272.0
↑ +2.2%

125
↑ +2.5%

120
↑ +0.8%

Multiturn

50 630
↓ -4.7%

3429
↑ +3.8%

38.3
↓ -0.4%

167.3
↓ -2.0%

50
± +0.0%

38
↑ +5.6%

75 764
↓ -10.4%

6088
↓ -4.2%

48.8
↓ -0.2%

193.9
↓ -3.0%

75
± +0.0%

63
↓ -0.8%

100 907
↓ -9.4%

8882
↓ -3.5%

59.2
↓ -0.6%

221.7
↓ -2.5%

100
± +0.0%

89
↑ +4.1%

125 1228
↓ -11.2%

12203
↓ -2.1%

70.0
↓ -0.8%

253.9
↓ -2.3%

125
± +0.0%

110
↓ -3.1%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 12: Phase 1 Run; The default configuration with --kv-cache-dtype=fp8.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 779
↓ -16.7%

10172
↑ +2.2%

38.2
↓ -18.2%

164.2
↓ -13.8%

50
± +0.0%

46
↑ +2.2%

75 959
↓ -63.8%

17870
↓ -5.3%

51.0
↓ -24.8%

168.4
↓ -39.8%

75
± +0.0%

70
± +0.0%

100 1324
↓ -74.2%

25962
↓ -11.7%

63.3
↓ -39.2%

174.4
↓ -32.3%

100
± +0.0%

94
↓ -1.6%

125 2200
↓ -87.5%

34445
↓ -47.9%

75.9
↓ -44.8%

180.9
↓ -30.0%

125
↑ +11.6%

119
↑ +0.4%

Persona

50 674
↑ +26.3%

4040
↑ +7.7%

29.1
↓ -6.5%

169.2
↓ -4.3%

50
± +0.0%

41
↑ +1.2%

75 699
↓ -7.7%

6459
↑ +3.2%

37.0
↓ -9.7%

175.5
↓ -12.5%

75
± +0.0%

66
± +0.0%

100 721
↓ -19.3%

8547
↓ -1.6%

44.4
↓ -11.8%

181.1
↓ -19.6%

100
± +0.0%

92
↑ +5.1%

125 1016
↑ +1.6%

11080
↓ -3.9%

51.9
↓ -13.9%

186.2
↓ -25.8%

125
± +0.0%

115
↑ +0.4%

RAG

50 767
↓ -15.8%

17038
↑ +72.8%

37.2
↓ -17.9%

165.3
↓ -12.8%

50
± +0.0%

47
↑ +3.3%

75 817
↓ -26.0%

17276
↓ -4.6%

49.5
↓ -24.1%

170.8
↓ -24.2%

75
± +0.0%

69
↓ -2.8%

100 854
↓ -42.6%

24953
↓ -9.8%

60.9
↓ -29.3%

176.0
↓ -32.4%

100
± +0.0%

95
↑ +0.5%

125 1054
↓ -91.9%

32303
↓ -22.7%

73.0
↓ -48.9%

182.4
↓ -31.4%

125
↑ +2.5%

119
± +0.0%

Multiturn

50 594
↓ -10.1%

3656
↑ +10.6%

32.6
↓ -15.0%

159.1
↓ -6.8%

50
± +0.0%

39
↑ +9.9%

75 652
↓ -23.4%

6217
↓ -2.1%

39.9
↓ -18.3%

173.3
↓ -13.3%

75
± +0.0%

68
↑ +6.3%

100 1740
↑ +73.9%

8728
↓ -5.2%

45.9
↓ -22.9%

182.4
↓ -19.8%

100
± +0.0%

82
↓ -3.5%

125 976
↓ -29.4%

11757
↓ -5.6%

52.2
↓ -26.0%

189.1
↓ -27.3%

125
± +0.0%

108
↓ -5.7%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 13: Phase 1 Run; The default configuration with --kv-cache-dtype=turboquant_4bit_nc.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 1182
↑ +26.4%

12085
↑ +21.4%

93.2
↑ +99.4%

225.4
↑ +18.3%

50
± +0.0%

44
± +0.0%

75 1535
↓ -42.0%

22534
↑ +19.4%

132.7
↑ +95.7%

261.7
↓ -6.5%

75
± +0.0%

70
↑ +0.7%

100 2283
↓ -55.5%

34987
↑ +18.9%

171.9
↑ +64.9%

299.2
↑ +16.2%

100
± +0.0%

96
↑ +1.6%

125 3405
↓ -80.7%

49193
↓ -25.5%

211.3
↑ +53.6%

336.2
↑ +30.1%

125
↑ +11.6%

120
↑ +1.7%

Persona

50 769
↑ +44.0%

5203
↑ +38.7%

81.7
↑ +163.0%

236.4
↑ +33.7%

50
± +0.0%

45
↑ +11.1%

75 1082
↑ +42.8%

8889
↑ +42.0%

115.2
↑ +181.4%

273.9
↑ +36.6%

75
± +0.0%

70
↑ +5.3%

100 1214
↑ +35.9%

12210
↑ +40.6%

147.4
↑ +192.9%

309.2
↑ +37.3%

100
± +0.0%

91
↑ +3.4%

125 1509
↑ +50.9%

16352
↑ +41.9%

180.3
↑ +198.8%

359.8
↑ +43.4%

125
± +0.0%

120
↑ +4.4%

RAG

50 1088
↑ +19.5%

12154
↑ +23.3%

93.0
↑ +105.1%

228.1
↑ +20.3%

50
± +0.0%

47
↑ +3.3%

75 1291
↑ +16.8%

22372
↑ +23.5%

132.3
↑ +103.2%

266.4
↑ +18.1%

75
± +0.0%

71
± +0.0%

100 1479
↓ -0.6%

33978
↑ +22.8%

170.9
↑ +98.2%

301.9
↑ +16.0%

100
± +0.0%

96
↑ +2.1%

125 1995
↓ -84.7%

46089
↑ +10.3%

210.8
↑ +47.5%

356.1
↑ +33.9%

125
↑ +2.5%

120
↑ +1.3%

Multiturn

50 801
↑ +21.2%

4507
↑ +36.4%

85.8
↑ +123.4%

216.9
↑ +27.1%

50
± +0.0%

38
↑ +8.5%

75 1035
↑ +21.5%

8398
↑ +32.2%

114.2
↑ +133.9%

261.5
↑ +30.8%

75
± +0.0%

64
↑ +0.8%

100 1181
↑ +18.0%

12121
↑ +31.7%

140.9
↑ +136.5%

295.0
↑ +29.8%

100
± +0.0%

88
↑ +3.5%

125 1732
↑ +25.2%

16109
↑ +29.3%

167.4
↑ +137.1%

325.0
↑ +25.0%

125
± +0.0%

114
↑ +0.4%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 14: Phase 1 Run; The default configuration with --block-size=32.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 966
↑ +3.2%

10098
↑ +1.4%

46.7
↓ -0.1%

189.3
↓ -0.6%

50
± +0.0%

44
↓ -1.1%

75 1321
↓ -50.1%

18851
↓ -0.1%

68.0
↑ +0.2%

226.8
↓ -18.9%

75
± +0.0%

70
↓ -0.7%

100 5695
↑ +11.0%

29212
↓ -0.7%

105.5
↑ +1.2%

255.6
↓ -0.7%

100
± +0.0%

94
↓ -1.6%

125 18112
↑ +2.7%

65762
↓ -0.5%

135.7
↓ -1.4%

258.6
↑ +0.1%

111
↓ -0.9%

118
± +0.0%

Persona

50 530
↓ -0.7%

3774
↑ +0.6%

30.9
↓ -0.7%

172.1
↓ -2.6%

50
± +0.0%

42
↑ +3.7%

75 751
↓ -0.9%

6238
↓ -0.3%

40.5
↓ -1.1%

196.8
↓ -1.9%

75
± +0.0%

64
↓ -3.0%

100 872
↓ -2.4%

8777
↑ +1.1%

49.6
↓ -1.4%

220.9
↓ -1.9%

100
± +0.0%

88
± +0.0%

125 983
↓ -1.7%

11475
↓ -0.4%

59.2
↓ -1.9%

245.8
↓ -2.0%

125
± +0.0%

114
↓ -0.4%

RAG

50 909
↓ -0.2%

9721
↓ -1.4%

45.0
↓ -0.7%

188.2
↓ -0.7%

50
± +0.0%

44
↓ -2.2%

75 1286
↑ +16.3%

18070
↓ -0.3%

64.6
↓ -0.9%

225.0
↓ -0.2%

75
± +0.0%

69
↓ -2.8%

100 1466
↓ -1.4%

27511
↓ -0.5%

86.0
↓ -0.2%

259.4
↓ -0.3%

100
± +0.0%

93
↓ -1.6%

125 12922
↓ -1.0%

41952
↑ +0.4%

143.2
↑ +0.2%

264.7
↓ -0.5%

122
± +0.0%

118
↓ -0.4%

Multiturn

50 665
↑ +0.5%

3660
↑ +10.8%

38.3
↓ -0.3%

166.7
↓ -2.3%

50
± +0.0%

38
↑ +7.0%

75 808
↓ -5.1%

6056
↓ -4.7%

48.4
↓ -0.8%

194.0
↓ -3.0%

75
± +0.0%

64
↑ +0.8%

100 1212
↑ +21.2%

9202
↓ -0.1%

58.9
↓ -1.1%

261.6
↑ +15.1%

100
± +0.0%

78
↓ -8.8%

125 1387
↑ +0.2%

12505
↑ +0.4%

69.7
↓ -1.2%

254.6
↓ -2.1%

125
± +0.0%

114
± +0.0%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 15: Phase 1 Run; The default configuration with --block-size=64.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 947
↑ +1.2%

10096
↑ +1.4%

46.6
↓ -0.3%

190.5
± +0.0%

50
± +0.0%

44
± +0.0%

75 1297
↓ -51.0%

19001
↑ +0.7%

67.9
↑ +0.2%

227.6
↓ -18.7%

75
± +0.0%

69
↓ -1.4%

100 5978
↑ +16.5%

29811
↑ +1.3%

108.0
↑ +3.5%

255.3
↓ -0.8%

100
± +0.0%

92
↓ -2.6%

125 18564
↑ +5.2%

67731
↑ +2.5%

134.6
↓ -2.2%

256.1
↓ -0.9%

110
↓ -1.8%

118
↓ -0.4%

Persona

50 757
↑ +41.9%

3956
↑ +5.5%

30.8
↓ -0.9%

172.9
↓ -2.2%

50
± +0.0%

43
↑ +6.2%

75 738
↓ -2.6%

6437
↑ +2.9%

40.6
↓ -0.9%

197.3
↓ -1.6%

75
± +0.0%

66
± +0.0%

100 863
↓ -3.4%

9013
↑ +3.8%

49.6
↓ -1.4%

221.2
↓ -1.7%

100
± +0.0%

89
↑ +1.1%

125 1075
↑ +7.5%

11988
↑ +4.0%

59.3
↓ -1.8%

246.6
↓ -1.7%

125
± +0.0%

113
↓ -1.3%

RAG

50 909
↓ -0.2%

9719
↓ -1.4%

45.1
↓ -0.6%

188.1
↓ -0.8%

50
± +0.0%

45
↓ -1.1%

75 1166
↑ +5.5%

17928
↓ -1.0%

64.8
↓ -0.5%

224.5
↓ -0.5%

75
± +0.0%

70
↓ -1.4%

100 1581
↑ +6.3%

27450
↓ -0.8%

85.7
↓ -0.6%

258.4
↓ -0.7%

100
± +0.0%

93
↓ -1.6%

125 13391
↑ +2.6%

42429
↑ +1.6%

141.7
↓ -0.8%

262.9
↓ -1.2%

120
↓ -1.2%

120
↑ +0.4%

Multiturn

50 654
↓ -1.0%

3517
↑ +6.4%

38.2
↓ -0.6%

166.8
↓ -2.3%

50
± +0.0%

39
↑ +9.9%

75 828
↓ -2.8%

6103
↓ -3.9%

48.7
↓ -0.3%

192.5
↓ -3.7%

75
± +0.0%

59
↓ -7.1%

100 876
↓ -12.4%

9480
↑ +3.0%

59.2
↓ -0.6%

221.8
↓ -2.4%

100
± +0.0%

86
↑ +0.6%

125 1429
↑ +3.3%

12617
↑ +1.3%

69.9
↓ -1.0%

254.1
↓ -2.3%

125
± +0.0%

110
↓ -3.9%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 16: Phase 1 Run; The default configuration with --max-model-len=16384, an ablation.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 936
± +0.0%

9986
↑ +0.3%

46.7
↓ -0.1%

190.0
↓ -0.3%

50
± +0.0%

43
↓ -3.4%

75 1350
↓ -49.0%

18746
↓ -0.7%

67.7
↓ -0.2%

227.5
↓ -18.7%

75
± +0.0%

70
± +0.0%

100 4872
↓ -5.1%

29485
↑ +0.2%

104.1
↓ -0.2%

258.4
↑ +0.4%

100
± +0.0%

94
↓ -0.5%

125 17615
↓ -0.2%

65925
↓ -0.2%

137.2
↓ -0.3%

258.5
± +0.0%

112
± +0.0%

118
± +0.0%

Persona

50 513
↓ -3.8%

3769
↑ +0.5%

31.0
↓ -0.3%

174.5
↓ -1.3%

50
± +0.0%

42
↑ +3.7%

75 773
↑ +2.1%

6159
↓ -1.6%

40.8
↓ -0.3%

198.0
↓ -1.3%

75
± +0.0%

64
↓ -2.3%

100 880
↓ -1.5%

8715
↑ +0.3%

50.1
↓ -0.4%

223.5
↓ -0.7%

100
± +0.0%

90
↑ +1.7%

125 997
↓ -0.3%

11504
↓ -0.2%

60.0
↓ -0.5%

249.0
↓ -0.7%

125
± +0.0%

116
↑ +1.3%

RAG

50 922
↑ +1.2%

9988
↑ +1.3%

45.7
↑ +0.7%

192.0
↑ +1.3%

50
± +0.0%

44
↓ -3.3%

75 1217
↑ +10.1%

18489
↑ +2.1%

65.2
↑ +0.2%

228.9
↑ +1.5%

75
± +0.0%

69
↓ -2.8%

100 1475
↓ -0.9%

28028
↑ +1.3%

86.8
↑ +0.6%

264.2
↑ +1.5%

100
± +0.0%

96
↑ +1.1%

125 13297
↑ +1.8%

41988
↑ +0.5%

144.4
↑ +1.1%

268.5
↑ +0.9%

122
± +0.0%

118
↓ -0.4%

Multiturn

50 651
↓ -1.6%

3398
↑ +2.9%

38.2
↓ -0.7%

170.1
↓ -0.3%

50
± +0.0%

41
↑ +15.5%

75 843
↓ -1.0%

6101
↓ -4.0%

48.6
↓ -0.5%

194.4
↓ -2.8%

75
± +0.0%

61
↓ -3.9%

100 893
↓ -10.7%

9282
↑ +0.8%

59.4
↓ -0.4%

224.0
↓ -1.4%

100
± +0.0%

84
↓ -1.8%

125 1441
↑ +4.2%

12535
↑ +0.6%

70.0
↓ -0.9%

254.5
↓ -2.1%

125
± +0.0%

110
↓ -3.1%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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A.4.3 Optimization Phase 2

Table 17: Phase 2 Run; The Phase 1 configuration with --no-enable-chunked-prefill, an ablation.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 8937
↑ +851.7%

13175
↑ +29.2%

37.7
↓ -0.8%

26.8
↓ -83.6%

50
± +0.0%

16
↓ -64.4%

75 12137
↑ +1151.3%

19179
↑ +6.8%

50.7
↓ -0.2%

34.2
↓ -79.7%

75
± +0.0%

26
↓ -62.4%

100 17314
↑ +1296.2%

26078
↑ +0.3%

62.6
↓ -0.6%

40.3
↓ -77.0%

100
± +0.0%

56
↓ -40.2%

125 17439
↑ +762.7%

32431
↓ -6.0%

75.0
↓ -0.7%

47.5
↓ -73.7%

125
± +0.0%

53
↓ -55.3%

Persona

50 3578
↑ +503.7%

4930
↑ +21.5%

28.4
↓ -2.6%

26.4
↓ -84.4%

50
± +0.0%

0
↓ -100.0%

75 5318
↑ +700.0%

6720
↑ +2.3%

36.8
↓ -0.7%

33.4
↓ -80.9%

75
± +0.0%

0
↓ -100.0%

100 7322
↑ +922.0%

8592
↓ -1.7%

43.8
↓ -1.2%

40.0
↓ -77.8%

100
± +0.0%

0
↓ -100.0%

125 9138
↑ +911.8%

10550
↓ -5.2%

51.1
↓ -1.2%

45.5
↓ -75.6%

125
± +0.0%

0
↓ -100.0%

RAG

50 8861
↑ +1056.2%

12028
↑ +19.6%

37.1
↓ -0.3%

27.0
↓ -83.7%

50
± +0.0%

14
↓ -69.6%

75 7257
↑ +784.3%

18203
↑ +3.9%

446.9
↑ +808.7%

34.2
↓ -80.1%

75
± +0.0%

18
↓ -74.6%

100 16360
↑ +1804.2%

23875
↓ -4.5%

60.5
↓ -0.3%

40.4
↓ -77.1%

100
± +0.0%

36
↓ -60.8%

125 16312
↑ +1361.8%

30007
↓ -6.7%

71.4
↓ -1.6%

46.8
↓ -74.3%

125
± +0.0%

54
↓ -54.6%

Multiturn

50 4312
↑ +626.3%

4633
↑ +26.8%

31.4
↓ -3.5%

29.7
↓ -81.5%

50
± +0.0%

0
↓ -100.0%

75 6571
↑ +904.3%

6850
↑ +10.3%

39.3
↓ -0.8%

35.0
↓ -79.9%

75
± +0.0%

0
↓ -100.0%

100 8843
↑ +1082.3%

9025
↑ +0.8%

45.2
↓ -1.3%

39.2
↓ -78.6%

100
± +0.0%

0
↓ -100.0%

125 10061
↑ +917.1%

10667
↓ -10.4%

49.8
↓ -3.9%

43.9
↓ -76.8%

125
± +0.0%

12
↓ -89.3%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 18: Phase 2 Run; The Phase 1 configuration with --no-enable-prefix-caching, an ablation.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 782
↓ -16.7%

10651
↑ +4.5%

38.1
↑ +0.2%

163.3
↓ -0.2%

50
± +0.0%

46
↑ +1.1%

75 884
↓ -8.8%

18448
↑ +2.7%

51.0
↑ +0.5%

169.7
↑ +0.4%

75
± +0.0%

70
± +0.0%

100 1418
↑ +14.3%

26683
↑ +2.6%

63.4
↑ +0.7%

176.4
↑ +0.8%

100
± +0.0%

96
↑ +1.6%

125 1963
↓ -2.9%

35204
↑ +2.1%

76.0
↑ +0.7%

182.3
↑ +0.8%

125
± +0.0%

118
↓ -0.4%

Persona

50 778
↑ +31.2%

10634
↑ +162.0%

38.1
↑ +30.9%

162.4
↓ -4.2%

50
± +0.0%

46
↑ +9.5%

75 810
↑ +21.8%

18548
↑ +182.4%

51.1
↑ +38.1%

169.0
↓ -3.5%

75
± +0.0%

71
↑ +2.2%

100 1331
↑ +85.7%

26633
↑ +204.6%

63.4
↑ +42.8%

175.2
↓ -2.8%

100
± +0.0%

94
↑ +3.3%

125 2034
↑ +125.3%

35207
↑ +216.3%

75.9
↑ +46.7%

181.6
↓ -2.4%

125
± +0.0%

120
↑ +3.9%

RAG

50 782
↑ +2.0%

10928
↑ +8.6%

38.7
↑ +4.2%

163.7
↓ -1.0%

50
± +0.0%

45
↓ -2.2%

75 972
↑ +18.5%

18994
↑ +8.4%

51.9
↑ +5.5%

171.2
↓ -0.4%

75
± +0.0%

70
↓ -1.4%

100 1572
↑ +82.9%

27524
↑ +10.1%

64.5
↑ +6.4%

177.1
↑ +0.2%

100
± +0.0%

95
↑ +2.2%

125 2193
↑ +96.5%

36222
↑ +12.6%

77.4
↑ +6.7%

183.3
↑ +0.6%

125
± +0.0%

120
↑ +0.4%

Multiturn

50 1141
↑ +92.2%

6380
↑ +74.6%

41.2
↑ +26.5%

184.4
↑ +15.1%

50
± +0.0%

44
↑ +4.8%

75 2236
↑ +241.8%

11185
↑ +80.1%

51.6
↑ +30.3%

190.8
↑ +9.5%

75
± +0.0%

66
↑ +3.1%

100 4008
↑ +435.9%

16637
↑ +85.8%

61.0
↑ +33.3%

197.8
↑ +8.1%

100
± +0.0%

88
↑ +1.7%

125 5481
↑ +454.0%

23222
↑ +95.1%

69.5
↑ +34.2%

203.5
↑ +7.6%

125
± +0.0%

114
↑ +6.5%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 19: Phase 2 Run; The Phase 1 configuration with --no-async-scheduling, an ablation.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 634
↓ -32.5%

10250
↑ +0.5%

39.6
↑ +4.2%

165.1
↑ +0.9%

50
± +0.0%

44
↓ -1.1%

75 975
↑ +0.5%

18152
↑ +1.1%

52.7
↑ +3.8%

170.9
↑ +1.1%

75
± +0.0%

70
± +0.0%

100 1343
↑ +8.3%

26248
↑ +1.0%

65.3
↑ +3.7%

177.1
↑ +1.2%

100
± +0.0%

95
↑ +0.5%

125 1893
↓ -6.4%

34923
↑ +1.2%

78.0
↑ +3.4%

184.1
↑ +1.8%

125
± +0.0%

118
± +0.0%

Persona

50 347
↓ -41.5%

4115
↑ +1.4%

30.7
↑ +5.5%

172.3
↑ +1.6%

50
± +0.0%

42
± +0.0%

75 534
↓ -19.6%

6600
↑ +0.5%

38.8
↑ +4.9%

178.5
↑ +1.9%

75
± +0.0%

67
↓ -3.6%

100 976
↑ +36.2%

8927
↑ +2.1%

46.4
↑ +4.7%

184.2
↑ +2.2%

100
± +0.0%

91
↓ -0.5%

125 758
↓ -16.1%

11424
↑ +2.6%

54.1
↑ +4.6%

190.5
↑ +2.4%

125
± +0.0%

114
↓ -1.3%

RAG

50 661
↓ -13.8%

10220
↑ +1.6%

38.8
↑ +4.3%

168.3
↑ +1.8%

50
± +0.0%

46
↓ -1.1%

75 753
↓ -8.2%

17570
↑ +0.3%

51.2
↑ +4.1%

174.2
↑ +1.3%

75
± +0.0%

72
↑ +0.7%

100 936
↑ +9.0%

25252
↑ +1.0%

62.8
↑ +3.5%

179.3
↑ +1.5%

100
± +0.0%

95
↑ +2.2%

125 1215
↑ +8.9%

32838
↑ +2.1%

75.2
↑ +3.7%

186.6
↑ +2.4%

125
± +0.0%

119
± +0.0%

Multiturn

50 473
↓ -20.4%

3643
↓ -0.3%

34.2
↑ +5.1%

164.8
↑ +2.9%

50
± +0.0%

41
↓ -2.4%

75 537
↓ -18.0%

6412
↑ +3.3%

41.6
↑ +5.1%

179.0
↑ +2.7%

75
± +0.0%

64
↓ -0.8%

100 679
↓ -9.2%

8956
± +0.0%

48.2
↑ +5.3%

187.8
↑ +2.7%

100
± +0.0%

95
↑ +9.2%

125 715
↓ -27.8%

11952
↑ +0.4%

54.6
↑ +5.4%

192.1
↑ +1.6%

125
± +0.0%

111
↑ +3.7%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 20: Phase 2 Run; The Phase 1 configuration with --max-num-batched-tokens=4096.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 1143
↑ +21.8%

9636
↓ -5.5%

37.8
↓ -0.4%

286.3
↑ +75.0%

50
± +0.0%

44
↓ -3.3%

75 1163
↑ +19.9%

16651
↓ -7.3%

50.6
↓ -0.4%

291.9
↑ +72.8%

75
± +0.0%

66
↓ -5.7%

100 1331
↑ +7.3%

23905
↓ -8.0%

62.4
↓ -1.0%

296.8
↑ +69.6%

100
± +0.0%

94
↓ -1.1%

125 1638
↓ -19.0%

31231
↓ -9.5%

74.5
↓ -1.3%

302.7
↑ +67.4%

125
± +0.0%

118
↓ -0.4%

Persona

50 856
↑ +44.5%

3981
↓ -1.9%

28.9
↓ -0.6%

183.9
↑ +8.4%

50
± +0.0%

38
↓ -9.5%

75 1063
↑ +59.9%

6151
↓ -6.4%

37.0
↓ -0.1%

300.4
↑ +71.6%

75
± +0.0%

65
↓ -6.5%

100 959
↑ +33.8%

7991
↓ -8.6%

44.0
↓ -0.9%

316.1
↑ +75.4%

100
± +0.0%

89
↓ -2.7%

125 1247
↑ +38.1%

10178
↓ -8.6%

51.4
↓ -0.8%

321.4
↑ +72.8%

125
± +0.0%

112
↓ -2.6%

RAG

50 1129
↑ +47.3%

9402
↓ -6.5%

37.0
↓ -0.6%

290.9
↑ +75.9%

50
± +0.0%

43
↓ -6.5%

75 1201
↑ +46.4%

16152
↓ -7.8%

48.8
↓ -0.7%

299.1
↑ +73.9%

75
± +0.0%

69
↓ -2.8%

100 1204
↑ +40.1%

22858
↓ -8.5%

60.1
↓ -0.8%

305.1
↑ +72.6%

100
± +0.0%

96
↑ +2.7%

125 1403
↑ +25.7%

29230
↓ -9.1%

71.5
↓ -1.4%

311.2
↑ +70.8%

125
± +0.0%

116
↓ -2.1%

Multiturn

50 880
↑ +48.2%

3450
↓ -5.6%

32.5
↓ -0.1%

260.5
↑ +62.7%

50
± +0.0%

40
↓ -6.0%

75 1038
↑ +58.7%

5936
↓ -4.4%

40.0
↑ +0.9%

286.2
↑ +64.2%

75
± +0.0%

57
↓ -11.6%

100 1197
↑ +60.0%

8418
↓ -6.0%

46.0
↑ +0.7%

301.5
↑ +64.8%

100
± +0.0%

80
↓ -8.6%

125 1326
↑ +34.1%

10962
↓ -7.9%

52.1
↑ +0.6%

315.0
↑ +66.6%

125
± +0.0%

105
↓ -1.9%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 21: Phase 2 Run; The Phase 1 configuration with --max-num-batched-tokens=8192.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 1622
↑ +72.7%

9397
↓ -7.8%

37.9
↓ -0.3%

539.0
↑ +229.5%

50
± +0.0%

42
↓ -7.8%

75 1910
↑ +96.9%

16346
↓ -9.0%

50.5
↓ -0.6%

545.5
↑ +222.9%

75
± +0.0%

66
↓ -6.4%

100 1944
↑ +56.8%

22847
↓ -12.1%

62.7
↓ -0.4%

551.9
↑ +215.3%

100
± +0.0%

90
↓ -4.2%

125 2227
↑ +10.1%

29514
↓ -14.4%

74.5
↓ -1.2%

557.8
↑ +208.5%

125
± +0.0%

114
↓ -3.4%

Persona

50 1552
↑ +161.9%

4056
↓ -0.1%

29.0
↓ -0.5%

27.7
↓ -83.7%

50
± +0.0%

34
↓ -17.9%

75 1690
↑ +154.2%

5861
↓ -10.8%

36.7
↓ -0.8%

74.4
↓ -57.5%

75
± +0.0%

60
↓ -13.7%

100 2039
↑ +184.5%

7884
↓ -9.8%

44.1
↓ -0.5%

262.0
↑ +45.4%

100
± +0.0%

82
↓ -10.4%

125 2369
↑ +162.3%

9707
↓ -12.8%

51.5
↓ -0.4%

444.3
↑ +138.8%

125
± +0.0%

104
↓ -10.0%

RAG

50 1588
↑ +107.2%

9293
↓ -7.6%

36.8
↓ -0.9%

536.9
↑ +224.7%

50
± +0.0%

43
↓ -6.5%

75 1894
↑ +130.8%

15410
↓ -12.1%

48.7
↓ -1.0%

553.0
↑ +221.6%

75
± +0.0%

67
↓ -5.6%

100 1696
↑ +97.4%

21696
↓ -13.2%

59.9
↓ -1.3%

560.2
↑ +216.9%

100
± +0.0%

90
↓ -2.7%

125 2234
↑ +100.2%

27817
↓ -13.5%

71.2
↓ -1.8%

571.3
↑ +213.6%

125
± +0.0%

114
↓ -3.8%

Multiturn

50 1629
↑ +174.3%

4209
↑ +15.2%

32.2
↓ -1.2%

30.6
↓ -80.9%

50
± +0.0%

36
↓ -13.1%

75 1994
↑ +204.7%

5703
↓ -8.1%

39.3
↓ -0.8%

160.6
↓ -7.9%

75
± +0.0%

56
↓ -12.4%

100 2317
↑ +209.7%

8179
↓ -8.6%

45.2
↓ -1.1%

510.3
↑ +179.0%

100
± +0.0%

75
↓ -13.8%

125 2473
↑ +150.0%

10626
↓ -10.7%

51.3
↓ -1.0%

537.6
↑ +184.3%

125
± +0.0%

98
↓ -7.9%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 22: Phase 2 Run; The Phase 1 configuration with --max-num-batched-tokens=16384.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 4164
↑ +343.5%

9168
↓ -10.1%

37.2
↓ -2.2%

88.0
↓ -46.2%

50
± +0.0%

39
↓ -13.3%

75 3655
↑ +276.9%

16066
↓ -10.5%

49.8
↓ -2.0%

1039.6
↑ +515.3%

75
± +0.0%

64
↓ -9.9%

100 4210
↑ +239.5%

22173
↓ -14.7%

61.1
↓ -3.0%

1049.7
↑ +499.8%

100
± +0.0%

85
↓ -10.1%

125 3704
↑ +83.2%

28705
↓ -16.8%

73.3
↓ -2.9%

1055.9
↑ +483.9%

125
± +0.0%

110
↓ -7.6%

Persona

50 2181
↑ +268.0%

4172
↑ +2.8%

28.4
↓ -2.3%

26.6
↓ -84.3%

50
± +0.0%

28
↓ -34.5%

75 3745
↑ +463.5%

6164
↓ -6.1%

37.1
↑ +0.3%

33.5
↓ -80.9%

75
± +0.0%

50
↓ -27.3%

100 3937
↑ +449.5%

7826
↓ -10.5%

43.9
↓ -1.1%

41.4
↓ -77.0%

100
± +0.0%

76
↓ -17.5%

125 4124
↑ +356.6%

9857
↓ -11.4%

51.8
± +0.0%

70.4
↓ -62.2%

125
± +0.0%

90
↓ -21.6%

RAG

50 4112
↑ +436.6%

9658
↓ -4.0%

36.5
↓ -1.8%

29.5
↓ -82.2%

50
± +0.0%

36
↓ -21.7%

75 4334
↑ +428.2%

15354
↓ -12.4%

48.4
↓ -1.6%

957.8
↑ +457.0%

75
± +0.0%

62
↓ -12.7%

100 3747
↑ +336.1%

21416
↓ -14.3%

59.9
↓ -1.3%

1045.4
↑ +491.4%

100
± +0.0%

87
↓ -6.5%

125 3807
↑ +241.2%

27203
↓ -15.4%

71.1
↓ -2.0%

1081.4
↑ +493.6%

125
± +0.0%

112
↓ -5.9%

Multiturn

50 2191
↑ +269.1%

3957
↑ +8.3%

31.7
↓ -2.7%

29.7
↓ -81.5%

50
± +0.0%

16
↓ -60.7%

75 3200
↑ +389.1%

5418
↓ -12.7%

39.5
↓ -0.4%

36.2
↓ -79.2%

75
± +0.0%

37
↓ -42.6%

100 3866
↑ +416.9%

7792
↓ -13.0%

45.3
↓ -1.0%

41.7
↓ -77.2%

100
± +0.0%

66
↓ -24.7%

125 3740
↑ +278.1%

10778
↓ -9.4%

50.5
↓ -2.6%

66.7
↓ -64.7%

125
± +0.0%

87
↓ -18.7%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 23: Phase 2 Run; The Phase 1 configuration with --max-num-seqs=64.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 780
↓ -16.9%

10392
↑ +1.9%

38.5
↑ +1.2%

164.2
↑ +0.4%

50
± +0.0%

46
↑ +1.1%

75 4318
↑ +345.2%

30334
↑ +68.9%

46.0
↓ -9.5%

167.1
↓ -1.1%

64
↓ -14.7%

70
↓ -0.7%

100 17347
↑ +1298.8%

51852
↑ +99.5%

46.0
↓ -26.9%

167.3
↓ -4.4%

64
↓ -36.0%

95
↑ +0.5%

125 46146
↑ +2182.8%

59947
↑ +73.8%

46.0
↓ -39.1%

167.8
↓ -7.2%

64
↓ -48.8%

118
± +0.0%

Persona

50 514
↓ -13.4%

3991
↓ -1.7%

29.1
↓ -0.2%

169.5
↓ -0.1%

50
± +0.0%

41
↓ -2.4%

75 1490
↑ +124.2%

29339
↑ +346.7%

34.1
↓ -7.8%

174.2
↓ -0.5%

64
↓ -14.7%

66
↓ -5.0%

100 6413
↑ +795.1%

36828
↑ +321.1%

34.2
↓ -23.0%

174.0
↓ -3.5%

64
↓ -36.0%

88
↓ -4.4%

125 33948
↑ +3658.9%

39083
↑ +251.1%

34.1
↓ -34.1%

174.3
↓ -6.3%

64
↓ -48.8%

114
↓ -1.3%

RAG

50 790
↑ +3.0%

10175
↑ +1.2%

37.2
± -0.0%

166.2
↑ +0.5%

50
± +0.0%

44
↓ -3.3%

75 3973
↑ +384.2%

30275
↑ +72.8%

45.2
↓ -8.1%

171.8
↓ -0.1%

64
↓ -14.7%

70
↓ -0.7%

100 17145
↑ +1895.6%

51506
↑ +106.1%

45.2
↓ -25.5%

171.7
↓ -2.8%

64
↓ -36.0%

96
↑ +2.7%

125 44807
↑ +3915.5%

58689
↑ +82.4%

45.2
↓ -37.7%

171.6
↓ -5.8%

64
↓ -48.8%

119
± +0.0%

Multiturn

50 600
↑ +1.1%

3601
↓ -1.4%

32.5
↓ -0.1%

159.4
↓ -0.5%

50
± +0.0%

40
↓ -3.6%

75 1710
↑ +161.4%

29553
↑ +376.0%

35.1
↓ -11.4%

167.4
↓ -3.9%

64
↓ -14.7%

66
↑ +2.3%

100 6057
↑ +709.8%

34674
↑ +287.3%

35.1
↓ -23.2%

168.0
↓ -8.2%

64
↓ -36.0%

87
± +0.0%

125 34755
↑ +3413.3%

39474
↑ +231.7%

35.0
↓ -32.5%

170.1
↓ -10.0%

64
↓ -48.8%

110
↑ +3.3%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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A.4.4 Optimization Phase 3

Table 24: Phase 3 Run; The Phase 2 configuration with --enforce-eager, an ablation.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 1360
↑ +19.1%

10404
↑ +8.9%

44.6
↑ +17.4%

345.2
↑ +20.6%

50
± +0.0%

42
↓ -1.2%

75 1524
↑ +31.2%

18166
↑ +9.4%

58.5
↑ +14.9%

344.4
↑ +17.9%

75
± +0.0%

69
↑ +2.2%

100 1502
↑ +26.9%

26031
↑ +9.0%

70.8
↑ +12.5%

341.3
↑ +14.9%

100
± +0.0%

94
↑ +0.5%

125 2091
↑ +48.5%

34101
↑ +9.5%

84.6
↑ +12.7%

350.6
↑ +15.8%

125
± +0.0%

116
↓ -0.9%

Persona

50 898
↑ +1.8%

3914
↑ +4.0%

32.2
↑ +11.0%

179.6
↑ +5.2%

50
± +0.0%

42
↑ +6.2%

75 1013
↑ +7.7%

6133
↑ +0.3%

40.3
↑ +8.8%

309.8
↑ +0.7%

75
± +0.0%

66
↑ +1.5%

100 970
↑ +1.1%

8093
↑ +1.3%

47.4
↑ +6.6%

320.7
↑ +1.2%

100
± +0.0%

88
↓ -3.3%

125 1226
↑ +4.4%

10258
↑ +3.0%

54.9
↑ +6.0%

326.2
↑ +0.9%

125
± +0.0%

115
↑ +5.0%

RAG

50 1087
↑ +1.2%

9511
↑ +1.8%

40.3
↑ +8.7%

293.2
↑ +1.1%

50
± +0.0%

46
↑ +2.2%

75 1189
↑ +1.1%

16366
↑ +1.3%

52.5
↑ +7.1%

302.1
↑ +1.1%

75
± +0.0%

68
↑ +1.5%

100 1223
↑ +1.5%

22979
↑ +0.4%

63.5
↑ +5.1%

308.4
↑ +0.9%

100
± +0.0%

94
↑ +0.5%

125 1258
↓ -17.0%

29603
↑ +1.0%

75.2
↑ +4.0%

314.0
↑ +0.8%

125
± +0.0%

118
± +0.0%

Multiturn

50 872
↓ -6.9%

3582
↑ +2.0%

35.8
↑ +9.3%

242.2
↓ -6.1%

50
± +0.0%

36
± +0.0%

75 1014
↓ -11.8%

5926
↑ +4.3%

43.0
↑ +7.8%

291.3
± +0.0%

75
± +0.0%

62
↑ +6.0%

100 1218
↑ +2.6%

8271
↓ -1.8%

48.9
↑ +6.3%

308.0
↑ +1.0%

100
± +0.0%

88
↑ +8.7%

125 1338
↑ +6.7%

11210
↓ -0.9%

55.0
↑ +5.8%

315.2
↓ -0.3%

125
± +0.0%

109
↑ +1.4%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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Table 25: Phase 3 Run; The Phase 2 configuration with --performance-mode=interactivity.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 1146
↑ +0.4%

9592
↑ +0.4%

38.1
↑ +0.3%

288.1
↑ +0.7%

50
± +0.0%

44
↑ +1.2%

75 1170
↑ +0.8%

16778
↑ +1.0%

51.0
↑ +0.2%

294.1
↑ +0.7%

75
± +0.0%

68
± +0.0%

100 4247
↑ +258.8%

24078
↑ +0.9%

62.9
± -0.0%

298.3
↑ +0.4%

100
± +0.0%

92
↓ -0.5%

125 1538
↑ +9.2%

31286
↑ +0.5%

75.1
↑ +0.1%

304.1
↑ +0.5%

125
± +0.0%

116
↓ -0.9%

Persona

50 864
↓ -2.1%

3738
↓ -0.7%

28.9
↓ -0.4%

171.8
↑ +0.6%

50
± +0.0%

38
↓ -6.2%

75 944
↑ +0.3%

6157
↑ +0.7%

36.8
↓ -0.4%

302.4
↓ -1.7%

75
± +0.0%

63
↓ -3.1%

100 963
↑ +0.4%

8018
↑ +0.4%

44.2
↓ -0.5%

317.4
↑ +0.2%

100
± +0.0%

88
↓ -3.8%

125 1264
↑ +7.5%

10034
↑ +0.8%

51.7
↓ -0.3%

323.0
↓ -0.1%

125
± +0.0%

114
↑ +4.6%

RAG

50 1071
↓ -0.3%

9473
↑ +1.4%

37.1
± +0.0%

290.6
↑ +0.2%

50
± +0.0%

44
↓ -2.2%

75 1181
↑ +0.5%

16090
↓ -0.4%

49.1
↑ +0.2%

299.7
↑ +0.3%

75
± +0.0%

68
↑ +0.7%

100 1202
↓ -0.2%

22716
↓ -0.7%

60.5
↑ +0.1%

305.1
↓ -0.1%

100
± +0.0%

92
↓ -1.1%

125 1243
↓ -18.0%

29437
↑ +0.4%

72.4
± +0.0%

312.7
↑ +0.4%

125
± +0.0%

118
± +0.0%

Multiturn

50 892
↓ -4.8%

3446
↓ -1.8%

32.6
↓ -0.4%

260.5
↑ +1.0%

50
± +0.0%

40
↑ +8.2%

75 961
↓ -16.5%

5998
↑ +5.6%

39.9
↓ -0.1%

290.2
↓ -0.3%

75
± +0.0%

56
↓ -2.6%

100 1131
↓ -4.7%

8560
↑ +1.7%

46.0
↓ -0.1%

305.3
↑ +0.1%

100
± +0.0%

81
↑ +0.6%

125 1244
↓ -0.8%

10868
↓ -4.0%

52.0
± +0.0%

316.1
± +0.0%

125
± +0.0%

106
↓ -1.4%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric

Section A Dennis Treder A26



Performance Evaluation of vLLM and LMCache for Conversational AI Workloads on HPC

Table 26: Phase 3 Run; The Phase 2 configuration with --performance-mode=throughput.

Workload C
TTFT
median
(ms)

TTFT
p95
(ms)

TPOT
p99
(ms)

ITL
p99
(ms)

Peak
running
requests

Peak
waiting
requests

Baseline

50 1152
↑ +0.9%

9611
↑ +0.6%

38.1
↑ +0.2%

289.3
↑ +1.1%

50
± +0.0%

46
↑ +7.0%

75 1177
↑ +1.4%

16811
↑ +1.2%

51.1
↑ +0.5%

295.4
↑ +1.1%

75
± +0.0%

68
↑ +0.7%

100 1342
↑ +13.4%

24013
↑ +0.6%

63.2
↑ +0.4%

300.3
↑ +1.1%

100
± +0.0%

94
↑ +0.5%

125 1430
↑ +1.6%

31408
↑ +0.9%

75.4
↑ +0.4%

306.0
↑ +1.1%

125
± +0.0%

118
↑ +0.4%

Persona

50 927
↑ +5.1%

3891
↑ +3.4%

28.9
↓ -0.4%

170.5
↓ -0.2%

50
± +0.0%

41
↑ +2.5%

75 943
↑ +0.3%

5874
↓ -3.9%

37.0
± -0.0%

302.7
↓ -1.6%

75
± +0.0%

66
↑ +0.8%

100 964
↑ +0.5%

7968
↓ -0.3%

44.3
↓ -0.5%

317.0
↑ +0.1%

100
± +0.0%

89
↓ -2.2%

125 1261
↑ +7.3%

10013
↑ +0.6%

51.8
↓ -0.1%

323.0
↓ -0.1%

125
± +0.0%

115
↑ +5.0%

RAG

50 1152
↑ +7.3%

9410
↑ +0.7%

37.0
↓ -0.1%

291.1
↑ +0.4%

50
± +0.0%

45
↑ +1.1%

75 1179
↑ +0.3%

15957
↓ -1.2%

49.3
↑ +0.5%

299.1
↑ +0.1%

75
± +0.0%

67
↓ -0.7%

100 1212
↑ +0.6%

22600
↓ -1.2%

60.4
± -0.0%

305.6
↑ +0.1%

100
± +0.0%

93
↓ -0.5%

125 1233
↓ -18.7%

29302
↓ -0.1%

72.3
↓ -0.1%

311.5
± +0.0%

125
± +0.0%

116
↓ -1.3%

Multiturn

50 887
↓ -5.3%

3399
↓ -3.2%

32.5
↓ -0.7%

251.7
↓ -2.4%

50
± +0.0%

36
↓ -1.4%

75 1041
↓ -9.6%

5964
↑ +5.0%

39.9
↓ -0.2%

287.9
↓ -1.2%

75
± +0.0%

57
↓ -1.7%

100 1215
↑ +2.4%

8218
↓ -2.4%

45.9
↓ -0.3%

302.0
↓ -1.0%

100
± +0.0%

90
↑ +11.2%

125 1268
↑ +1.1%

10640
↓ -6.0%

52.0
± -0.0%

315.1
↓ -0.3%

125
± +0.0%

109
↑ +1.4%

top: new value, bottom: change vs. previous (%). within SLO violating SLO
white =diagnostic metric
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