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In current supercomputers, storage is typically provided by parallel distributed file systems
for hot data and tape archives for cold data. These file systems are often compatible with local
file systems due to their use of the POSIX interface and semantics, which eases development
and debugging because applications can easily run both on workstations and supercomputers.
There is a wide variety of file systems to choose from, each tuned for diﬀerent use cases and
implementing diﬀerent optimizations. However, the overall application performance is often held
back by I/O bottlenecks due to insuﬃcient performance of file systems or I/O libraries for highly
parallel workloads. Performance problems are dealt with using novel storage hardware technologies
as well as alternative I/O semantics and interfaces. These approaches have to be integrated into
the storage stack seamlessly to make them convenient to use. Upcoming storage systems abandon
the traditional POSIX interface and semantics in favor of alternative concepts such as object and
key-value storage; moreover, they heavily rely on technologies such as NVM and burst buﬀers
to improve performance. Additional tiers of storage hardware will increase the importance of
hierarchical storage management. Many of these changes will be disruptive and require application
developers to rethink their approaches to data management and I/O. A thorough understanding of
today’s storage infrastructures, including their strengths and weaknesses, is crucially important for
designing and implementing scalable storage systems suitable for demands of exascale computing.
Keywords: storage hierarchy, file system, storage system, I/O interface, data format.

Introduction
Supercomputers are valuable tools for scientific and industrial users [26]; they allow conducting experiments and generating insight in areas which are otherwise too expensive, too
dangerous or impossible with other available technology. Large-scale modeling, simulation and
analysis are used to optimize existing technologies, to peek into the future and to understand
phenomena where direct means for imaging or observation are missing. Typical workloads in
high-performance computing (HPC) include climate simulations, numerical weather prediction
as well as computational fluid dynamics and finite element methods in physics, engineering and
astrophysics [26]. In biology and chemistry, protein folding and molecular dynamics are especially compute-intensive. With the rise of precision medicine, HPC is also about to become more
relevant on an individual level. To solve these tasks, many scientific applications are frequently
reading and writing large amounts of data from and to the attached storage systems.
Unfortunately, processor, memory and network technologies advance on divergent trajectories. Clock frequencies did not increase notably for years, and even Moores law is slowing down as
the technology approaches economical and physical limits [45]. Yet, compute capabilities continue
to rise dramatically due to massive use of parallelism and distributed computing [93]. Memory
and storage technologies, however, have not benefited from comparable advancements so that
only a fraction of the computed results can be stored permanently [50]. This mismatch is sometimes referred to as the memory wall, which forces users to decide which information is considered
valuable enough for preservation [65]. Besides the memory/storage challenge, policy and practicality demand to limit the next generation of exascale systems to stay within a 20 MW power
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Figure 1. Comparison of capacity, latency and power characteristics for the most important

technologies of the memory and storage hierarchies

envelope. In 2016, the US Department of Energy (DoE) released estimates that data centers
accounted for 1.8 % of the country’s total electricity usage [85]. While adding additional storage
hardware promises the realization of arbitrary aggregated throughput, seeking parity to compute
capabilities with currently available technologies would result in data centers dominated by ever
larger storage systems, which eventually would exceed power and budget constraints.
The remainder of this paper is structured as follows: Section 1 provides an overview of different memory and storage technologies which form the most basic building blocks for actual
storage systems. In Section 2, the most relevant as well as upcoming high-performance storage
systems are introduced and characterized for comparison. Storage system semantics and convenient interfaces are discussed in Section 3 due to their impact on user experience and system
performance. Section 4 collects the most important future developments which may transform
the storage landscape. Finally, the survey is concluded with a short summary.

1. Storage and Memory Technologies
Memory and storage technologies feature widely diﬀerent performance characteristics, which
usually requires finding a trade-oﬀ between latency, capacity and cost. Figure 1 illustrates the
relationships between latency, capacity, cost and power requirements for the most important
volatile and non-volatile memory technologies. Lower latency technologies tend to have lower
capacity, lack persistence and are more costly. As a result, memory hierarchies are deployed in
combination with caching techniques to provide fast access to hot data that is currently in use.
Large amounts of cold data are stored on much more aﬀordable storage media. For data centers,
it is often feasible to provide a variety of storage tiers with deep hierarchies. The bulk of data is
stored and archived on cheap high capacity but high latency storage media (for example, tape),
while data with fast access requirements is staged onto lower latency storage tiers (for example,
hard disk drives and solid-state drives). An overview of the diﬀerent storage technologies including
their performance metrics and costs are provided in Tab. 1.
Many research works during the last decade have been devoted to the possible employment
of cloud computing technologies as a platform for running HPC applications [19, 105]. Most of
these works investigated the performance of chosen application runs on such platforms, including
Amazon Web Services, OpenStack etc. [28, 55]. The results showed that only applications that
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Table 1. Comparison of memory and storage technologies
and performance characteristics [32, 33, 43, 47, 62, 81, 82, 94]
Technology/
Form Factor

Latency

Throughput
Read/Write

IOPS

Capacity

Cost

Power

Endurance

Unit

∼$/GB

∼W/GB

DWPD

∞

hours

∞

hours

∞

∼ 5 ms

Registers

< 1 ns

-

-

32/64 bits

-

-

L1 Cache

∼ 5 ns

-

-

32+32 KB

-

-

∼ 10 ns

-

-

< 1024 KB

-

-

∼ 20 ns

-

-

8–12 MB

-

-

∼ 80 ns

17/17 GB/s

-

< 64 GiB

5.000

0.1500

L2 Cache
L3 Cache
DRAM
NVRAM
SSD (NVMe)
SSD
HDD
Tape

∼ 5 ţs

∞
∞

Retention
Time
hours
hours

2.5/2.5 GB/s

4.6M

< 480 GB

1.200

0.0300

(∼1000)

(∼10 y)

∼ 20 ţs

8.0/5.0 GB/s

1.2M

< 32 TB

0.200

0.0007

> 10 y

2.1/2.0 GB/s

0.8M

< 8 TB

0.100

0.0018

∼ 10-25

∼ 10 ms

250/240 MB/s

< 500

< 14 TB

0.030

0.0004

315/315 MB/s

-

< 15 TB

0.001

-

∼ 100 ţs
> 20 s

∼ 10-25

> 10 y

-

> 10 y

-

> 30 y

are not data-intensive are suitable for cloud deployments [27]. There are also projects aiming to
develop unified systems that can be leveraged by both HPC and big data worlds [86].

1.1. Tape
For decades, tapes have been the most aﬀordable technology for long-term storage, making
it the most common cold storage technology. Unlike other storage technologies, tape is robust
to many forms of physical mishandling. As the technology has been used for almost a century,
the aging of tape is well understood, featuring reliable data retention times easily exceeding 30
years. Tape media are inexpensive with a price of $ 0.01 per GiB. For the total cost of ownership
(TCO), tapes are usually attractive because no energy is required for inactive media. Tapes are
expected to feature capacities of up to 200 TB per tape [83]; prototypes with this capacity have
been showcased at conferences and in lab conditions by Fujitsu and IBM. With Linear Tape
Open (LTO), an industry standard protects investments into tape libraries with a roadmap for
the next 6–8 years, with guaranteed backwards compatibility for two LTO generations. About
every two years, a new generation of LTO tapes is released to the market, which roughly doubles
the capacity and also improves the read/write performance [88]. Typically, the most recent LTO
cartridge will provide capacities slightly higher than available hard disk drives (HDDs). For sequential workloads, tape drives often outperform HDDs when comparing read/write throughput.
To reduce spool times when reaching the end of the tape, tapes are usually using a linear serpentine layout of tracks. Technologies such as the Linear Tape File System (LTFS) and aﬀordable
EEPROMs attached to tapes ensure that tapes are portable, self-describing and easily indexable.
This allows to easily migrate large amounts of data from one library to another. Redundant
Array of Independent Tape (RAIT) will help tape to cope with simulation output that may
exceed the capacity of a single tape and to improve read performance when multiple tapes hold
the same data [36]. Special tapes with write-once-read-many (WORM) semantics are available
for temper resistant archival as may be required by company policies or government regulation.
Tape systems are commonly deployed in combination with a disk-based cache.
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1.2. Hard Disk Drives
In terms of gigabytes shipped, HDDs are dominating the storage technology landscape. The
market demand, driven by consumers and data centers, provides manufacturers with the necessary economics of scale to produce a high-tech product with delicate mechanics at competitive
prices. Until today, the bulk of active data in data centers is provisioned using HDDs. In addition
to their price, HDDs provide a very reliable way to store data [48].
HDDs store data on the magnetic coating of rotating platters, sometimes featuring up to eight
platters in a 3.5-inch drive. An actuator arm allows positioning the read/write head on diﬀerent
locations of the disk. The polarity of the magnetization is used to encode for individual states of
a bit. HDDs feature very high areal data densities while providing mediocre random read/write
performance. Most modern HDDs use the so-called perpendicular recording to achieve higher
data densities and to prevent data loss due to magnetic instabilities (superparamagnetic limit).
Even higher data densities can be achieved using shingled magnetic recording (SMR), but the
capacity reduces write performance because it may be necessary to rewrite overlapping magnetic
shingles [31]. Helium-filled drives allow increasing the RPM of a drive and enable tighter packing
of platters because the lower friction of helium reduces vibration [104]. Decreasing cost for other
storage media such as NAND-based solid-state drives (SSDs) limits incentives to further tweak
HDDs based storage systems.

1.3. Solid-State Drives
Solid-state drives are commonly used to improve small random access I/O performance in
storage systems. Database systems and metadata subsystems of HPC storage systems employ
SSDs. Most commercially available SSDs are based on NAND flash memory cells. More recently,
there are also SSDs that feature 3D XPoint technologies, which oﬀer improved I/O operations
per second (IOPS) but disappoint in terms of throughput performance so far. Both forms of SSDs
employ a variety of techniques to maximize lifetime and performance. This includes wear leveling
to prevent a drive from failing early because of access patterns that would quickly degrade specific
cells. To meet warranty guarantees, most SDDs use over-provisioning internally and remap faulty
cells transparently.
Many metrics for SSDs’ endurance rating are available; they are not standardized, however,
and often rely on an opaque workload chosen by the specific vendor. Terabytes written (TBW)
and drive writes per day (DWPD) have turned out to be among the most transparent ones
because they allow users to compare against their own assumed workload. SSDs are most commonly available as 2.5-inch SAS/SATA drives. For highest performance, PCIe cards using NVM
Express (NVMe) are also available, but usually at a higher cost.
New manufacturing techniques that allow arranging NAND in 3D promise larger capacity
SDDs, likely resulting in density advantages over HDDs [67]. While this adds access latency
due to another indirection, higher overall throughput for large block I/O is expected. Current
architectures will not be able to fully exploit 3D NAND due to a lack of wider buses.

1.4. Non-Volatile Memory
Non-volatile random-access memory (NVRAM) aims to provide similar latency characteristics as DRAM or SRAM while retaining data when powered oﬀ. While there exist a variety of
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candidates for NVRAM (for example, PCM, MRAM, FeRAM, ReRAM, Flash Memory), commercial products that would render DRAM or SRAM obsolete are not available as of 2018.

1.4.1. Flash Memory
Flash memory is the most widespread form of NVRAM, but the performance characteristics
and especially memory wear justify research in alternative technologies. Two variants of flash
memory cells (NAND and NOR) are available, and both exhibit memory wear which eventually
leads to the failure of the memory cells. NOR-based flash memory can provide byte addressable
random access to data, but experiences long erase and write times. NAND is far more common,
as it features higher data densities and provides block-level access semantics. Flash memory
can either store individual bits using single-level cells (SLC), or multiple bits using multi-level
cells (MLC). Single-level cells can provide higher performance, better endurance and longer data
retention times. MLC provides higher data densities and therefore achieves higher capacities at
lower cost, but with reduced performance and less endurance.

1.4.2. Phase-Change Memory
As of 2016, NVRAM based on phase-change memory (PCM), called 3D XPoint, is marketed
by Intel and Micron. Intel distributes the technology in the Optane product line of SSDs, which
provides in the order of 1,000,000 IOPS and features better write endurance than NAND-based
SSDs. Performance of read/write throughput is on par with NAND-based SSDs at this time.

1.5. Volatile Memory
Besides non-volatile memory technologies for permanent data storage, volatile technologies
such as dynamic random-access memory (DRAM) and static random-access memory (SRAM)
are commonly used to accelerate access to data that is currently in use or anticipated to be used
soon. A computer’s main memory is often used to speed up file access by providing page/disk
caches. On the one hand, they can be used to speculatively read more blocks of a file than have
been requested by an application, which is called read-ahead. On the other hand, they are used
for slightly delayed write operations in order to avoid latency penalties when performing many
small I/O requests. Some database systems load all data into volatile main memory to provide
optimal query performance, while changes to the data are logged and applied asynchronously to
persistent copies of the data.

1.5.1. SRAM
Modern CPUs provide low latency access to about 8–12 MB of SRAM-based memory arranged in multiple cache levels. In multi-core architectures, L1 caches are usually exclusive to a
single compute core, while L2 and higher cache levels are usually shared between multiple cores.
The cache coherence semantics can vary for diﬀerent architectures. SRAM retains data up to a
few hours, which makes it very power eﬃcient when idle. When SRAM is accessed frequently,
power consumption can be higher than DRAM.
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Table 2. NVM characteristics [4]
Property
SRAM
DRAM HDD
NAND STT-RAM ReRAM
PCM
FeRAM
Cell size (F 2 )
120 - 200 60 - 100 N/A
4-6
6 - 50
4 - 10
4 - 12
6 - 40
Write Endurance
1016
> 1015 > 1015 104 - 105 1012 - 1015 108 - 1011
108 - 109
1014 - 1015
Read Latency ∼ 0.2 - 2ns 10ns 3 - 5ms 15 - 35µs 2 - 35ns
∼ 10ns
20 - 60ns
20 - 80ns
Write Latency ∼ 0.2 - 2ns 10ns 3 - 5ms 200 - 500µs 3 - 50ns
∼ 50ns
20 - 150ns
50 - 75ns
Leakage Power
High
Medium (mech.)
Low
Low
Low
Low
Low
Energy (R/W)
Low
Medium (mech.)
Low
Low/High Low/High Medium/High Low/High
Maturity
Mature Mature Mature Mature
Test chips Test chips Test chips Manufactured

1.5.2. DRAM
Because SRAM is relatively expensive to produce due to its structural complexity as well as
its density disadvantage in comparison to DRAM, DRAM is used for computer main memory
instead of SRAM. The downside of DRAM is a relatively high power consumption because
DRAM-based memory cells encode data as a charge in a capacitor that needs to be refreshed
regularly to prevent data loss. In combination with an uninterrupted power supply to ensure
operation long enough to drain data to a non-volatile memory technology, DRAM is sometimes
treated just like a non-volatile class of high performance storage.

1.6. Accelerators
As stated in [4], the upcoming non-volatile memory will probably revolutionize the memory
stack. The technologies will be used to add new memory layers (vertical integration) and to
support existing technologies (horizontal integration). The most promising technologies are PCM
(phase-change memory), MRAM (magneto-resistive RAM), FeRAM (ferroelectric RAM) and
ReRAM (resistive RAM). As shown in Tab. 2, the read/write access to these technologies is
getting closer to RAM, which oﬀers corresponding opportunities. In fact, many accelerators use
the faster technology as a kind of cache for ineﬃcient I/O to the slower storage technology. There
is no ultimate solution so far, so we will describe some of the most promising approaches.
Burst Buﬀers. Flash-based acceleration hardware can be integrated at diﬀerent locations in
the system [75]. Compute nodes can be equipped with local flash storage. Another possibility
is to incorporate dedicated nodes, also referred to as burst buﬀers. Furthermore, buﬀers can be
built into the storage system itself. These three variants are illustrated in Fig. 2.
A burst buﬀer acts as a fast write-behind cache that transparently migrates data from the
burst buﬀer’s fast storage to a traditional parallel file system. Typically, burst buﬀers rely on flash
or NVM to support random I/O workloads that HDD-based file systems struggle with. For flashbased SSDs, many vendors oﬀer high-performance storage solutions: DDN’s Infinite Memory
Engine (IME) [12], IBM’s FlashSystem [37] and Cray’s DataWarp accelerator [11] are popular
examples. Using comprehensive strategies to utilize flash chips concurrently, these solutions are
powerful and robust to guarantee availability and durability of data for many years.
Hybrid Flash Arrays. Even though burst buﬀers provide the possibilities to increase the
system’s performance dramatically, the hardware’s potential can often not be fully exploited due
to transfer limitations. As a result, they are used at their full speed only a fraction of the time
while imposing a great part in the overall costs. Therefore, more eﬃcient solutions are required.
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a) Attached to compute nodes

b) Attached to compute fabric

c) Attached to I/O nodes

d) Attached to storage fabric

Figure 2. An overview of diﬀerent burst buﬀer architectures [57] (CN = compute node,

ION = I/O node, SN = storage node)
Seagate’s Nytro Intelligent I/O Manager (NytroXD) is a hybrid flash array consisting of a small
amount of flash combined with HDDs to work within Lustre and Spectrum Scale [75]. It acts
as a block device directing small I/O accesses to flash while the large I/O calls are passed to
the HDDs. With this approach temporal and spatial fragmentation can be reduced. Especially
mixed I/O workloads and I/O of small block sizes profit from NytroXD.

Other Hybrid Caching Approaches. In order to find a trade-oﬀ between performance as
well as acquisition and maintenance costs, various hybrid systems have been proposed consisting
of NVM/NVRAM and SSDs. OTF-AST (on-the-fly automated storage tiering) consists of byteaccessible NVDIMM (non-volatile dual inline memory module) and SSDs and investigates the
potential benefits of forwarding the problematic I/O accesses to the NVRAM, while the rest is
passed directly to the main storage [70]. The results show that although the average response
time of I/O accesses is decreased, the migration algorithm needs to be adapted as the migration
overhead is considerably smaller between DIMM and SSDs than between SSDs and HDDs. A
diﬀerent approach is to determine automatically whether a given memory area can benefit from
DRAM characteristics by using a profiling tool [18]. Furthermore, NOVA is a file system aiming
to increase the performance and oﬀering strong consistency guarantees at the same time through
additional metadata structures held in DRAM, accelerating the lookup. Additionally, the data
and metadata is stored in logs on NVM, providing atomicity and fast concurrent access in a
random manner [102].

Memory Management. Further acceleration approaches are taken in the area of storage
allocation in order to optimize the system’s utilization dynamically and thereby increase the I/O
throughput. DynIMS is a dynamic memory controller, developed to speed up HPC applications
that use Spark [103]. With DynIMS, an improvement of a factor of five can be achieved in contrast
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Figure 3. A data center with a typical HPC storage system and an archive for cold data; the

network is only an approximation for better overview and may diﬀer in a real deployment
to static allocation. Future eﬀorts are targeted at adjusted cache management for file systems
like Lustre and Spectrum Scale.
Metadata Accelerator. FSMAC is a metadata accelerator that exploits byte-addressable
NVM technology [9, 99]. Metadata is quite small, typically smaller than a block of a file system, which makes access to metadata ineﬃcient. FSMAC separates metadata and data, forwarding data to the storage and metadata to the byte-addressable NVM. For synchronous I/O,
this approach achieved a speedup factor of 49.2, while a speedup of 7.22 was reached for asynchronous I/O.
In-Memory Storage. Network-attached in-memory storage promises to provide optimal performance that exceeds SSD-based solutions. A benefit is high performance predictability and low
variance. The usage of DRAM for storing intermediate data is not new, and RAM drives have
been used in operating systems for decades. However, oﬀered RAM storage was used as temporary local storage and not durable and usually not accessible from remote nodes. Exporting
RAM storage via parallel file systems was used mainly for performance evaluation but without
durability guarantees. BurstMem provides a burst buﬀer with write-behind capabilities by extending Memcached [97]. Experiments show that the ingress performance grows up to 100 GB/s
with 128 BurstMem servers.
The Kove XPD is a robust scale-out pooled memory solution that allows aggregating multiple InfiniBand links and devices into one big virtual address space that can be dynamically
partitioned [49]. Internally, this remote memory is asynchronously backed up to SATA RAID
embedded in the XPDs and, thus, together with an UPS can be considered to be non-volatile.
The system oﬀers various APIs to access this memory such as treating it as a block device. The
XPDs can also be used to speed up MPI-IO accesses [51]: three Kove XPDs delivered a throughput of up to 60 GiB/s. When increasing the number of clients or servers, a throughput close to
the available network bandwidth can be achieved already with 100 KiB random accesses.

2. Storage and File Systems
Providing reliable, eﬃcient and easy to use storage and file systems is one of the main issues
today in HPC because a wide variety of scientific applications produces and analyzes enormous
volumes of data. File systems oﬀer an interface to the underlying storage device and link an
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identifier such as the file name to the corresponding physical addresses of the storage hardware.
Thereby, a more comfortable and simplified use of storage devices is enabled. Traditionally, they
realize the concept of hierarchical structuring through the use of directories and files. Besides the
actual file content, metadata such as the file size and access times are managed. Over the years,
several file systems have been proposed and established, oﬀering a wide range of functionality.
Especially in HPC systems, parallel distributed file systems are deployed, allowing to spread
data across numerous storage devices and combining the particular features to increase the
throughput as well as the system’s capacity. However, due to the rapidly increasing data sizes,
more sophisticated and specialized approaches are required for handling the enormous amount
of information. At the same time, new and more powerful storage and network technologies are
developed, posing challenges to exploit the respective capabilities. Besides the old file system
concepts, other approaches have found their way into HPC systems. Figure 3 gives an overview
of an archetypal HPC system with a number of diﬀerent storage systems and technologies.
Hence, the need for high-throughput concurrent read and write capabilities of HPC applications led to development of parallel and distributed file systems. In this section we discuss
the most popular and widely used systems and their characteristics. Among them are Lustre,
Spectrum Scale, BeeGFS, OrangeFS, Ceph and GlusterFS.

2.1. Spectrum Scale
Spectrum Scale is a scalable high-performance data management solution developed by IBM
for enterprises that need to process and store massive amounts of unstructured data [39]; it is
based on the former General Parallel File System (GPFS) [38]. The parallel file system provides
concurrent data access with the ability to perform data analysis and archiving at one place.
Spectrum Scale unifies diﬀerent storage tiers like SSDs, HDDs and tapes, as well as analytics
into a single scale-out solution. This enables users to choose optimal storage for their files or
object data and move them as quickly as possible with low costs. Spectrum Scale is fully POSIXcompliant, which allows it to support many traditional HPC applications.
The file system helps to avoid a performance bottleneck for metadata-intensive applications
by configuring dedicated servers for metadata updates. Otherwise, data can be mixed together
with metadata. Another bottleneck regarding single-server performance is also avoided in Spectrum Scale as all servers and clients can access and share the data without moving it. Thus, even
a client can play the role of a server.
Even though Spectrum Scale is a very capable file system and has a great support by IBM
with the integration of various useful tools, it is still quite expensive especially for non-profit
clusters with research purposes.

2.2. Lustre
Lustre is a parallel distributed file system that is used on supercomputers. It is licensed
under the GNU General Public License (GPLv2) and can be extended and improved. Because
of its high performance, Lustre is used on more than half of the 100 fastest supercomputers in
the world.
The file system’s architecture distinguishes between clients and servers. Clients use RPC
messages to communicate with the servers, which perform the actual I/O operations. While all
clients are identical, the servers can have diﬀerent roles: Object Storage Servers (OSS) manage
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the file system’s data in the form of objects; clients can access byte ranges within the objects.
Metadata Servers (MDS) manage the file system’s metadata; after retrieving the metadata,
clients are able to independently contact the appropriate OSSs. Each server is connected to
possibly multiple targets (OSTs/MDTs) that store the actual file data or metadata, respectively.
Lustre runs in kernel space, that is, most functionality has been implemented in the form of
kernel modules, which has advantages and disadvantages. On the one hand, by using the kernel’s
virtual file system (VFS) Lustre can provide a POSIX-compliant file system that is compatible
with existing applications. On the other hand, each file system operation requires a system call,
which can be expensive when dealing with high-performance network and storage devices.
In line with its open approach to Lustre development, Intel has funded five Intel Parallel Computing Centers to integrate new features into Lustre. Among others, these centers are
working on quality of service for I/O performance, file system compression, as well as better
integration of TSM storage backends and big data workflows.

2.3. BeeGFS
The parallel and POSIX-compliant cluster file system BeeGFS was developed for I/Ointensive HPC applications [21]. Its architecture has a client-server design and consists of three
key components: clients, metadata servers and storage servers. The scalability and flexibility of
BeeGFS can be reached simply by increasing the number of servers and disks required for specific
users. All their data is transparently distributed across multiple servers using striping (chunk by
chunk of a given size). Besides data distribution, metadata is also striped over several metadata
servers on a directory level, with each server storing a part of the complete file system tree. In
this way, fast access to the data is provided. BeeGFS enables load balancing for metadata as
well.
The client kernel module of the BeeGFS system is free and under the GPL license, the
server is covered by the BeeGFS EULA. Hence, commercial support is optionally available. In
the future, developers of BeeGFS aim to improve tools for monitoring and diagnostics, as well
as extend the POSIX interface support.

2.4. User-Level File Systems
In contrast to kernel space file systems such as Lustre, user-level file systems do not require any kernel modules to run. This typically makes it easier to use such file systems in a
supercomputer environment, where users typically do not have root privileges.
OrangeFS is a parallel distributed file system that runs completely in user space. It is open
source and licensed under the GNU Lesser General Public License (LGPL). It provides excellent
MPI-IO support through a native ADIO backend and provides a wide range of user interfaces,
including several Direct Interface libraries, a FUSE file system and an optional kernel module [96].
Similar to other file systems, OrangeFS has dedicated servers for data and metadata storage.
OrangeFS uses arbitrary local POSIX file systems for data and can use either Berkeley DB
(BDB) or Lightning Memory-Mapped Database (LMDB) for metadata.
IBIO is a user-level InfiniBand-based file system, and is designed as an intermediate layer
between compute nodes and parallel file system [80]. It aims to improve performance for check-
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Table 3. Performance of diﬀerent file systems on the
IO-500 list (ordered by node count)
IOR in GiB/s
System
Oakforest
Shaheen
Shaheen
Mistral
Seislab
Sonasad

FS
IME
Lustre
DataWarp
Lustre
BeeGFS
S.Scale

Nodes
2048
1000
300
100
24
10

Easy

MDTest in kIOP/s

Hard

Easy

Write

Read

Write

Read

740
330
970
160
19
34

430
220
900
160
22
32

600
1.4
16
1.5
0.9
0.2

260
81
39
7
2
2

Hard

Easy

Create

28
13
51
18
100
57

2
14
11
18
5
22

Hard

Stat

54
120
49
150
430
340

Easy

Hard

Delete

62
130
39
160
57
530

36
15
49
8
170
48

1
11
19
9
14
85

point/restart use cases, and they discuss redundancy schemes to increase reliability. With SSDs
and FDR Infiniband, they achieve on one server a throughput of 2 GB/s and 3 GB/s for write
and read, respectively.

GlusterFS is another one POSIX-compliant, free and open-source distributed file system [14].
Like other traditional storage solutions, it has a client-server model but does not need a dedicated
metadata server. All data and metadata are stored on several devices (called volumes), which
are dedicated to diﬀerent servers. GlusterFS locates files algorithmically using an elastic hashing
algorithm. This no-metadata server architecture ensures better performance, linear scalability
and reliability. At the same time, GlusterFS is a network file system that provides file-based
storage only; block and object interfaces must be built on top of it.

2.5. File System Comparison
In the IO-5003 , the performance behavior for data and metadata benchmarks of diﬀerent file
systems is listed. Similar to the TOP500 list for computing architectures, IO-500 aims to track
performance growth over the years and analyze changes in the storage landscape. The IO-500
does not only provide key metrics of expected performance but serves as a repository for fostering
and sharing best practices within the community. The benchmark methodology harnesses the
MDTest and the IOR benchmarks. A collection of hard tests with preconfigured parameters are
designed to show a worst-case scenario of unoptimized applications. For IOR, this means random
I/O of 47,000 chunks, and for MDTest a single shared directory with files of 3,901 bytes. A set
of easy tests are configurable and optimizable by the user and aim to show the potential of the
storage system tested. For IOR, easy tests typically are sequential I/O of large chunks, and for
MDTest empty files are used.
An excerpt from the Nov. 2017 list (rounded) is shown in Tab. 3. It shows that IME excels
at IOR hard (random) performance, but the metadata performance is worse than that of Lustre.
Data Warp on Shaheen improves the throughput of sequential I/O, but random I/O does not
benefit much. The small configurations tested of BeeGFS and Spectrum Scale do not allow to
make conclusions on the throughput. However, for metadata, BeeGFS and a recent version of
Spectrum Scale shine compared to Lustre and IME.
3

https://www.io500.org/

2018, Vol. 5, No. 1

41

Survey of Storage Systems for High-Performance Computing

2.6. HPSS
In the early 1990s, national laboratories of the Department of Energy and IBM recognized
there was an enormous challenge ahead in order to manage the exponential growth of data [98].
They developed the High Performance Storage System (HPSS) to provide a scalable hierarchical
storage system that meets the requirements to handle future hardware generations. The architecture’s main focus lies in hierarchical storage management (HSM) and data archiving. It is a
widespread solution in today’s storage systems, mainly used for the management of tape archives.
The total managed data volume equals 2.2 EB only for scientific data [34].

2.7. ECFS and MARS
Other storage systems focused on data archiving developed by the European Centre for
Medium-Range Weather Forecasts (ECMWF) are ECMWF’s File Storage System (ECFS) and
Meteorological Archival and Retrieval System (MARS) [25]. An HPSS manages the tape archives
for both systems as well as the disk cache for ECFS where the files are accessed using a unique
path. MARS is an object store providing an interface similar to a database. By using queries
in a custom language, a list of relevant fields can be set which are then joined into a package
and stored in the system. The field database (FDB) stages and caches fields which are often
accessed. ECFS contains relatively few files which are used concurrently and experiences mainly
write calls. In MARS, however, the files are equally relevant and mostly read [87]. Thus, both
systems provide powerful storage management for researchers interested in weather modeling.
MARS allows HPC users to access huge amounts of meteorological data stored only in GRIB
and BUFR formats, collected over the last 30 years.

2.8. Ceph
Ceph is a free and open-source platform that oﬀers file-, block- and object-based data storing
on a single distributed cluster [100]. The system implements distributed object-storage on a base
of Reliable Autonomic Distributed Object Store (RADOS) system [101]. It is responsible for data
migration, replication, failure detection, and failure recovery to the cluster. Integration of the
near-POSIX-compliant CephFS file system allows many applications to utilize the benefits and
capabilities of the scalable environment. Ceph makes use of intelligent Object Storage Devices
(OSDs). These units provide file I/O (reads and writes) for all clients which interact with them.
Data and metadata are decoupled because all the operations for metadata altering are performed
by Metadata Servers (MDSs). Ceph dynamically distributes the metadata management and
responsibility for the file system directory hierarchy among tens or even hundreds of those MDSs.
Ceph, however, still has some drawbacks. Among them is the limitation of only being able
to deploy one CephFS per cluster and the current test phase of reliability on real-world usecases. Some features and utilities are still in an experimental phase as well. For instance, usage
of snapshots could cause client nodes or MDSs to terminate unexpectedly. In addition, Ceph is
designed with HDDs as its basis and needs improvements in performance when disks are replaced
with SSDs, and data access pattern is random [71].
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J. Lüttgau, M. Kuhn, K. Duwe, Y. Alforov, E. Betke, J. Kunkel, T. Ludwig

3. Interfaces and Data Formats
Interfaces play an important role in using file and storage system, especially in the HPC
context. On the one hand, interfaces should be convenient to use, so that developers can focus
on the applications’ functionality instead of the I/O interface. On the other hand, they should
be able to deliver high performance by supporting parallel access. Moreover, being able to easily
exchange data is of fundamental importance in research. Each interface typically supports one
or more data formats that can be accessed using it. Data formats also influence how fast data
can be accessed and how exchangeable it is.

3.1. POSIX
The POSIX I/O interface’s first formal specification dates back to 1988 when it was included
in POSIX.1. Later, specifications for asynchronous and synchronous I/O were added in POSIX.1b
from 1993 [40]. Even though it was designed primarily for local file systems, POSIX is widely
used, even in parallel distributed file systems, and thus provides excellent portability.
Due to its focus on local file systems and portability, POSIX features very strict consistency
and coherence requirements. For instance, write operations have to be visible to other clients
immediately after the system call returns. These strict requirements pose a serious bottleneck in
parallel distributed file systems as they require coordination and synchronization of all clients [58].
Moreover, I/O is intended to be atomic but not strictly required to be so.
Additionally, POSIX files are opaque byte streams and, therefore, applications are not able
to inform the file system about data structures that might be used for more intelligent I/O and
data placement decisions.
The eﬀort for POSIX HPC I/O extensions aimed to address some of POSIX’s limitations
by introducing functionality for group open, non-contiguous read/write and optimizations for
metadata performance [46, 95]. However, none of the extensions were integrated into any major
file system, requiring applications to use the traditional interface.

3.2. MPI-IO
In contrast to the POSIX interface, MPI-IO has been designed from the ground up for
parallel I/O. It was introduced in the MPI standard’s version 2.0 in 1997 [66] and defines I/O
operations in an analogous fashion to MPI’s established message passing operations. MPI-IO
represents an I/O middleware that abstracts from the actual underlying file system and thus
oﬀers portability for parallel applications. For instance, the ADIO layer of the popular MPI-IO
implementation ROMIO includes support and optimizations for POSIX, NFS, OrangeFS and
many other file systems [35]. MPI-IO’s interface is element-oriented and supports MPI datatypes
to access data within files. The actual I/O functions look and behave very similar to their POSIX
counterparts [84].
MPI-IO’s semantics diﬀer drastically from POSIX’s. Specifically, its consistency requirements
are less strict than those defined by POSIX [10, 89]. Non-overlapping or non-concurrent write
operations are handled correctly when using MPI-IO’s default semantics. In contrast to POSIX’s
immediate visibility of changes for all participating clients, MPI-IO requires changes to be visible
immediately only to the writing process itself. Other processes first have to synchronize their view
of the file using MPI_File_sync and MPI_Barrier.

2018, Vol. 5, No. 1

43

Survey of Storage Systems for High-Performance Computing

Moreover, MPI-IO oﬀers an atomic mode for workloads that require stricter semantics. The
mode can be enabled (and disabled) at runtime using MPI_File_set_atomicity. It allows concurrent and conflicting writes to be handled correctly and also makes changes visible to all
processes within the same communicator without explicitly synchronizing them. However, the
atomic mode can be diﬃcult to support [53, 77].

3.3. HDF and NetCDF
As described above, many I/O interfaces only feature access based ones on bytes or elements.
Additionally, they do not encode the file structure within the files themselves, requiring a priori
knowledge to be able to access existing files. HDF and NetCDF are two popular interfaces for
working with self-describing data. Self-describing data formats contain all necessary information
to be able to access files even if their structure is not known beforehand. This allows eﬀortless
exchange of data between scientists.
The Hierarchical Data Format (HDF) consists of a set of file formats and libraries for accessing self-describing collections of data. It is used in many scientific applications [30]. HDF5
supports two major types of data structures: datasets and groups, which are similar to files and
directories in traditional file systems. Datasets are used to store typed data, while groups are
used to structure the namespace. Groups can contain datasets as well as groups, which leads to a
hierarchical layout. Datasets are typed and can store multi-dimensional arrays of several diﬀerent
data types. Another similarity to file systems is how objects are accessed: they use POSIX-like
paths such as /path/to/dataset. Moreover, datasets and groups can be associated with additional metadata using user-defined attributes. This can be used to store arbitrary information
together with the actual data. HDF5 uses existing I/O interfaces such as POSIX and MPI-IO to
perform the actual I/O. When using the MPI-IO backend, parallel I/O can be performed from
multiple clients into a shared HDF5 file.
The Network Common Data Format (NetCDF) also consists of a set of libraries and selfdescribing data formats [68]. It is mainly used in scientific applications, especially in the fields
of climatology, meteorology and oceanography [76]. NetCDF’s current version 4 uses HDF5
underneath but reduces the number of supported features for more convenient use. As is the case
with HDF5, NetCDF-4 supports parallel I/O.
Unfortunately, over time these libraries accumulate legacy. For example, in HDF5 this becomes apparent in optimizations designed for systems that diﬀer considerably from todays parallel
file systems. Because HDF5 in the past could not and today does not pass on logical information
about the structure of the data to lower levels, there is no way to account for it. Eventually,
well-intentioned heuristics distributed across diﬀerent layers begin to impede each other.

3.4. ADIOS
The Adaptable IO System (ADIOS) has been designed to solve some of the problems that
come with the approaches discussed above. The basic objective is to provide a library of tuned
I/O routines to serve as a middleware on a wide range of hardware [56, 61]. Often, applications
are highly optimized for specific system architectures to increase performance. As scientific code
has a long lifetime, it is executed on several generations of supercomputers. Therefore, changes
are required to fully exploit the respective system’s capabilities. ADIOS oﬀers the possibility
to perform I/O using an abstract definition of the application’s data structures in an XML
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file. This definition is then used to automatically generate code to perform the actual I/O,
which allows decoupling the I/O portion of the remaining application code. Once the old I/O
calls are replaced by the automatically generated code, there is no need for future recompiling
as the implementation of the I/O behavior is no longer in the application. The actual I/O
functionality is realized by so-called engines acting as diﬀerent backends for several self-describing
data formats such as ADIOS’s own bp (binary packed) format, HDF5, and NetCDF. Moreover,
ADIOS supports advanced functionality such as on-the-fly data transformations [5].

3.5. SIONlib
SIONlib provides scalable access to task-local files [22]. This is achieved by internally mapping
all accesses to a single or small number of physical files and aligning them to the file system’s block
size. By supporting the common fread and fwrite interfaces, SIONlib minimizes the amount
of changes necessary to applications. SIONlib’s approach is required to overcome shortcomings
in current file systems. Due to metadata performance bottlenecks, file systems often cannot deal
well with large numbers of files. Moreover, because of the strong consistency semantics described
above, shared file performance is often dramatically degraded when performing unaligned I/O to
a shared file. By intelligently managing the number of underlying physical files and transparently
aligning the data, SIONlib can alleviate these problems.

3.6. Domain-Specific Approaches
In addition to the previously mentioned generic I/O libraries, there are a multitude of domainspecific I/O and data management libraries available. For instance, the Gridded Binary (GRIB)
format is widely used in meteorology to store weather and climate data [24]. The Climate Data Interface (CDI) provides a convenient interface for climate-related data and supports multiple data
formats, including GRIB and NetCDF [8]. PIO is an application-level I/O library for earth system models and supports multiple backends such as MPI-IO and various versions of NetCDF [13].
Lemon is a library for parallel I/O mainly used in high-energy physics [15]; it enables eﬃcient I/O
of both binary data and associated metadata in the SciDAC Lattice QCD Interchange Message
Encapsulation format.

3.7. Conclusion and Comparison
All production-level file systems currently in use oﬀer a POSIX I/O interface that treats file
data as an opaque byte stream. As it is not possible to reconstruct the data format from this
byte stream, self-describing data formats such as NetCDF and ADIOS are widely used to be able
to exchange data with other researchers and annotate data with meaningful metadata.
Figure 4 illustrates a typical HPC I/O stack. Applications only interface directly with
NetCDF, which depends on HDF5 and so on. The coupling between the diﬀerent layers is loose
and mainly used for performance tuning. Structural information about the data is lost as it is
handed down through the layers: while an application might pass multi-dimensional matrices of
numerical data to NetCDF, MPI-IO is only aware of a stream of elements, and Lustre’s POSIX
interface handles file data as raw bytes. A comparison of diﬀerent I/O interfaces, including their
ease of use, supported data formats, exchangeability of data and supported languages, is shown
in Tab. 4.
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Parallel Application
NetCDF
HDF5
MPI-IO

User
Space

ADIO

Kernel
Space

Lustre
ldiskfs
Block Storage

Figure 4. Exemplary HPC I/O stack
Table 4. Comparison of I/O interfaces used in HPC
(Conv. = Convenience, Exch. = Exchangeability)
Interface

Conv.

Formats

Exch.

POSIX
MPI-IO
HDF
NetCDF
ADIOS
SIONlib
GRIB
CDI
PIO
Lemon

Low
Low
Medium
Medium
High
Low
Medium
Medium
Medium
Medium

Raw
Raw
HDF4, HDF5
NetCDF, HDF5
bp, bp2, HDF5, NetCDF-4
Raw
GRIB
GRIB, NetCDF and more
Raw, NetCDF
SciDAC LIME

7
7
3
3
3
7
34
35
35
7

Languages
C,
C,
C,
C,
C,
C,
C,
C,
C,
C,

C++,
C++,
C++,
C++,
C++,
C++,
C++,
C++,
C++,
C++

Fortran and more
Fortran, Java, Python and more
Fortran, Java and more
Fortran, Java, R and more
Fortran
Fortran
Fortran, Python
Fortran
Fortran

4. Future Developments
This section collects current eﬀorts and anticipated developments for storage systems and
technologies. We identify five main factors/areas. Each is summarized in a dedicated subsection,
but they should not be seen as independent of each other: 1) future applications and system
requirements, as well as market eﬀects; 2) co-design eﬀorts; 3) new and advanced technologies;
4) alternative storage architectures; 5) future interfaces.

4.1. Future Applications and Market Eﬀects
Exascale applications, big data analytics and machine learning are already anticipated workloads. It seems reasonable to expect an increase in diversity and even less predictable access
patterns than before. Exascale simulations require storage systems that will be able to serve tens
of thousands of nodes [23]. Larger node counts are expected to introduce higher error rates, which
results in the deployment of fault-tolerance mechanism and also incurs stress onto storage systems [17, 59]. Large-scale observation systems (for example, in astrophysics) as well as small-scale
data loggers (for example, Internet of Things) will require storage systems that can consume and
store data at unprecedented scale, ideally with in-transit data processing capabilities. In many
cases, scientific workloads are lacking market relevance, and are thus not a priority for many
4
5

Only individual records are self-describing.
Depends on the chosen data format.
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vendors. Storage products oﬀered by vendors are more likely to address the demands of cloud
providers and business-driven big data analytics and machine learning. At the same time, the
commoditization of technologies used in consumer electronics as well as cloud services influences
on which technologies will be considered for the design of next-generation storage systems.

4.2. Co-Design
Incremental changes to existing solutions appear to be insuﬃcient to address the challenges
ahead, which is why co-design eﬀorts increasingly include all stakeholders and technical layers. A
major driver in HPC innovation is the Department of Energy, which focuses on two approaches
to co-design: 1) application-centric and 2) architecture-centric co-design [1]. As exascale systems
are approaching, and the storage problematic intensifies, many eﬀorts (including ECP [16], FastForward [44], ADIOS [72], HDF VOL [29], ESiWACE [20], NEXTGenIO [69] and SAGE [78])
are working on the modernization of how applications and libraries down to the storage hardware handle I/O. Co-design can yield highly optimized solutions for special use cases but is not
aﬀordable for many smaller communities within HPC.

4.3. Technologies
Section 1 was focusing on technologies and products that are already and widely deployed
in data centers. This section will summarize some upcoming changes to the existing technologies
but also the expected impact of more speculative technologies that require more research before
they find their way into data centers. An important trend is the addition of wider buses and
asynchronous protocols for data movement in the form of NVMe and also the support for highbandwidth memory (HBM) [74]. HBM requires architecture changes, which are not backwards
compatible with older hardware, but will bring significant benefit to bandwidth-bound applications [73]. With 3D NAND, the capacity of SSDs will improve further, which might eventually
replace HDDs in data centers [41]. NVRAM will likely have a considerable impact on the storage
landscape, but most of the known candidates are not ready for mass production or remain too
expensive to replace other technologies [4]. Many data transformations such as compression or
encryption could be performed out-of-core, either on GPUs or in-transit [2, 42].
For long term-storage and cold data, tape seems likely to remain competitive [83]. One
promising alternative, especially for WORM data, could be holographic storage which features
high densities and slightly more favorable access semantics than tape [79]. DNA may be interesting as a data storage medium for being durable, while also featuring very high volumetric
densities. Applications have already been explored, but technology is currently not feasible due
to the state of DNA synthesis and sequencing techniques [3].

4.3.1. Open-Channel SSDs
A new class of SSDs which improves and optimizes the performance of traditional SSDs has
been recently introduced as Open-Channel SSDs [52]. They allow splitting the internal capacity
of a disk into a number of I/O channels for making the parallel data access faster and maximizing
the overall read/write bandwidth. This is a software-defined hardware because the management
of parallel units at Open-Channel SSDs is moved from the embedded processor within the device
to the hosting file system. It is possible to reduce and predict latency by intelligently controlling
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I/O submissions. In addition, data placement and I/O scheduling are provided trough NVM
management as a block device either at the application level or at the hosting file system.

4.4. Storage and File Systems
There is a wide variety of new and upcoming approaches for file and storage systems [7]. Their
optimization and improvement is highly required due to the challenges regarding managing the
vast amount of data from I/O-intensive applications. The HPC community aims to relax the
strict POSIX semantics without losing the support for legacy applications. Leveraging cloud
computing features and its advantages is a new promising trend today. In this section, we will
provide an overview of some of the most important ones and highlight the impact they will have
on applications and developers.
DAOS. The Fast Forward Storage and IO (FFSIO) project aims at providing an exascale
storage system which is capable of dealing with the requirements of HPC applications, as well as
big data type workloads. It aims at introducing a new I/O stack and supporting more complex
basic data types like containers and key-arrays [60]. Its functionality ranges from a general
I/O interface at the top over an I/O forwarding and an I/O dispatcher layer to the Distributed
Application Object Store (DAOS) layer, which oﬀers a persistent storage interface and translates
the object model visible to the user to the demands of the underlying infrastructure. DAOS will
require large quantities of NVRAM and NVMe devices and will therefore not be suitable for all
environments. Specifically, the high prices for these relatively new technologies will limit its use
both in data centers and especially research, at least in the near future.
PPFS. Post-Petascale File System (PPFS) based on object storage using OpenNVM and targets to converge both HPC and cloud computing [90, 91]. This system uses a key-value store
for metadata storage and non-blocking distributed transactions to update multiple entries at
the same time. In this way, the oﬀered platform achieves high performance and avoids POSIX
compliance.
SoMeta. Scalable Object-Centric Metadata Management (SoMeta) is intended for future
object-centric storage systems, providing the corresponding metadata infrastructure [92]. A distributed hash table is used to organize metadata objects that contain the file system metadata.
Additionally, developers have the possibility to annotate this metadata with user-specific tags
such as additional information about the application.
EMPRESS. Extensible Metadata Provider for Extreme-Scale Scientific Simulations (EMPRESS) oﬀers customizable metadata tagging in order to mark the interesting data of large-scale
simulations before storing. This simplifies locating the relevant data in post-processing and can
help avoid searches through the complete data [54].
Týr. Týr is a blob storage system with support for transactions; it provides blob storage
functionality and high access parallelism [64]. Measurements show that many applications do
not require most of the functionality provided by full-fledged file systems but instead only use a
subset that can be provided by blob or object storage systems [63].
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4.5. Interfaces and Data Formats
DAOS. In addition to introducing a novel user-space storage system, DAOS will also support
new ways of performing I/O in a scalable way [6]. From an application developer’s point of
view, DAOS will provide a rich I/O interface in the form of key-array objects with support for
both structured and unstructured data. Additionally, established I/O interfaces such as a legacy
POSIX interface and an HDF5 interface will be supported natively. Similar to databases, DAOS
has support for transactions, that is, multiple operations can be batched in a single transaction,
which becomes immutable, durable and consistent once committed as an epoch. On the one hand,
this allows multiple processes to perform asynchronous write operations without having to worry
about consistency problems. On the other hand, read operations will always have a consistent
view because they are based on a committed (and thus immutable) epoch.

Conclusion
This survey takes a snapshot of the current storage landscape and accentuates the areas
that require more research in the future. Current co-design eﬀorts outline a plausible path to
exascale systems, but in the long term, the widening gap between computing and storage system
capabilities requires coordinated eﬀorts on multiple fronts. Fundamental research and funding
directed towards software and hardware storage technologies are required. On the hardware side,
NVRAM storage will likely transform how we build storage systems. On the one hand, NVRAM
can improve the capabilities to record large amounts of data at the pace required to be useful
for later analysis tasks. On the other hand, NVRAM can dramatically simplify storage systems,
which currently add complexity to every eﬀort for relatively modest performance improvements.
Hardware improvements alone will not ensure high-performance storage systems to keep
pace with the ever-increasing computational power. Applications and workloads, as well as data
centers, diﬀer, but as many hardware components cannot be operated economically for over five
years, hardware-specific optimizations in applications are only feasible to a limited extent. Applications typically have much longer lifetimes and, thus, research in software to come up with
convenient and portable interfaces is required. Approaches such as DAOS show that it is possible to oﬀer advanced and novel I/O interfaces without breaking backwards compatibility with
existing applications. By natively supporting established high-level interfaces such as HDF5, applications do not need to be ported if they are already making use of such an interface. Moreover,
additional information made available by high-level interfaces can be used for optimizing I/O
and data management decisions.
Currently, a large number of domain-specific solutions are in use due to diﬀering requirements
within each domain. Concentrating eﬀorts on providing eﬃcient and scalable solutions that are
generic enough to be used in multiple or all domains would allow reducing the fragmentation
we currently observe. This, however, is not a purely technical problem and would require broad
agreement across many domains. A more realistic goal would be to provide a solid base that
can be extended with relatively thin wrappers for each specific domain. For interfaces and data
formats, this has already happened in part with multiple domains (including high-energy physics
and climate science) basing their solutions on the established HDF5 format.
In addition, training activities for application developers but also programs to educate experts which will develop the next generation of storage systems and technologies are necessary.
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Data-driven sciences provide huge socio-economic benefits, but they are slowed down due to a
lack of experts, convenient software and suﬃciently powerful systems.
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