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Abstract

Large Language Models (LLMs) are powerful for question answering and conversational
assistance, but they remain limited by hallucinations, finite context windows, and weak
access to external or previously discussed information. Retrieval-Augmented Generation
(RAG) addresses part of this problem by grounding generation in retrieved documents,
yet conventional RAG pipelines often rely on a single retrieval space and provide only
limited support for conversational memory and heterogeneous knowledge sources.

This report presents the design and implementation of an Agentic Retrieval-Augmented
Generation (AgenticRAG) system that combines domain-specific retrieval agents with a
structured three-tier conversational memory architecture. The system organizes external
knowledge into specialized agent corpora, performs dense passage retrieval within each
agent, and uses retrieval-based scoring to rank candidate agents. Rather than fusing all
agents jointly, the orchestrator follows a sequential fallback strategy in which agents are
attempted in ranked order until an answer satisfies downstream verification. To sup-
port multi-turn interaction, the system integrates recent-window memory, summary-state
memory, and a long-term conversation store with hybrid dense and lexical retrieval. The
overall pipeline further includes query rewriting, context construction with explicit source
annotations, and a two-stage verification process designed to favor grounded answers and
abstain when evidence is insufficient.

The system is evaluated against lexical-only, dense-only, and single-agent baselines on
a mixed benchmark containing both standalone factual questions and short conversational
sequences. Results show that dense retrieval is a stronger foundation than lexical retrieval
alone, and that the full AgenticRAG configuration achieves the best overall accuracy
while maintaining perfect source-based retrieval metrics on the current benchmark. These
findings highlight the value of combining modular retrieval, hierarchical memory, and
explicit verification for grounded multi-turn question answering.

Keywords: Retrieval-Augmented Generation, Large Language Models, Multi-Agent
Systems, Conversational Memory, Dense Retrieval, Query Routing
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Context-Aware Agent Selection System for RAG-based Question-Answering across Multiple Datasets

1 Introduction

Large Language Models (LLMs) have recently achieved remarkable progress in natural
language processing tasks such as question answering, summarization, and conversational
assistance. These models are capable of generating coherent and contextually relevant text
across a wide range of domains. However, despite their impressive capabilities, LLMs ex-
hibit several fundamental limitations. In particular, they rely primarily on knowledge
acquired during training and often lack access to up-to-date or domain-specific informa-
tion. Furthermore, LLMs are prone to generating hallucinated or ungrounded responses
when asked about topics outside their training distribution. These limitations raise con-
cerns regarding the reliability and trustworthiness of LLM-based systems in real-world
applications.

Retrieval-Augmented Generation (RAG) has emerged as a promising approach to ad-
dress these challenges. In RAG-based systems, external knowledge sources are retrieved
at query time and incorporated into the model’s prompt, allowing the model to gener-
ate responses grounded in relevant documents. By combining retrieval mechanisms with
generative models, RAG systems can extend the knowledge available to the model be-
yond its training data and improve factual accuracy. Nevertheless, many existing RAG
implementations rely on relatively simple retrieval pipelines and treat knowledge sources
as a single unified index. Such approaches often struggle with heterogeneous knowledge
sources, conversational context management, and efficient query routing.

Another challenge arises from the conversational nature of many modern Al systems.
When users interact with a system across multiple turns, relevant information may be
distributed across previous dialogue history, summarized long-term memory, or exter-
nal document repositories. Efficiently managing and retrieving information across these
different sources requires structured memory architectures and intelligent decision mech-
anisms for selecting the most relevant context. Additionally, as RAG systems grow in
complexity and incorporate multiple knowledge domains, mechanisms for routing queries
to specialized knowledge agents become increasingly important.

This report addresses these challenges by exploring an Agentic Retrieval-Augmented
Generation (AgenticRAG) system that integrates multi-agent knowledge retrieval with
structured conversational memory management. The system combines lexical and se-
mantic retrieval methods and introduces a routing architecture that dynamically selects
the most relevant knowledge sources. Furthermore, a three-tier conversational memory
framework is used to balance short-term dialogue context with long-term knowledge stor-
age.

1.1 Motivation and Problem Statement

While RAG systems provide a mechanism for grounding LLM outputs in external knowl-
edge, several open challenges remain. First, many implementations rely exclusively on
either lexical or semantic retrieval, which may lead to incomplete or suboptimal docu-
ment selection. Second, traditional RAG pipelines often lack structured mechanisms for
handling conversational memory, leading to inefficient use of context windows and redun-
dant retrieval operations. Third, as knowledge bases grow in size and diversity, routing
queries to appropriate knowledge sources becomes increasingly complex.

These challenges motivate the need for a more modular and adaptive architecture
that can combine multiple retrieval strategies, manage conversational memory effectively,

Section 1 Ashutosh Kumar Jaiswal 1
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and dynamically route queries to specialized knowledge agents. Without such mecha-
nisms, RAG systems may suffer from reduced accuracy, inefficient resource utilization,
and limited scalability.

1.2 Objectives

The primary objective of this work is to design and implement an enhanced RAG-based
system that addresses the limitations of conventional retrieval pipelines. Specifically, the
goals of this project are:

e To design a modular RAG architecture capable of integrating multiple specialized
knowledge agents.

e To combine lexical and semantic retrieval techniques in order to improve the ro-
bustness of document retrieval.

e To develop a structured conversational memory architecture that supports efficient
retrieval of relevant dialogue context.

e To implement routing and query rewriting mechanisms that enable efficient selection
of the most relevant knowledge sources.

e To evaluate the effectiveness of the proposed architecture and analyze its advantages
and limitations.

1.3 Contributions

The main contributions of this work can be summarized as follows:

e The design and implementation of an AgenticRAG system that integrates multi-
agent retrieval with conversational memory management.

e A hybrid retrieval approach combining TF-IDF-based lexical retrieval with embedding-
based semantic retrieval.

e A three-tier conversational memory architecture consisting of buffer memory, sum-
mary memory, and vector memory.

e A routing and orchestration framework that dynamically selects relevant agents and
memory sources during query processing.

e An evaluation and analysis of the proposed system, providing insights into the design
trade-offs involved in building modular RAG-based Al assistants.

Outline of the Report: The remainder of this report is structured as follows. §2 intro-
duces the necessary background concepts and terminology, including Retrieval-Augmented
Generation (RAG), conversational memory architectures, and retrieval methods. §3
presents the proposed system design and methodology, describing the overall architecture,
agent orchestration, memory management mechanisms, and query routing strategies. §4
describes the experimental setup and evaluates the system using qualitative and quan-
titative metrics. §5 analyzes the results, discusses the contributions and limitations of
the proposed approach, and reflects on design trade-offs. Finally, §6 summarizes the key
findings of the report and outlines potential directions for future work.

Section 2 Ashutosh Kumar Jaiswal 2
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2 Background and Terminology

This section introduces the core concepts and terminology required to understand the
architecture and design decisions of the proposed system. In particular, it discusses
Retrieval-Augmented Generation (RAG), memory management in LLM-based systems,
agent-based architectures, document retrieval techniques, and relevant technical termi-
nology used throughout this report.

2.1 Retrieval-Augmented Generation (RAG)

Large Language Models (LLMs) generate text based on patterns learned during training.
While they are capable of producing fluent and contextually relevant responses, they do
not inherently have access to external knowledge sources beyond their training data. This
limitation can lead to outdated information, incomplete answers, or hallucinated content
[Ji-+23].

Retrieval-Augmented Generation (RAG) addresses this limitation by incorporating an
external retrieval step during inference. When a user submits a query, the system retrieves
relevant documents from a knowledge base and provides them as context to the language
model. The model then generates a response conditioned on both the user query and the
retrieved information. This architecture enables models to leverage external knowledge
while maintaining the generative capabilities of large language models [Lew--20].

2.2 Memory Management in LLM-based Systems

Conversational Al systems often require mechanisms to remember information across
multiple dialogue turns. However, LLMs are constrained by a limited context window,
meaning that only a fixed amount of text can be processed at once. As conversations grow
longer, earlier parts of the dialogue may be lost unless specialized memory mechanisms
are implemented.

Several memory management strategies have been proposed to address this limitation,
including storing recent dialogue history, summarizing older interactions, and embedding
past conversations for retrieval when needed [Wu+22a|. These techniques enable con-
versational systems to maintain coherence across long interactions while respecting the
constraints of the model’s context window.

2.3 AgenticRAG and Multi-Agent Systems

Recent developments in Al system design have explored agent-based architectures in which
multiple specialized components collaborate to solve complex tasks. In such systems,
individual agents may be responsible for planning, retrieval, reasoning, or verification.

Multi-agent approaches have been shown to improve problem-solving capabilities and
system modularity in LLM-based systems [Wan+24]. In the context of retrieval-augmented
generation, a multi-agent architecture can allow queries to be routed to specialized knowl-
edge agents, enabling more efficient handling of heterogeneous knowledge sources.

Section 2 Ashutosh Kumar Jaiswal 3
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2.4 Document Chunking (Trivial vs Semantic)

Most retrieval systems operate on smaller text segments rather than entire documents.
This process is known as document chunking. Dividing documents into smaller segments
increases retrieval granularity and improves the likelihood that relevant passages are re-
trieved.

Two common chunking strategies are used in practice. Fized-size chunking divides
documents into segments based on token or character counts, while semantic chunking
divides documents along meaningful boundaries such as paragraphs or sections. The de-
sign of chunking strategies plays an important role in the effectiveness of retrieval systems
and has been widely studied in open-domain question answering systems |Kar-+20].

2.5 Lexical vs Semantic Retrieval

Information retrieval systems typically rely on either lexical or semantic matching strate-
gies.

Lexical retrieval methods rely on term frequency statistics and exact keyword matches
between queries and documents. Classic approaches such as TF-IDF and BM25 have been
widely used in information retrieval systems and remain strong baselines for document
retrieval tasks [RZ09].

Semantic retrieval methods instead rely on neural embeddings that encode the se-
mantic meaning of text into dense vector representations. Documents and queries are
embedded into the same vector space, and similarity metrics such as cosine similarity are
used to retrieve relevant documents. Dense passage retrieval (DPR) is one prominent
approach that has demonstrated strong performance in open-domain question answering
tasks [Kar+-20].

Hybrid retrieval systems often combine lexical and semantic approaches to leverage
the strengths of both methods.

2.6 Conversational Memory: Three-Tier Architecture

To manage conversational context efficiently, hierarchical memory structures are often
used. Such architectures separate conversational information into multiple levels depend-
ing on how recently the information was used or how important it is to preserve.

A common design consists of three components: buffer memory for recent dialogue
turns, summary memory for compressed representations of older conversations, and vec-
tor memory for long-term storage of embedded information. These architectures enable
conversational systems to retain relevant information while minimizing token usage and
computational overhead [Par+23|.

2.7 Multi-Agent Routing based on Scores

When multiple knowledge agents or retrieval sources are available, the system must de-
termine which agents should handle a given query. Routing strategies typically rely on
scoring mechanisms derived from retrieval results.

For example, similarity scores between queries and retrieved documents can be used to
rank potential agents or knowledge sources. Agents associated with higher retrieval scores
are then prioritized during response generation. Score-based routing enables dynamic
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selection of relevant knowledge sources and improves efficiency in modular Al systems
[Wan+24].

2.8 Grounding, Verification, Abstention, and Faithfulness

Ensuring the reliability of generated responses is a major challenge in LLM-based sys-
tems. Several concepts are commonly used to describe desirable properties of trustworthy
language model outputs.

Grounding refers to ensuring that generated responses are supported by external evi-
dence or retrieved documents. Verification mechanisms attempt to assess whether gener-
ated statements are consistent with available evidence. Abstention refers to the system’s
ability to decline answering when insufficient evidence is available. Finally, faithfulness
describes the degree to which generated responses accurately reflect the content of the
retrieved documents without introducing unsupported information [Ji-+23].

2.9 Terminology

2.9.1 Hallucinations

Hallucinations refer to cases where a language model generates statements that appear
plausible but are not supported by the input context or external knowledge sources.
Hallucinations remain a major challenge for LLM-based systems and are one of the key
motivations for retrieval-augmented architectures [Ji+23].

2.9.2 Embeddings

Embeddings are dense vector representations of text generated by neural models. They en-
code semantic relationships between words, sentences, or documents in a high-dimensional
space, enabling similarity-based retrieval and clustering of textual information [RG19].

2.9.3 Context Window

The context window refers to the maximum amount of text that a language model can
process in a single inference step. Because this window is limited, systems must carefully
select which information to include when generating responses.

2.9.4 Tokens

Tokens are the basic units of text processed by language models. Depending on the
tokenizer, tokens may correspond to words, subwords, or characters. Model input length
and computational cost are typically measured in terms of token counts.

3 Methodology

This chapter describes the design and implementation of the proposed agentic Retrieval-
Augmented Generation (RAG) system. The objective of the project is to investigate
whether modular retrieval agents, hierarchical conversational memory, and post-generation
verification can improve robustness and controllability in multi-turn question answering.

Section 3 Ashutosh Kumar Jaiswal 5
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Retrieval-Augmented Generation has been shown to improve factuality in knowledge-
intensive tasks by combining parametric generation with non-parametric retrieval [Lew+20].
In contrast to a monolithic RAG architecture, the implemented system decomposes the
knowledge base into multiple domain-specific agents and combines them with a three-tier
memory architecture and a verification layer.

This chapter formalizes the routing mechanism, retrieval scoring functions, memory-
selection policy, and answer acceptance criteria, which is the core of the system.

3.1 System Overview

At a high level, the system processes each user query in six stages:

1. Memory-tier selection: The system decides which conversational memory tier is
sufficient to interpret the query.

2. Query rewriting: The original user query is optionally rewritten into a standalone
retrieval query.

3. Agent routing: All available agents are ranked according to a retrieval-based
routing score.

4. Chunk retrieval and context construction: The selected agent retrieves rele-
vant document chunks, which are filtered and assembled into a context window.

5. Answer generation: The language model produces an answer constrained to the
retrieved context.

6. Verification and acceptance: A verifier and rule-based evaluator determine
whether the answer is sufficiently grounded; otherwise the system falls back to
another agent or abstains.

This transforms the standard RAG pipeline into a retrieve-generate—verify architec-
ture with explicit control points for routing, memory usage, and failure handling. The
overall design is also consistent with the broader idea of modular and agent-based LLM
systems, where specialized components are coordinated rather than relying on a single
monolithic model workflow [Wan+24].

Section 3 Ashutosh Kumar Jaiswal 6
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User Query

Memory Router

Recent Window + Summary Recent + Summary +

Recent Window State Long-Term Memory Search

(Optional) Query Rewriting

Rewrite Sanitization

Agent Peek Scoring

Rank Candidate Agents

Chosen Agent Attempt

Dense Chunk Retrieval

Context Builder

LLM Answer Generation

Entailment Judge

Rule-Based Answer
Evaluator

Return Answer Return Abstention

Figure 1: End-to-end pipeline of the proposed AgenticRAG system. A user query is
first processed by a memory router, which selects the cheapest-sufficient conversational
memory tier (recent window, summary state, or long-term memory retrieval). The query
may optionally undergo rewriting and sanitization before retrieval-based agent routing.
Candidate agents are ranked using retrieval scores, and the selected agent performs dense
chunk retrieval over its domain-specific corpus. Retrieved chunks are assembled into a
context for LLM-based answer generation, followed by an entailment-style verification
and rule-based evaluation. If validation fails, the system falls back to the next candidate
agent; otherwise, a grounded answer is returned, or the system abstains if all attempts
fail. Color coding indicates functional modules: memory (green), query transformation
(orange), routing (purple), retrieval (blue), generation (pink), verification (yellow), and
outputs (neutral/blue for success, red for abstention).
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3.2 Knowledge Representation and Data Organization

The system operates on plain-text corpora organized into domain-specific directories.
Each valid subdirectory under the root data directory is treated as a separate knowledge
agent if it contains at least one .txt file. This design allows the overall knowledge space
to be partitioned into smaller and semantically coherent corpora.

Each document is segmented into retrievable chunks. The implementation uses a
paragraph-aware chunking strategy. First, a document is split into paragraphs using
blank-line boundaries. Long paragraphs are then split into sentence-level units. These
units are repacked into chunks of at most approximately 900 characters, with an overlap
of one unit between consecutive chunks to preserve local continuity. This results in se-
mantically coherent passages while avoiding excessively long retrieval units. Passage-level
retrieval is standard in open-domain QA because it typically provides a better balance
between precision and context sufficiency than full-document retrieval [Kar+20].

Each chunk is represented by a structured record:

e chunk_id: unique integer identifier,
e source_path: original file path,
e text: chunk content.

This representation supports both retrieval and source attribution.

‘ . kriowle:Tge Ba-se' . |
‘ } (Root Data Directory) |

I

Agent: Tech Agent: Animals Agent: Recipes

[N [N [N [N [N [N [N [N [N
TXT TXT TXT TXT TXT TXT TXT TXT TXT

Paragraph-aware chunking pipeline R T G

1_Paragraph Spiit

A 4,—’ Spiit on blankline boundaries —-| Chunk 1 H H
TXT ! \ \ > chunk_id: int
o

Chunk 2 Chunk 3 | ---------- Chunk Structure

2. Sentence Split source_path: original file path

Long paragraphs become sentence Jevel units | Chunk 4 Chunk 5 Chunk n text: chunk content

Representative file-level
processing *

3. Repacking
Pack units into chunks of < ~900 characters

¢

4. Overlap
Preserve 1 unit between consecutive chunks

Figure 2: Overview of knowledge representation and chunk construction. Each valid sub-
directory with at least one .txt file is treated as a separate knowledge agent. Documents
are segmented using a paragraph-aware chunking pipeline and stored as structured chunk
records containing chunk_id, source_path, and text, which support retrieval and source
attribution.
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3.3 Dense Retrieval over Agent Corpora

Each agent maintains its own dense retrieval index. Chunk embeddings are computed
using the Sentence-Transformers model all1-MinilM-L6-v2, which is based on Sentence-
BERT [RG19]. Let e(c) denote the embedding of chunk ¢ and e(g) the embedding of a
query q. Both vectors are normalized to unit length. The retrieval score is then computed
as

Sdense(qa C) = é(Q)Té(C)a (1)

where é(x) = %

Because both emtheddings are normalized, the dot product is equivalent to cosine
similarity. Dense passage retrieval has been shown to be effective for open-domain ques-
tion answering, particularly when retrieval is performed at passage level rather than full-
document level [Kar+20]. For a given query, each agent retrieves the top-k chunks ranked
by Sdense; With the default setting & = 5.

External document retrieval within each agent is implemented using dense retrieval
only. This design choice is motivated by the nature of the agent-specific corpora, which
consist of small, semantically coherent text collections where embedding-based similarity
is sufficient to capture relevant context. In such settings, lexical methods such as TF-IDF
provide limited additional benefit and may introduce noise due to sparse term distribu-
tions. In contrast, hybrid retrieval is applied in the long-term conversation memory, where
the data is more heterogeneous and unstructured, making the combination of semantic
and keyword-based retrieval more effective. This separation reflects a context-aware re-
trieval strategy, aligning the retrieval method with the characteristics of the underlying
data source.

3.4 Persistent Indexing and Cache Reuse

To reduce startup cost, each agent index is cached on disk. Cache invalidation is controlled
by a directory fingerprint computed from all text files in the agent directory. For each
file, the implementation records its relative path, modification timestamp, and file size.
The sorted sequence of these records is hashed using SHA-256 to obtain a fingerprint
value. If the fingerprint and embedding model name match the cached metadata, the
system reuses the existing chunk list and embedding matrix; otherwise the index is rebuilt.
This mechanism ensures consistency between the source documents and cached retrieval
structures without requiring expensive re-embedding on every run.

3.5 Three-Tier Conversational Memory

To support multi-turn interaction, the system implements a three-tier conversational
memory architecture.

3.5.1 Tier 1: Recent Window Memory

The first tier stores the most recent dialogue turns explicitly. In the current configuration,
the recent window contains up to 12 turns. This tier is optimized for short-range contex-
tual phenomena such as pronoun resolution, ellipsis, and immediate follow-up questions.

Section 3 Ashutosh Kumar Jaiswal 9
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3.5.2 Tier 2: Summary State Memory

The second tier stores a running summary of the conversation. After each user-assistant
turn, the language model updates this summary under explicit constraints: it should
remain compact, factual, and focused on stable preferences, key entities, decisions, and
open threads. This idea is consistent with the broader motivation of memory-augmented
architectures that attempt to preserve useful information beyond a fixed local context
window [Wu+22a].

3.5.3 Tier 3: Long-Term Conversation Store

The third tier stores all past turns in persistent memory and supports searchable recall.
Unlike the external agent corpora, this memory uses hybrid retrieval. Each stored turn
is indexed both as a dense embedding and as a TF-IDF vector with unigram and bi-
gram features. Let Syec(q,d) denote cosine similarity between dense embeddings and let
staar(q, d) denote cosine similarity in TF-IDF space. The hybrid score is computed as

Shybrid(qa d) = Q- SV€C(Q7 d) + (1 - Cl{) ' Stﬁdf(Qa d)7 (2)

where o = 0.6 in the current implementation.

The choice to combine semantic and lexical matching is supported by classical and
neural IR literature: sparse lexical methods remain strong for exact term matching [RZ09],
while dense and sparse signals are often complementary in retrieval systems [Lua+21]. In
the present system, this hybrid strategy is applied only to persistent conversation memory,
not to the external document corpora.

3.6 Memory Routing and the Cheapest-Sufficient Context Rule

The system implements a heuristic memory-selection policy referred to as the cheapest-
sufficient context rule. The goal is not to search all memory sources indiscriminately, but
to select the cheapest memory tier that is sufficient to interpret the user query. This idea
is consistent with retrieval-augmented conversational systems in which extended retrieval
is invoked only when the local context is insufficient [Shu+-21].

In the implementation, this decision is made by the MemoryRouter. The router is
prompted to choose one of three tiers:

e Tier 1: Recent window only
e Tier 2: Recent window together with summary memory
e Tier 3: Long-term retrieval over conversation history

The policy is operationalized as follows:

1. Use Tier 1 if the query clearly refers to recent turns using deictic or referential
expressions such as “that,” “it,” “as you said,” or “what about that one.”

2. Use Tier 2 for self-contained factual or domain questions that do not require long-
term retrieval. In this case, recent and summarized memory are still provided as
auxiliary context for robustness (e.g., for disambiguation or user preferences), but
are not required as primary information sources for answering the query.

Section 3 Ashutosh Kumar Jaiswal 10
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3. Use Tier 3 only if exact older conversational details are needed and are unlikely to
be preserved in the recent window or summary.

The router output is further constrained by heuristic guardrails. In particular, queries
containing clear pronoun-based references are deterministically routed to Tier 1 in order
to support short-range coreference resolution. Conversely, if the LLM selects Tier 1 for a
query that looks like a self-contained factual question and does not contain clear recent-
reference markers, the decision is overridden to Tier 2. This prevents recent-window bias
for standalone factual questions.

Thus, the cheapest-sufficient context rule is not implemented as a single numerical
threshold. Instead, it is implemented as a prompt-guided tier classifier combined with
deterministic heuristic overrides. More precisely, the notion of “cheapest” refers to a fixed
priority ordering over memory tiers rather than to an explicitly optimized cost function.

3.7 Query Rewriting

After memory-tier selection, the query is optionally rewritten into a standalone retrieval
query. The goal is to resolve references while preserving the semantic intent of the original
question. Conversational query rewriting has become an established method for trans-
forming context-dependent user questions into standalone retrieval queries, especially in
multi-turn information access settings [Wu+22b|. In the implementation, this rewriting
stage is hybrid rather than purely LLM-based: simple referential follow-ups may first be
rewritten by deterministic heuristics, while an LLM-based rewrite is used only when such
heuristics are insufficient. The rewriting prompt imposes several hard constraints:

e return exactly one line,

preserve all important keywords from the user query,
e avoid generalization,

e use conversation memory only for reference resolution,
e do not invent facts.

If a heuristic rewrite already resolves the query adequately, the LLM rewriting step is
skipped.

To reduce topic drift, the rewritten query is passed through a sanitization step. Let
T(q) be the set of normalized content terms in the original query and 7'(¢') the set of
content terms in the rewritten candidate. The sanitization step computes the overlap

overlap(q,¢') = |T(q) N T(¢)|. (3)

If the best candidate rewrite has zero overlap with the original query terms, the system
discards the rewrite and falls back to the original query. Additional guardrails also reject
rewrites that drop too much of the original query content or introduce unsupported new
terms. These checks act as practical safeguards against destructive query reformulation.

Section 3 Ashutosh Kumar Jaiswal 11



Context-Aware Agent Selection System for RAG-based Question-Answering across Multiple Datasets

3.8 Retrieval-Based Agent Routing

After query rewriting, the orchestrator ranks all available agents using a lightweight
retrieval-based routing score. For each agent a, let C, denote the set of chunks in that
agent’s corpus. The routing score is defined as

R(a,q) = ICH%X Sdense (5 €), (4)
that is, the highest dense retrieval score returned by that agent for the current query.
Agents are then sorted in descending order of R(a,q) and attempted sequentially rather
than in parallel, following a sequential fallback strategy: the highest-ranked agent is tried
first, with up to three additional agents attempted if the answer fails downstream evalu-
ation. Routing is based on retrieval scores rather than a separate planning module, and
agents are not combined to produce a single fused answer.

3.9 Context Construction

Once an agent is selected, the retrieved chunks are filtered and assembled into a context
window. Let Ry (g, a) be the top-k retrieved chunks for query ¢ from agent a. A chunk ¢
is included in the final context only if

3dense<q> C) Z T, (5)

where 7 = 0.15 is the minimum retrieval score in the current implementation.
The context is built incrementally by concatenating chunk texts together with source
metadata of the form

[SOURCE: path | CHUNK_ID: id | SCORE: score]

until an approximate budget of 1500 tokens is reached. In practice, the implementation
uses a character-based approximation for this budget. This explicit source annotation
serves two purposes: it improves answer transparency and provides structured evidence
for the later verification stage.

3.10 Answer Generation

The answer generation stage uses the Ollama-served 11ama3:8b model. The generation
prompt is explicitly restrictive: the model is instructed to answer the question using only
the provided context and to treat conversation memory as reference-resolution support
rather than factual evidence. This design follows the core motivation of RAG systems,
namely to ground generation in retrieved evidence rather than relying solely on parametric
memory [Lew-+20].

If the retrieved context does not explicitly support the answer, the model is instructed
to output the abstention:

FINAL_ANSWER: I don’t know based on the provided documents.

This design choice is motivated by the broader problem of hallucination in large lan-
guage models and by prior evidence that retrieval augmentation can reduce unsupported
generation in conversational settings [Ji+23; Shu+21].
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3.11 Verification and Answer Acceptance

A major design goal of the system is to reduce unsupported generation. For this reason,
answer generation is followed by a two-stage acceptance procedure.

3.11.1 Entailment-Style Verification

First, the generated answer is checked by a strict verifier. The verifier receives the user
question, the retrieved context, and the model output, and must decide whether the
answer is explicitly supported by the retrieved context. The verifier is instructed that:

e the retrieved context is the only admissible source of facts,

e absence of evidence must not be treated as evidence of absence,
e negative claims require explicit support,

e abstentions are allowed.

This is effectively a lightweight entailment gate over the generated answer and is
directly motivated by the general problem of hallucination and ungrounded generation in
LLMs [Ji+23].

3.11.2 Rule-Based Evaluator

Second, the AnswerEvaluator applies deterministic acceptance criteria. Let y be the
generated answer and let Sp,.« denote the highest retrieval score among retrieved chunks.
The answer is accepted only if all of the following conditions hold:

1. the verifier did not reject the answer,

2. the retrieval stage did not flag low confidence,

3. Smax > 0.15,

4. sources are present unless the answer is an abstention,

5. the number of missing key query terms does not exceed 3.

For abstentions, stricter relevance constraints apply. An abstention is accepted only
if:

1. Shax > 0.30, and
2. the retrieved context still covers at least part of the query vocabulary.

For non-abstaining answers, any remaining missing query terms in the evidence lead
to rejection. The final system decision therefore depends not only on fluency or retrieval
score, but also on explicit evidence coverage. In this sense, the proposed architecture is
better characterized as a retrieve—generate—verify pipeline than as a simple retrieve—then—
generate system.
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3.12 Sequential Multi-Agent Fallback

If an answer fails verification or evaluation, the system does not immediately return failure.
Instead, the orchestrator tries the next-highest-ranked agent. This process continues up
to a maximum of three attempts.

If all attempts fail, the system returns an abstention rather than an unsupported
answer. This design choice is important for trustworthiness: the system is intentionally
optimized to prefer explicit failure over hallucinated success.

3.13 Implementation Parameters

Table 1 summarizes the main implementation settings used in the system.

Table 1: Key implementation parameters of the proposed system
Value / Setting

all-MiniLM-L6-v2

Parameter

Document embedding model

Generation model

Top-k retrieval per agent
Minimum chunk score 7
Abstention relevance threshold
Chunk size

Chunk overlap

Recent memory size

Long-term memory hybrid weight
@

Long-term memory lexical model
Maximum agent attempts
Approximate context budget
Persistent memory directory
Agent cache directory

1lama3:8b via Ollama
)

0.15

0.30

approx. 900 characters
1 unit

12 turns

0.6

TF-IDF, unigrams + bigrams
3

1500 tokens

. CONnV_memory
.rag_cache/<model>

4 Evaluation and Results

This section evaluates the proposed AgenticRAG system and compares it against three
implemented baseline configurations. The goal of the evaluation is not only to measure
final answer quality, but also to separate the effects of retrieval strategy, corpus modu-
larization, and conversational context handling. To achieve this, the system is evaluated
in four modes: dense retrieval only, lexical retrieval only, single-agent RAG, and the full
multi-agent system. The comparison is therefore ablation-style: it isolates the contribu-
tion of semantic retrieval, lexical retrieval, agent-based corpus partitioning, and multi-turn
orchestration.
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4.1 Experimental Setup

4.1.1 Knowledge Base and Task Setting

The evaluation was conducted on a controlled synthetic knowledge base consisting of
several domain-specific document collections. The corpus is organized into separate folders
representing the domains animals, technology, food, and space. In the full system, these
folders correspond to specialized retrieval agents. Each domain contains multiple short
factual documents written in natural language and designed to support grounded question
answering.

This setup was chosen deliberately. A controlled corpus makes it possible to inspect
failures at a fine-grained level and to determine whether an error originates primarily from
retrieval, routing, memory handling, or answer generation. Although the collection is
much smaller than a real-world open-domain benchmark, it is well suited for architectural
analysis, debugging, and ablation experiments.

4.1.2 Evaluation Queries

The evaluation uses a manually constructed mixed benchmark that contains both stan-
dalone factual questions and short multi-turn conversation sequences. The benchmark
explicitly tests both ordinary document-grounded question answering and the system’s
conversational memory mechanisms.

The benchmark covers several types of information needs:

e Direct factual queries, e.g., asking for a specific property, definition, or capability.
e Paraphrased queries, where the wording differs from the source documents.

e Comparative queries, which test whether the system can retrieve and synthesize
evidence from multiple relevant documents within a single routed agent, such as
CPUs vs. GPUs or cats vs. dogs.

e Conversational follow-up queries, which depend on information introduced in
earlier turns of the same conversation.

For each evaluation item, the benchmark provides:
® a user query,

e a set of expected answer keywords, and

e one or more relevant source documents.

Conversational items are additionally grouped into conversation chains by conversation
identifiers. In the final benchmark, the evaluation comprises a total of 44 items: 32
standalone factual queries and 12 conversational turns distributed across short multi-turn
sequences.
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4.1.3 Evaluation Pipeline

A custom evaluation script was used to run the same benchmark against all system vari-
ants. The updated script supports both single-turn and multi-turn evaluation within the
same evaluation file. Standalone items are evaluated independently, while conversation-
linked items are processed in sequence with memory preserved across turns inside the
same conversation and reset between different conversations.

For every query or conversation turn, the script stores the generated answer, retrieved
and selected sources, retrieval scores, latency, and debugging information. After pro-
cessing the full benchmark, aggregate metrics are computed over all evaluated items. In
addition, the updated pipeline reports separate accuracies for factual single-turn items
and conversational multi-turn items. This makes it possible to analyze whether a sys-
tem variant is strong only on isolated factual retrieval or also robust under multi-turn
conversational conditions.

In the current version of the evaluation, the following four modes are executed:

e Dense Retrieval Only: embedding-based retrieval without lexical scoring.
e Lexical Retrieval Only: TF-IDF-based retrieval without semantic embeddings.

e Single-Agent RAG: one unified retrieval index over the full corpus, without agent-
based routing.

e Full System: the complete multi-agent AgenticRAG configuration with retrieval-
based routing, dense-only retrieval inside agents, and hybrid retrieval only in long-
term conversational memory.

This design allows the contribution of semantic retrieval, lexical retrieval, corpus mod-
ularization, and conversation-aware orchestration to be examined more precisely.

4.1.4 Evaluation Metrics
The following metrics are used:

e Average Accuracy: a keyword-based answer score, computed as the proportion
of expected keywords appearing in the generated answer.

e Source Attribution: overlap between the system’s returned source documents
and the annotated relevant sources.

e Retrieval Hit Rate: proportion of evaluation items for which at least one relevant
source was retrieved in the selected context.

e Retrieval Recall: proportion of annotated relevant sources that appear in the
selected retrieval context.

e Selected Source Score: overlap between the final selected sources and the anno-
tated relevant sources.

e Average Latency: average time per evaluated item in seconds.

These metrics intentionally separate answer quality from retrieval behavior. This
distinction is important, because correct retrieval does not necessarily imply a correct
final answer. Conversely, a partially correct answer may still reflect imperfect retrieval,
context construction, or evidence use during generation.
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4.1.5 Interpretation of the Metrics

The answer accuracy metric is intentionally lightweight: it measures lexical overlap with
expected keywords rather than full semantic equivalence. For this reason, it should be
interpreted primarily as a comparative indicator across system variants rather than as
an absolute measure of factual correctness. Source-based metrics complement this by
measuring whether the system actually selected evidence from the intended documents.

In the evaluation, these metrics should be interpreted jointly. For example, high re-
trieval recall together with lower answer accuracy may indicate that relevant evidence was
present but not used effectively during generation. Similarly, a drop in conversational per-
formance relative to factual performance suggests weaknesses in memory routing, follow-
up handling, or query rewriting rather than in retrieval alone.

4.1.6 Limitations of the Evaluation

The evaluation remains limited in several respects. First, the corpus is synthetic and
relatively small, which limits external validity. Second, the answer accuracy metric is
based on keyword overlap and therefore underestimates semantically correct but lexically
different responses. Third, although the benchmark includes conversational sequences,
these interactions remain short and controlled rather than fully naturalistic dialogues.
Fourth, the system depends on an external LLM for routing, query rewriting, answer
generation, summarization, and verification, which can still introduce some variability
despite deterministic decoding settings.

Nevertheless, the setup is appropriate for the present work. It is aligned with the
architecture, and it makes it possible to evaluate not only retrieval and answer generation,
but also the contribution of the system’s conversational memory mechanisms.

4.2 Quantitative Results

Table 2 summarizes the aggregate results for all four evaluated modes on the mixed
benchmark.

System Acc. Source Attr. Hit Rate Recall Sel. Src. Latency (s)
Dense only  0.879 1.000 1.000 1.000 1.000 9.864
Lexical only  0.784 0.886 0.909 0.909 0.909 10.273
Single-Agent 0.879 1.000 1.000 1.000 1.000 9.976
Full System  0.902 1.000 1.000 1.000 1.000 9.888

Table 2: Aggregate results for the four evaluated system modes on the mixed factual and
conversational benchmark.

Because the benchmark explicitly contains both standalone and conversation-linked
items, Table 3 additionally reports the accuracy split between factual single-turn items
and conversational turns.
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System Factual Accuracy Conversational Accuracy
Dense only 0.896 0.833
Lexical only 0.844 0.625
Single-Agent 0.927 0.750
Full System 0.927 0.833

Table 3: Accuracy split between factual single-turn items (32 queries) and conversational
multi-turn items (12 turns).

Several observations emerge from these results.

First, dense retrieval is consistently stronger than lexical retrieval on this
benchmark. All dense-based configurations outperform the lexical-only baseline in over-
all accuracy, and the gap is most visible on conversational turns. Dense-only retrieval
reaches 0.879 overall accuracy, compared with 0.784 for lexical-only retrieval. On conver-
sational items, lexical-only drops to 0.625, whereas dense-only reaches 0.833. This indi-
cates that semantic retrieval is more robust than pure TF-IDF matching when queries
are paraphrased, reformulated across turns, or depend on implicit conversational reference
rather than direct keyword overlap.

Second, the single-agent baseline remains highly competitive on factual
single-turn questions. It matches the full system on factual accuracy at 0.927 and also
achieves perfect source attribution and retrieval-oriented metrics on the current bench-
mark. This suggests that, for a relatively small and controlled corpus, a unified retrieval
space is often sufficient to recover the correct supporting evidence for self-contained fac-
tual questions. However, its conversational accuracy drops to 0.750, lower than both
dense-only and the full system. This indicates that a single global index is less robust
once follow-up interpretation and context handling become more important.

Third, the full AgenticRAG system achieves the strongest overall perfor-
mance. [t reaches the highest average accuracy at 0.902 while also maintaining perfect
source attribution, hit rate, recall, and selected-source score on the present benchmark.
Its latency remains close to the other dense-based configurations at 9.888 seconds per
item, indicating that the performance gain does not come with a substantial runtime
penalty. On factual items, it matches the single-agent baseline at 0.927, while on conver-
sational items it reaches 0.833, clearly outperforming lexical-only retrieval and improving
over the single-agent setting. Taken together, this suggests that the final architecture
benefits from the combination of retrieval-based routing, dense retrieval over semantically
coherent agent corpora, and explicit conversational memory handling.

Finally, the lexical-only baseline is the weakest configuration across all major
dimensions. It performs worst overall, worst on factual items, and worst on conversa-
tional items, and it is the only setup that does not achieve perfect source-based metrics.
This suggests that the benchmark contains enough paraphrase, reformulation, and multi-
turn dependency to expose the limitations of exact-term matching alone.

4.3 Qualitative Interpretation of Failure Patterns

Although the aggregate results are strong, the benchmark still reveals several useful ten-
dencies.
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4.3.1 Lexical Fragility

The lexical-only baseline is most vulnerable to wording variation. Conversational follow-
ups often omit the original entity mention or reformulate the question semantically, which
makes exact-term matching less reliable than dense retrieval.

4.3.2 Conversational Sensitivity

All system variants perform slightly worse on conversational turns than on standalone
factual queries. This indicates that multi-turn reasoning remains more difficult than
direct factual lookup, even when recent memory, summary memory, long-term retrieval,
and query rewriting are available.

4.3.3 Retrieval Near Ceiling

For dense-only, single-agent, and full-system evaluation, source attribution and retrieval-
oriented metrics reach ceiling on the current benchmark. This suggests that retrieval
itself is no longer the main bottleneck for these stronger configurations. The remaining
differences are better interpreted as differences in how effectively retrieved evidence is
used during answer generation.

5 Discussion

The experiments show that the proposed architecture is effective, but they also clarify
where its benefit actually lies. The full system does not outperform the baselines simply
because it retrieves more evidence. On the present benchmark, the stronger configurations
already retrieve the correct sources almost perfectly. The difference is instead in how
retrieval is coordinated with routing and conversational context handling.

This is important for interpreting the role of the architectural components. Dense
retrieval appears to be the strongest retrieval foundation for semantically coherent agent
corpora, while lexical retrieval is best treated as a baseline rather than the main retrieval
strategy. The results therefore support the implemented design choice to use dense re-
trieval inside agents and reserve hybrid retrieval for long-term conversational memory.

The single-agent baseline helps clarify the role of modularization. On factual single-
turn queries, it performs nearly as well as the full system, which shows that a unified
retrieval space is not inherently weak on a small corpus. However, its lower conversa-
tional accuracy suggests that agent-based partitioning becomes more useful once retrieval
must be coordinated with memory and follow-up interpretation. The value of the full
architecture is therefore not simply better retrieval in general, but better structured han-
dling of multi-turn grounded question answering.

At the same time, the results should not be overstated. The benchmark is still small,
synthetic, and relatively cleanly separated by domain. Several source-based metrics al-
ready reach ceiling for the stronger configurations. This means the current evaluation
is well suited for controlled architectural analysis, but it is not sufficient to claim broad
superiority in more realistic settings.

The main remaining limitations follow directly from this point. The benchmark should
be expanded with more diverse paraphrases, harder distractors, longer conversational
chains, and more adversarial routing cases. In addition, the current answer metric is
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based on keyword overlap, which makes it easy to automate but also insensitive to se-
mantically correct alternative wording. Future work could therefore combine the current
benchmark with more semantically informed evaluation. Another natural extension would
be controlled cross-agent evidence fusion, since the current system still selects one routed
agent at a time rather than synthesizing evidence jointly across multiple agents.

Overall, the work demonstrates that modular retrieval, structured memory, and verifi-
cation can be combined into a coherent and interpretable RAG architecture. The results
suggest that this added structure is most beneficial when the task includes conversational
dependency rather than only isolated factual lookup.

6 Conclusion

This work presented an AgenticRAG system that combines domain-specific retrieval
agents, a three-tier conversational memory architecture, retrieval-based routing, query
rewriting, and answer verification in a grounded question-answering pipeline. The evalu-
ation showed that the full system achieves the strongest overall performance on the current
benchmark and that dense retrieval is a stronger foundation than lexical retrieval alone.
At the same time, the experiments also show that the benchmark is relatively small and
controlled, so the main contribution of the work is not a claim of universal superiority,
but the demonstration of a coherent architecture for grounded factual and conversational
question answering. Future work should focus on larger and more difficult benchmarks,
stronger semantic evaluation, and possible extensions toward cross-agent evidence fusion.
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