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Abstract

As High-Performance Computing (HPC) and scientific applications become increasingly
data-intensive, providing efficient I1/O infrastructure to researchers has become an essen-
tial challenge. To identify performance bottlenecks and optimize resources, application-
agnostic and extendable monitoring is necessary.

While the previous FUSE-based tool, IOFS, could already be used for I/O monitor-
ing, it was architecturally constrained by a push-based model incompatible with modern
Prometheus-based pulling systems. Furthermore, as common in research-oriented soft-
ware, the codebase accumulated code debt over years. This is mainly a problem, as IOFS
does not have clear module boundaries, requiring all researchers to change the file system
core.

This report presents IOFS-NG, a modern C++ re-architecture of the FUSE file system.
Not being restricted by C, it utilizes RAII-based profiling to safely and automatically track
I/O operations, and stateless variadic lambdas to bridge the low-level FUSE callback
struct into a fully object-oriented architecture.

To separate core file system stability from experimental research, IOFS-NG introduces
a highly performant, language-agnostic plugin architecture based on the C ABI and dy-
namic linking (d1sym(3)). This architecture provides a clean developer experience for
plugin authors while remaining strictly safe from ABI misuse by the core daemon. It
includes exemplary base plugins utilizing lock-free atomics, providing thread-safe IOFS-
equivalent plugins without degrading concurrent I/0O performance. Inherent architectural
trade-offs, most notably balancing zero-cost execution against the lack of strict memory
isolation, are shown as part of the architecture.

The system’s correctness and reliability are guaranteed through a custom, fully au-
tomated E2E Python testing framework. The test cases validate POSIX compliance via
direct syscalls from C, test Prometheus output correctness, and stress-test the file system
using a highly parallelized real-world workload by cloning and building the Linux kernel.

To summarize, IOFS-NG successfully provides a modernized, high-performance, mod-
ular architecture to support both administrators and researchers in monitoring and eval-
uating the I/O of their workloads.
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1 Introduction

1.1 Motivation

For now over 20 years, the challenges of application performance furthermore shifted
from compute-intensive to data-intensive applications. This shift was first experienced by
classical web applications; first with MapReduce[l] / GFS|2| and its open-soure reimple-
mentation Hadoop[3] in the mid 2000s, and NoSQL databases such as DynamoDB[4, 5]
in the late 2000s. Classical application software transitioned to cloud-hosted Software as
a Service (SaaS), such as browser-focused GMail! in 2004 and Google Docs? in 2006.

But beyond typical applications moving to data-intensive, centralized hosting, scien-
tific applications became more data-driven|6|. Classical HPC simulations rely on more
data-driven machine learning|7, 8, 9, 10|. Furthermore, with the rise of new deep-learning
methods and especially the modern advances in Large Language Models (LLMs) around
reasoning|11|, open-weights|12], and context length[13], as well as the popularization
of streaming technologies such as Kafka|l4|, even classically deterministic, consumer-
oriented applications rely on large-scale HPC for daily operations|15, 16, 17, 18]. Com-
bining that influx of new HPC usage with the already existing evolution in computational
sciences, it becomes obvious that Input / Output (I/O) becomes one of the most impor-
tant bottlenecks of the current HPC ecosystem.

A good way to monitor, and thus later analyze the I/O access patterns, is using
Filesystem in Userspace (FUSE)[19, 20] to develop a custom file system layer that inter-
cepts all application 1/O. Using a file system has several advantages: First, it can be
transparently provided to cluster users, not requiring any cooperation or even awareness.
Furthermore, it does not need to make any assumptions of, or changes to, the application
program; thus it is a language-agnostic approach that works with closed-source commer-
cial software and custom build chains. Using FUSE over in-kernel file systems allows for
a clear separation of researcher-written and potentially insecure code, reducing the risk
of deploying the file system on a production cluster.

For that use case, the IOFS file system|21| was developed in 2019, based on the
passthrough.c libfuse code[22]. It tracks all I/O, accumulates it and generates his-
tograms, and then regularly sends it an Elasticsearch instance, which is usable as a
Grafana data source|23]. This way, IOFS can provide the data for a centralized view
of the whole cluster.

Unfortunately, for our operations at GWDG, IOFS is insufficient. This stems from
two big problems:

Push/Pull Paradigm: Nowadays, many Grafana-based monitoring setups use Prometheus
as a data source|24], which through its pull-oriented paradigm is architecturally incompat-
ible with the push-oriented paradigm of classical Time Series Databases (TSDBs). Thus,
the metrics collection and sending part would have to be completely rewritten.

Code Debt: Due to this being an exploratory, research-oriented codebase, it accumu-
lated a lot of code debt over time. The code debt can be split into four parts:

"https://mail.google.com/mail/, accessed 25.03.2026
’https://docs.google.com/, accessed 25.03.2026
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1. Inconsistent: The elasticsearch.c contains all InfluxDB, functions have in-
consistent namings. Elasticsearch output contains less information than InfluxDB
output. Furthermore, while InfluxDB uses cURL, the Elasticsearch implementation
directly uses UNIX sockets and manually writes out and “parses” HTTP by hand.

2. Fragile: IOFS is hardcoded to be built with -00 -g3 and doesn’t work if you pass
in relative paths via argv. Elasticsearch JSON is manually concatenated. IOFS
contains C macros that look like function calls but add local state to your function
(antipattern), and setup.h contains non-static function implementations?, thus vi-
olating the One Definition Rule (ODR) once included in two compilation units. All
code is thread unsafe (although by design to avoid atomics/locking overhead).

3. Hard to Refactor: No clear abstraction bounds between collections, to the point
that the data collection code, all data sending code, and the monitoring main loop
share one translation unit.

4. Deprecated: It (optionally) relies on 1ibulockmgr, which is officially obsolete and
was removed in FUSE3%[25|. Additionally, it requires a lot of ifdef configuration,
which can be streamlined.

There are also a lot of opportunities in providing a clean recode.

First, all pull-based monitoring systems I am aware of use a Prometheus-compatible

format|26, 27, 28|, making it a de facto standard that’s easy to target.

Additionally, it would make sense to have it in a more modular format, as not all
researchers need all features. This is especially important as the more logging, the worse
the performance. In particular, IOFS should be running as unintrusive as possible to
minimize change to low-level characteristics such as CPU/TLS evictions. Furthermore, a
researcher might suffice with a “dirty” plugin if isolated from the more rigorously developed
core codebase. Moreover, if a researcher is not sufficient enough in C/C++, they could
still write plugins by targeting the C Foreign Function Interface (FFI) in their language
of choice. If the core would be properly isolated, the researcher does not even need an
understanding of whole codebase and details on FUSE internals to do their research!

This is well exemplified by the last change: A PhD student required a log of all 1/O
operations. Under time constraints, I hacked it in eagerly, by manually writing out and
flushing each 1/0O entry into a CSV file, which absolutely degraded performance. Now
that change is part of the global codebase, and while it is hidden behind a CLI flag, overall
performance is easily degraded by careless IOFS usage.

1.2 Goals and Contributions

The main goal is to redevelop a new alternative to IOFS called IOFS-NGJ29]. IOFS-NG
should support a pull-based monitoring system. Furthermore, it should be designed so
that it is easily extendable for new research, providing a solid framework for I/O research,
isolating the researchers code from the program code. Additionally, it should provide suf-
ficient tooling (such as automated testing, style guidelines, and performance benchmarks)
to increase the likelihood of other research groups adapting it.

From those goals, the following contributions were made:
e Redevelopment of the IOFS core code from C89 to modern C++.

3Even without an include guard!
4JOFS officially targets FUSE3

Section 1 Lars Quentin 2



IOFS-NG: A modular FUSE file system for I/O research and monitoring

e Porting IOFS from a push-based system to a pull-based, Prometheus-compatible
one.

e Design of a language-agnostic, high-performant plugin system using dlsym(3), in-
cluding a stand-alone tutorial published on my blog[30].

e Automatic End-To-End (E2E) validation testing using real-life, highly-concurrent
workload.

e Extensive performance evaluation of different IOFS and IOFS-NG configurations.

1.3 Structure

In Section 2, FUSE and the typical on-premise metric monitoring architecture will be
first introduced. After that, the high-level architecture of IOFS-NG is shown in Section 3,
before diving into the technical implementation in Section 4, including its shortcoming and
all provided (but fully optional) core plugins. Then, Section 5 covers first the validation
covered by the newly developed E2E testing framework. Finally, Section 6 concludes by
summarizing the achievements and showing the next future work ahead.

2 Background

2.1 FUSE

Filesystem in Userspace (FUSE)[19] is a software interface to develop full file systems
solely in user space, without editing kernel code. Additionally, it allowed non-privileged
users to spawn their own file systems. While initially developed for Linux, nowadays
it is also available for MacOS|31]| and other unixoid systems[32|. Currently, it powers
real on-disk file systems such as NTFS-3G|33], layered file systems such as EncFS|[34] or
gocryptfs[35], and virtual file systems such as SSHFS[36] and google-drive-ocamlfuse[37].

The architecture of FUSE can be split into three parts: First, the fuse.ko kernel
module, which registers as a Linux kernel module, but is only there to provide an interface
for the client code. Second, the libfuse library which provides a C API and handles
the communication with the kernel. Third, the user-written file system that actually
implements the operations such as read(), write(), or metadata operations such as
chmod ().

‘/h:I[o /tmp/fuse

Is -1 /tmp/fuse

o

libfuse J

C e [])i i libc
Userspace

Kernel [ FUSE |

NFS

—/

VFS

Ext3

Figure 1: A flow-chart diagram on how FUSE works|38].
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When Linux userspace code does an operation on a FUSE file system, it first goes
through the normal VFS, being dispatched to the FUSE kernel module, which then redi-
rects it into the FUSE queue, which is exposed to userspace via /dev/fuse. The libfuse
library in user space can then parse that request, call the user-provided function, and
return the result back through the same way.

Using FUSE has many advantages, which can be divided nto two categories:

1. Safety: If the file system code crashes, it doesn’t create a kernel panic and thus
crash the whole kernel. It only crashes the application program (and makes this
specific file system fail). Additionally, as it does not share a memory space with the
kernel, it cannot accidentally corrupt kernel memory through out-of-bounds bugs.

2. Ease of Development: It can be written in other languages other than C, includ-
ing high-level languages like Python or Go using their libfuse bindings|39, 40].
Additionally, even if written in C, it does not have the typical kernel space restric-
tions such as limited stack space, no floating point operations, and no C standard
library. No full kernel recompilation is required. Additionally, for more complicated
virtual file systems, high-level libraries such as HT'TP API wrappers can be easily
included.

Unfortunately, it also has disadvantages. The main disadvantage is the overhead

incurred by FUSE. Due to the context switches between user space and kernel space, it
will be slower than native kernel file systems such as ext4[41].

2.2 On-Premise Monitoring Architecture

Most on-premise (metric-oriented, not logging-oriented) monitoring architectures follow
a 3-layer architecture: (On-Node) Collection, Aggregation, and Visualization.

e On-Node Collection: All telemetry is gathered by daemons directly installed on
the compute nodes, following either a centralized or decentralized collection approach

— Centralized: Tools like Telegraf|42| provide a very extendable plugin API
that collect all application-specific metrics, which are then sent to the TSDB
as one big request.

— Decentralized: With modern monitoring systems such as Prometheus each
tool provides its own metrics endpoint. For example, the node_exporter|43]
exposes only its hardware metrics while a Nextcloud application runinng on it
would exports its own metrics[44].

e Aggregation: The collected data is transferred to a central database. Usually,
TSDBs are used, as they are optimized for storing sequences of values and querying
continuous subsets of them.

e Visualization: Lastly, the data sources are interactively streamed and rendered
into human-readable, low-code dashboards. For on-premise monitoring, Grafana is
the clear market leader, being the most-complete on premise solution according to
Gartner|45].

While Grafana supports many different data sources[46], they can be divided into two
categories:

e Push-oriented (e.g. InfluxDB): Here, the TSDB provides an HTTP endpoint.
Each of the nodes sends (pushes) the data as they see fit. The advantages are that
its easier to program (as the client can decide whenever its ready), and easier in
case of a firewall between client and server.

e Pull-oriented (e.g. Prometheus): Here, each node itself exposes HT'TP end-

Section 2 Lars Quentin 4
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points, which are crawled by the TSDB as it sees fit. The main advantage is that
the server cannot be overwhelmed as it crawls the node.

Historically, at GWDG, InfluxDB was used as a Push-oriented TSDB. But, after the
unification of different monitoring systems, it was replaced by a pull-oriented Prometheus.
Since IOFS was strictly built for the push-based logic of InfluxDB and Elasticsearch, it
is architecturally incompatible with this new infrastructure. Thus, a complete rewrite of
the monitoring part is required in order to support the new monitoring.

3 Architecture

The architecture design of IOFS-NG is derived by both the learnings of IOFS as well
as the goals described above, particularly the transition to a pull-based infrastructure
and the missing modularization and thus resulting technical debt. Rather than being a
run-and-forget tool, it is meant as an extensible basis for serious I/O research.

To achieve those goals, the following architectural decisions were made:

e Modern C++ over C89: First, it can be assumed that all HPC environments have
a modern C++ compiler, so no need for C89 from that perspective. Furthermore,
modern C++ enables leak safety (through Resource Acquisition Is Initialization
(RAII)), higher-level abstractions, and a strong standard library.

e Pull-First: IOFS-NG aims to be usable for both pull and push systems; thus it is
rather a decision which one is easier to port. IOFS-NG is pull-first, as it is easier
to create a push-adapter on top of a pull-based tool (i.e. a plugin that periodically
fetches and sends it out) than the other way around. The main reason is that a pull
system is agnostic to when it is pulled, while a push system only works within its
own barriers.

e Plugin-based: As motivated before, a plugin system was developed to provide the
developer with an isolated, but native-performance C API to write their plugins
for. This allows researchers to develop plugins without understanding the nuances
of FUSE, while also securing the codebase from... more experimental caffeine-fueled
coding styles.

e Compile-Time Configuration: Instead of using a global config (like /etc/iofs.conf)
that gives each plugin its own config namespace, IOFS-NG solely uses compile-time
constants via macros or constexpr values. This is assumed to be viable, as IOFS-
NG is a specialized tool for low-level research rather than a run-and-forget metrics
tool; thus it can be assumed that most plugins are custom-written anyways. The
advantages are that all configuration checks are done (possibly on a type level) at
compile-time, thus providing higher stability guarantees as long as it compiles.

IOFS-NG tries to isolate plugin-support, metrics collection, and file system opera-

tions from each other using different translation units. Visually, the architecture can be
described as follows:

Section 3 Lars Quentin 5
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Figure 2: An architecture overview of IOFS, based on an exemplary read(2) operation.
test

So, tracing an exemplary 1/O call, the following steps occur:

e The acutal I/O (1-4): When the user program sends the read() request, the
Linux VF'S handles it, which recognizes that its parent mount is a FUSE mount, thus
calling the FUSE kernel module. It then sends it to user space via /dev/fuse, which
is parsed by libfuse, which has all our I/O functions as a vtable-like struct[47].
IOFS-NG’s read function then does a pread(2) call on the underlying file system.

e Metric recording (5-6): In the IOFS operations, a RAII timer tracks how long
each operations take (and in the case of read, how large the operations was). In
its destructor, it then submits this information into the Monitoring singleton, that
then gives each function the new information, together with its state context.

e Prometheus Pull (7-9): When Prometheus pulls new data, it goes into the em-
bedded webserver. The matching route then goes to the aforementioned singleton,
which polls the plugins, and concatenates and returns its exported state.

e Visualization (10-11): Finally, the researcher can then see the data accumulated
via their Grafana dashboards, which internally query the data from the Prometheus
data store.

Section 4 Lars Quentin 6
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4 Implementation

On a lower implementation level, IOFS-NG aims to use modern C-++ and proper soft-
ware engineering practises while staying agile. Rather than using convoluted legacy
CMake workflows, it only uses a small build.sh. This is possible as dependencies are
viewed as knowledge debt; aside from libfuse it only uses two plugins (CLI11[48] and
cpp-httplib|49|) which are both single-header. Formatting is done using clang-tidy|[50]
with the Google Style Guide[51|, modified only to allow a maximum of 120 characters per
line. End-To-End (E2E) testing is done via pytest|52], as described in the Validation
section. In the next paragraphs, a few implementation details are covered:

C++4 FUSE bridging: The libfuse API is written in C and expects a vtable-like
fuse_operations|47| struct with raw function pointers. While this makes more C++-
like, object-oriented state management a bit more difficult, OOP is still possible using
modern C++. IOFS-NG uses a fully OOP file system class, whose instance gets passed
to the fuse_main via the opaque private_data argument. Inside the FUSE callbacks,
this pointer is retrieved from the thread-local context via

static IOFS x*get_fs() {
return static_cast<IOFS *>(fuse_get_context()->private_data);

}

Listing 1: The get_fs function to cast the opaque context pointer to the OOP instance.

To map the C callbacks onto fuse_operations, IOFS-NG uses stateless variadic (but
type-safe) lambdas:

struct fuse_operations iofs_oper = {
.getattr = [](auto... args) { return get_fs()->getattr(args...); I,
.readlink = [](auto... args) { return get_fs()->readlink(args...); 1,
.mkdir = [](auto... args) { return get_fs()->mkdir(args...); 7},
/o

I

Listing 2: Exerpt of the fuse_operations struct instance

Since the lambdas are non-capturing, C++ is able to decay them into C function
pointers.

RAII Profiling: IOFS managed the operation timing via the START_TIMER() and
END_TIMER() macros. They introduce local state into the function and can be easily for-
gotten in case a function has multiple return points. Inspired by the C++ std: :lock_guard
for Mutex management, IOFS-NG uses a new TimerGuard class where its destructor au-
tomatically adds the record to the Monitoring singleton.

Section 4 Lars Quentin 7
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int IOFS::read([[maybe_unused]] const char *path, char *buf,
size_t size, off_t offset, fuse_file_info *fi) {
TimerGuard timer{IO0p::read, 0};
ssize_t res{::pread(static_cast<int>(fi->fh), buf, size, offset)};
if (res == -1) {
return -errno;
} // Automatically commits (failed, 0 byte) record here
timer.update_size(static_cast<size_t>(res));
return static_cast<int>(res);
} // Automatically commits record here

Listing 3: Implementation of IOFS: :read

Plugin Architecture: Due to scope constraints, the full architecture writeup can be
found here[30]. Furthermore, the full plugin API can be found in the appendix.

The biggest focus for the plugin API was native focus. Standard extension engines
(such as LuaJIT[53], GNU Guile[54], or even v8|55]|), while optimized, do not offer native
performance, thus might skewing low-level performance characteristics. By using dy-
namic linking (via dlopen(3)/dlsym(3)), IOFS-NG can load the native shared objects
at runtime, allowing for effectively zero-cost function dispatch performance.

The exposed ABI (in form of a single plugin header) is written in (C++-compatible)
C89, as C++ does not guarantee compiler and language interoperability®. Furthermore,
as nearly all languages support C as the standard FFI choice, it allows researchers to
write plugins in both other high-level languages such as Rust[56] or Zig[57| as well as
higher-level languages such as Go[58] or Lua¥.

Beyond performance and language agnosticism, the plugin architecture was engineered
to satisfy two competing Developer Experience (DX) goals simultaneously: Provide a clean
plugin developer API (without explicit void *ctx parameter in each function) while also
making it hard to misuse by IOFS-NG core developers.

This “dual mandate” was achieved by providing the plugin developers with a function
to fetch the state analagous to the fuse_get_context () in FUSE or PyThreadState_Get ()
in CPython. Automatically setting the correct state before every plugin call was man-
aged by having a custom RAII class that sets the correct state in the constructor, and
overwrites the operator->() to pass all function calls to the underlying plugin API". For
a more detailed explanation including code examples, see my blog article[30].

4.1 Problems

While this implementation solves all of the goals above, it still has several shortcomings,
one of them even inherently caused by FUSE:

Miscounts in read_buf /write_buf: Data copies between kernel space and user space
are costly, thus if the file system does not need to change/generate the data within the

®The symbol name mangling, which is required for C++ polymorphism, is not defined by the standard
and can thus differ between compilers and not be guessed by non-LLVM languages.

6By writing a small C file that provides implements the API and includes a Lua interpreter.

"This is transparent to the developer, as C-++ supports transitive closure for operator->()[59].
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FUSE client, the data could be piped from the real file system to the user within ker-
nel space (using splice(2)). Those zero-copy operations are supported by FUSE via
read_buf and write_buf, where the FUSE file system effectively only returns a file de-
scriptor for the kernel to use. Since IOFS-NG only does the setup, but not the execution,
it only knows about the requested buffer size (for example, 128KiB), not the actual num-
ber of bytes read in the end (for example, a 16 byte large file). This results in massive
overreports for operations on small files.

IOFS-NG offers 5 solutions to this problem:
No USE_ZERO_COPY: Disable the zero-copy completely.
ZERO_COPY_REPORT_NONE: Enable zero-copy, but do not report anything.
ZERO_COPY_REPORT_UNDER: Enable zero-copy, but only log 1 byte each (counter).
ZERO_COPY_REPORT_QOVER: Enable zero-copy, and log the requested buffer size.
ZERO_COPY_REPORT_ACCURATE: Enable zero-copy, and count if possible.
For read_buf, this is min(requested_size, file_size - offset), resulting in
one additional fstat (2) call. For write_buf, this is equal to ZERO_COPY_REPORT_OVER.

AN

dlsym(3) and AddressSanitizer (ASan): Even if both IOFS-NG and the shared
object are compiled using -fsanitize=address, the ASan stack track cannot show the
stacktrace symbol names, as d1sym(3) is not supported by ASan.

Malicious Code: Since IOFS-NG shares the same memory space with all plugins, a
plugin has memory write access to the whole memory and could, for example, manipulate
the program stack. Thus, all code has to be assumed to be trusted and manually reviewed.

Required Development Skills: The researcher has to either be able to know C or
C-++ including manual memory management, or has to be able to compile their favorite
language into a shared object that exposes the correct symbols. This requires a high
baseline of programming skills that might not be assumed by a new researcher. This
problem can nowadays be somewhat mitigated by state-of-the-art LLM agents.

4.2 Base Plugins

Beyond the core code, IOFS-NG provides three base plugins to cover standard use cases
and provide a starting point for custom plugin development. While these plugins are
currently written in C++, they all strictly target the C ABI. Thus, since most languages
can target a C FFI, researchers can write their plugins in their language of choice (such
as Rust, Go, or Zig) while still seamlessly working with IOFS-NG.

SamplePlugin: As the name suggests, SamplePlugin serves as a minimal codebase to
fork off from. It has 3 basic counters: total operations, total durations, and total bytes
transferred. The counts and durations are increased for every I/O event (incl. metadata
events such as getattr or flush), which the byte counters are only set for read, read_buf,
write, and write_buf.

Particularly, it shows how to write lock-free, thread-safe counters. Since each variable
does not really share state, a std: :mutex would unnecessarily bottleneck. Instead, the
counters are implemented as std::atomic<uint64_t>[60]|. Furthermore, since it only
accumulates, the real chronological order does not matter; thus memory ordering is irrel-
evant, and std: :memory_order_relaxed|61| can be used.

Section 4 Lars Quentin 9
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Note that thread-safety by atomics is not enforced by IOFS-NG, but instead imple-
mented by the plugin developer. If they need full state sync over multiple counters,
they can use Mutexes. If they know that the pull frequency is very low, they might
use seqlocks|62]. If they want to maximize performance over accuracy, they can use no
synchronization at all.

LastNPlugin: This acts as a performant replacement of the IOFS CSV logs, where,
after every read or write, the size and time were directly written out to disk (and
flushed afterwards). Instead, it tracks every read / write (and, if enabled, read_buf,
write_buf) in memory, exposing it only on HTTP requests. This is done lock-free and
allocation-free by using an std: : array as a ring buffer of size N (default 128, configurable
via constexpr size_t at compile-time).

As the items in the ring buffer are continually overwritten, they are non-monotonic,
and thus cannot be idiomatically provided to Prometheus. The current workaround is
that they are exported as gauge metrics, indexed by their absolute sequence number.

StatsPlugin: The most feature-complete plugin, which aims to replace the remaining
IOFS core functionality. To map to the old functionality, it does a few noteworthy tricks:
With the shift to a pull-oriented system, the counter cannot be reset anymore; they have
to be monotonic. Otherwise, multiple crawlers could skew the statistics heavily. This
also eliminates the need for the previous double buffer. Nearly all features, including the
histogram feature, are ported. The only removed metrics are the minimum/maximum
latencies, as resetting them each pull would be an anti-pattern from a Prometheus per-
spective, and leaving them as-is would make them useless after the first extreme outlier.

The plugin can be easily configured using compile-time variables. It allows to zero-
cost disable collecting metrics for specific I/O operations, and allows for arbitrarily many
histogram buckets without extra runtime allocations.

5 Validation

Due to the fundamental nature of file systems in computing, validating their correctness
and reliability is essential. Since IOFS-NG is effectively only a passthrough layer, unit
testing provides minimal value. Instead, to test the interaction with FUSE and the kernel,
and the plugin system, E2E testing is used. Since the tests are not performance relevant,
they are written in Python with pytest|[52] and requests|63].

The test suite is written to be able to run in a CI, given that the dependencies are
installed. Thus, through session-scoped fixtures[64], the file system, all plugins, and
the C tester are compiled at test initialization. Furthermore, inspired by C++ RAII, a
custom iofs_mount context manager was built: Upon entering the context, it creates
two tempdirs and spawns the iofs-ng daemon with all base plugins attached! When
iofs_mount goes out of scope at the end of a test, it terminates the FUSE daemon. As
part of the tempdir context, it also implicitly deletes all created physical files on disk.

The tests can be split up into 3 categories:

1. POSIX Compliance: This part calls a custom C program® (compiled at startup)

8Here, C is used over Python to minimize abstraction as it explicitly tests syscall compliance.
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that systematically validates different behaviors around creates, reads, writes, read-
dirs, and deletes.

2. Prometheus Testing: The next test cases do I/O via Python’s low-level os-calls,
and then queries the file system’s HTTP endpoint to check if the plugin metrics
match expected values. The tests can be split up into 2 parts:

e Strict Comparison: The write operations are strictly compared (using equal-
ity), as it can be assumed that no other program randomly writes into that
mount.

e Fuzzy Comparison: The read operations are fuzzily compared (using greater-
equal), as on most systems daemons might read new mounts. For example, on
my Debian 13 device, mlocate directly tries to index all new files at mount.

3. Real-World: As a real-world use case containing a mix of I/O and metadata
operations, the test case automatically git clones and builds the linux kernel
(only make defconfig). The build is done in parallel, letting make utilize all cores
(tested locally for -j24). The required build dependencies for Debian-based systems
can be found in the test case description.

6 Conclusion

As HPC environments increasingly shift toward data-intensive workloads, transparent I/0
monitoring is ever more important. To fulfill this need, IOFS-NG was developed as part of
this practical. IOFS-NG rearchitects the previous IOFS into a modern C++ passthrough
file system, supporting pull-based monitoring systems such as Prometheus.

In particular, IOFS-NG successfully leverages modern C-+-+ zero-cost abstractions
such as RAII or stateless varadic lambda-templates to safely bridge the low-level FUSE
C API to a higher-level, OOP-style core. Furthermore, it allows for a native-performance
architecture using a dlsym-based C ABI plugin system, allowing for strict separation
between core development and plugin development. To achieve this performance, explicit
architectural trade-offs were made; most notably the lack of memory isolation and the
inherent FUSE-limitations around zero-copy I/O operations. Lastly, IOFS-NG contains
a rigorous validation framework including both isolated I1/O tests and highly parallel real
life workloads.

To summarize, IOFS-NG successfully provides a highly modular, language-agnostic
and maintainable framework for both I/O research and general cluster monitoring.

6.1 Future Work

The immediate next steps are to deploy IOFS-NG at the GWDG and thus provide it to
researchers and system administrators. As part of the deployment, extensive user- and
admin-oriented documentation will be written. Further future developments (including
both features and plugin examples) will be done solely based on the emerging needs of
the researchers.

Furthermore, to quantify the overhead introduced by FUSE and the monitoring layer,
a systematic performance evaluation has to be done. While the benchmark is already
designed and developed, its execution and analysis were postponed due to the scope
constraints. The benchmarks can be found on Github|29|, and include two workloads
based on fio[65] (high throughput sequential, and parallel random small I/O) as well as
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one real-world use case (extracting the latest stable Linux kernel tar.xz) benchmarked
via hyperfine[66]. Furthermore, the benchmarks include a mock TSDB web server and
mock Prometheus crawler to provide a fair benchmarking infrastructure.
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A Plugin API

#ifndef IOFS_PLUGIN_API_H
#define IOFS_PLUGIN_API_H

#include <stdint.h>
#include <stddef.h>

#ifdef __cplusplus
extern "C" {
#endif

typedef enum {
IOFS_OP_GETATTR = O, IOFS_OP_READLINK, IOFS_OP_MKDIR, IOFS_OP_UNLINK,
IOFS_OP_RMDIR, IOFS_OP_SYMLINK, IOFS_OP_RENAME, IOFS_OP_LINK,
IOFS_OP_CHMOD, IOFS_OP_CHOWN, IOFS_OP_TRUNCATE, IOFS_OP_OPEN,
IOFS_OP_READ, IOFS_OP_WRITE, IOFS_OP_STATFS, IOFS_OP_FLUSH,
IOFS_OP_RELEASE, IOFS_OP_FSYNC, IOFS_OP_SETXATTR, IOFS_OP_GETXATTR,
IOFS_OP_LISTXATTR, IOFS_OP_REMOVEXATTR, IOFS_OP_OPENDIR,
IOFS_OP_READDIR, IOFS_OP_RELEASEDIR, IOFS_OP_ACCESS, IOFS_OP_CREATE,
IOFS_OP_UTIMENS, IOFS_OP_WRITE_BUF, IOFS_OP_READ_BUF, IOFS_OP_FLOCK,
IOFS_OP_FALLOCATE, IOFS_OP_COUNT

} iofs_op_t;

struct IofsPlugin {
const char *(*get_name) (void);
const char *(xget_version) (void);

void *(*xinit) (void);
void (*bind) (void *ctx);
void (*destroy) (void *ctx);

void (*record) (iofs_op_t op, uint64_t duration_ns, uint64_t units);
size_t (*poll_prometheus_metrics) (char *buf, size_t buf_size);

s
struct IofsPlugin *get_iofs_plugin(void);

static inline int validate_iofs_plugin(const struct IofsPlugin *p) {
if (!'p [| !'p->init || !'p->bind || !p->destroy || !p->record) return O;
return 1;

I
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static inline const char *iofs_op_to_string(iofs_op_t op) {
static const char *const names[] = {
"getattr", "readlink", "mkdir", "unlink", "rmdir", "symlink",

"rename", "link", "chmod", "chown", "truncate", "open",
"read", "write", "statfs", "flush", "release", "fsync",
"setxattr", "getxattr", "listxattr", "removexattr",
"opendir", "readdir", "releasedir", "access", 'create",
"utimens", "write_buf", "read_buf", "flock", "fallocate"

};

if (op >= 0 && op < IOFS_OP_COUNT) {
return names [op];

}

return "unknown";
}
#ifdef __cplusplus
}
#endif
#endif

Listing 4: Full Plugin API (plugin.hh)
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B Exemplary Plugin

#include
#include
#1include
#anclude
#anclude

"plugin.hh"
<iostream>
<string>
<atomic>
<cstdio>

// Ezxmaple plugin.
// - Takes all read/write operations, and accumulates them.

class SamplePlugin {

int id;

std: :string name;

std: :atomic<uint64_t> total_ops{0};
std: :atomic<uint64_t> total_duration_ns{0};
std: :atomic<uint64_t> total_bytes_transferred{0};

public:

SamplePlugin() {
static std::atomic<int> counter{0};
id = ++counter;
name = "Instance_ " + std::to_string(id);
std::cout << "[SamplePlugin " << name << "] Constructed\n";

“SamplePlugin() {
std::cout << "[SamplePlugin " << name << "] Destructed\n";
std::cout << "[SamplePlugin " << name << "] Final Stats - Ops: "

<< total_ops.load()
<< " | Bytes: " << total_bytes_transferred.load() << "\n";

void record(iofs_op_t op, uint64_t duration_ns, uint64_t units) {
// relazed since I dont care about the order (only looking at the end)
// (and its commutative/associative)
total_ops.fetch_add(l, std::memory_order_relaxed);
total_duration_ns.fetch_add(duration_ns, std::memory_order_relaxed);

if (op == IOFS_OP_READ || op == IOFS_OP_READ_BUF

|| op == IOFS_OP_WRITE || op == IOFS_OP_WRITE_BUF) {

total_bytes_transferred.fetch_add(units, std::memory_order_relaxed);

+
}
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size_t poll_metrics(char *buf, size_t buf_size) {
int written = std::snprintf(buf, buf_size,

"# HELP dummy_total_ops Total number of I/0 operations recorded.\n"

"# TYPE dummy_total_ops counter\n"

"dummy_total_ops %1llu\n"

"# HELP dummy_total_bytes Total bytes read/written.\n"

"# TYPE dummy_total_bytes counter\n"

"dummy_total_bytes %1llu\n",

static_cast<unsigned long long>(
total_ops.load(std: :memory_order_relaxed)),

static_cast<unsigned long long>(
total_bytes_transferred.load(std: :memory_order_relaxed))

)

if (written < 0) {
return O;

b

return static_cast<size_t>(written);
}
}s

static thread_local SamplePlugin *g_instance = nullptr;
static struct IofsPlugin plugin_api = {

.get_name = []() -> const char* { return "SamplePlugin"; },
.get_version = []() -> const char* { return "0.1.0"; 1},

.init [ -> void* { return new SamplePlugin(); },
.bind = [J(void* ctx) { g_instance = static_cast<SamplePlugin*>(ctx); },
.destroy = [](void* ctx) { delete static_cast<SamplePlugin*>(ctx); },

.record = [](auto... args) { g_instance->record(args...); 1},
.poll_prometheus_metrics = [](auto... args) {
return g_instance->poll_metrics(args...);

}
+;

extern "C" {
struct IofsPlugin *get_iofs_plugin(void) {
return &plugin_api;
}
}

Listing 5: Example plugin sample.cc
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