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Improving LLM inference latency with image compression

1 Introduction

1.1 Motivation

It is generally known that Large Language Models (LLMs) have become increasingly

popular in recent years and are widely used today. Over the past few years LLMs have

become more and more advanced and emerged additional abilities. As a result, LLMs
may also be used for more complex tasks in various settings. Consequently, it should be
a common desire that the inference of such LLMs be as fast as possible.

The Gesellschaft fir wissenschaftliche Datenverarbeitung mbH Géttingen (GWDG)
provides a chat inference service for several LLMs, call€&hat Al. Since no data from
the conversations with the LLMs is stored, due to privacy reasons, and because of the
way the Application Programming Interface (API), to infer the LLMs, works, the whole
conversation needs to be sent every time, when inferring an LLM. As soon as big chunks
of data become part of the conversation, like embedded images for multi-modal LLMs,
they also have to be sent each time. This causes the inference to take signi cantly longer,
every time.

Since images take up the majority of tra c in such conversations, it is undeniable, that
a signi cant area for optimization may be the compression of these images. Therefore, we
want to research ways to use image compression to signi cantly reduce the time it takes
to infer such LLMs.

1.2 Research question

The motivation stated in section 1.1 suggests several research questions that can be con-
sidered to approach the problem. Here we de ne these questions as follows:

1. RQ1: Isit possible to signi cantly reduce latency of the model inference using image
compression?

2. RQ2: How do dierent image formats compare with each other. Is there a clear
winner?

3. RQ3: How well perform di erent image formats under certain network conditions?
4. RQ4: How does the compression quality impact the latency?

In this work, we attempt to examine and answer the research questions, mentioned above.

1.3 Contributions

In this work, we designed and implemented the following tools to benchmark the impact
on the latency of the model inference, when using image compression.

1. A client that provides the following features:

(&) Conversion of images into di erent image formats and compression qualities.
(b) Performing requests to a LLM and measuring latency of the model inference.
(c) Providing a comprehensive output of gathered data for later evaluation.

Section 1 Torben Immanuel Heine 1
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2. A reverse proxy that converts images back into supported image formats, if neces-
sary, and forwards requests to the LLM.

3. A modi ed mock LLM that simulates the behavior and responses of a real LLM.

The reverse proxy can also be used as a prototype implementation for LLM services to
support additional image formats. These tools were used to conduct a series of tests and
perform an evaluation to achieve the following contributions.

1. Answer to the research questions RQ1, RQ3 and RQ4
2. A discussion of unnecessary processing delays through additional hops.

3. A discussion of the quality parameter and ways to measure the relative quality of
an image.

2 Background

21 LLM

In [Nav+24] Naveed et al. explain that Large Language Models (LLMs) are a type of
arti cial intelligence, which are designed to perform tasks of natural language process-
ing. LLMs are typically based on the transformers neural architecture. By learning
statistical patterns in natural language, LLMs are able to analyze and generate human
language. LLMs can predict the next word in a sequence and thereby perform task such
as translation, summarization, conversations interaction etc. On top of that, LLMs can be
ne-tuned for speci ¢ tasks or extended to multi-modal LLMs supporting various modal-
ities like text, audio, video or images. Usually LLMs contain up to billions of model
parameters, which enhances their overall performance. Due to this large scaling in train-
ing, LLMs have emerged supplementary abilities such as reasoning, planning, decision
making, in-context learning etc. These abilities led to LLMs being used in more complex
elds like robotics, question answering or autonomous agents.

2.1.1 Model inference

Model inferencé is the process of interacting with an Al model, that has already been
trained and is ready to use, to create a prediction for unseen data. Regarding LLMs this
could be predicting a text output for a corresponding input. It requires signi cantly less
computational power and memory resources than training. Among other things because
data, that is required for training, such as optimizer states and gradients don't need to
be kept in memory. Even with CPUs that are capable of running models, GPUs perform
better on Model inference. Inference usually happens on special inference servers and can
be sped up if multiple devices are used.

IMachine and Deep Learning Frameworks - HPC Wiki, Accessed on 10 December 2025https:
/Ihpc-wiki.info/hpc/Machine_and_Deep_Learning_Frameworks

Section 2 Torben Immanuel Heine 2
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2.2 Image formats

Image formats are le types that de ne how image data is stored, compressed or displayed.
This impacts quality, le size and features. For most formats image compression is either
lossy or lossless. While lossless o ers the advantage of not losing any data, especially
when converting multiple times between di erent formats, lossy compression can reach
signi cantly higher compression ratios, allowing for smaller les sizes. In the following,
image formats used in this work are explained.

2.2.1 JPEG

JPEG is a le format and the rst international standard for compression of photographic
images, developed by the Joint Photographic Experts Group (JPEG). It emerged at a
time when the internet urgently needed a compression standard for images. The standard
de nes a lossy compression algorithm using discrete cosine transform (DCT) as well as one
for lossless compression utilizing di erential pulse code modulation (DPCM). However
even though the standard de nes lossless compression, it is practically never implemented
in most encoders. JPEGs lossy compression uses a complementary approach. Pixel values
are embedded as amplitudes of multiple cosine functions with di erent frequencies. These
frequencies are then quantized as lower frequencies are encoded in higher resolution than
high frequencies, since the human eye is more sensitive to low frequencies than it is to
high ones. JPEG also includes supplementary features like adjustable quality for the lossy
compression and an progressive display option, but lacks the support of an alpha channel
for transparent images. Together this builds JPEGs royalty free base. Additional features
for speci c use cases can be added in layers built on top of this base. JPEG is suitable
for a wide range of applications and widely used today. Due to its low complexity it is
easy to implement. [Hud+17]

2.2.2 PNG

Portable Network Graphics (PNG) is a widely used le format with media type image/png
for storing raster images. It was originally intended to replace the Graphics Interchange
Format (GIF), while still containing some of its features. PNG is designed to be simple
and well compressed. It o ers a 100% lossless compression of images [...] as e ectively
as in any other widely used lossless format, and in most cases more e ectively [Bou97]
by the time of 1997. It is designed to work well with displaying in an online context like
on websites. Therefore the le format aims to be portable and interchangeable, meaning
that every PNG decoder must be able to read and decode a valid PNG. It also features
an alpha channel for the ability of representing transparent images as well as a serial
write/read stream. On the one hand this stream enables the image to be written while
the corresponding image data is still being generated. On the other hand it allows the
Image to be displayed progressively, starting with a low resolution image which improves
over time. [Bou97]

2.2.3 WebP

WebP is a le format developed by Google LLC which is designed for faster transmission
over a network. Therefore it aims to reduce the resulting size of the image pixel data. It
has similarities to both JPEG and PNG as it features lossy as well as lossless compression
[ZMA24]. WebPs lossy compression uses the VP8 intra frame encoding, a data format
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for compressed video [Wil+11]. The lossy compression of a WebP stores the image as a
single VP8 frame. In particular WebPs lossy compression results in signi cant smaller le
sizes. WebPs lossless compression uses its own lossless encoding. Both lossy and lossless
compression support Image transparency via an encoded alpha channel, but lossless for-
mat should be used if transparency is desired. WebP should perform better in terms of
compression ratio and speed compared to older formats like JPEG and PNG. Decoding
speeds faster than PNG have been demonstrated, as well as 25% denser compression than
can be achieved using today's PNG format. [ZMA24]

224 JXL

JPEG XL (JXL) is a newly developed image coding system by the Joint Photographic
Experts Group. It is designed to balance the three needs of encode and decode speed,
compression ratio and quality in terms of visual perception. JPEG XL features lossy as
well as lossless compression, optimized for perceptual quality [Ala+23]. The compres-
sion algorithm achieves fast encoding speeds while preserving a high perceptual quality
[Ala+20]. This gives an e ective compression, signi cantly reducing the image data size.
Besides, JPEG XL aims to be practical while being a modern replacement for the usage
of existing formats. As a result, JPEG XL has more functionality and performs better

in compression e ciency, compared to more legacy formats such as JPEG and PNG.
For modern formats, the image coding o ers a similar or better performance. Especially
against legacy JPEG, JPEG XL provides a signi cantly more e cient compression ration
and quality. Additionally JPEG XL has a feature to losslessly transcode a legacy JPEG
into a JPEG XL. This transcoded image is notably smaller and can be restored back to
the exact original image. Despite having a rich general purpose feature set, JPEG XL
speci cally provides several tools for image rendering in responsive web environments.
This tools include an alpha channel for transparent images, a decoder that does not need
special hardware and progressive decoding by resolution. [Ala+23]

2.3 Networking

In the following, terminology of computer networking relevant for this is work is explained.

2.3.1 Throughput

Throughput is a measurement of the performance of a network connection. It shows the
amount of data per second that can be transferred [KR22] between two end systems.
It is usually measured in data units per time units e.g. megabits per second (Mbps).
Throughput can be broken down into two types, instantaneous and average. Instantaneous
throughput is the rate in bits/sec at which data is received at any instant of time. Average
throughput is the rate in bits/sec at which the data is received on average. F bits take

T sec of time to be received then the average throughput i=T bits/sec. Regardless of
the type, throughput can only be as high as the transmission rate of the link with the
lowest transmission rate in the path. This link is called bottleneck link. [KR22]

2.3.2 Latency

In general, latency is a measurement of the time delay that occurs in a system. More
speci cally, network latency describes the time delay a packet incurs by traveling along a

Section 2 Torben Immanuel Heine 4
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path of nodes in a network. It is usually measured in time units such as milliseconds (ms).
This delay is the accumulation of all the delays from the single nodes and links of the
path. Each of which consists of a processing delay, queuing delay, transmission delay and
propagation delay.

Processing delay is the time it takes to process an incoming packet. This primarily
includes analyzing the packets header and determine the appropriate output link, but
can also include custom or application specic processing. Queuing delay is the time a
packet is required to wait in a bu er before it can be transmitted onto the outbound link.
Transmission delay it the time it takes to transfer all bits of a packet onto a link. For a
packet of sizel bits and a transmission rate olR bits/sec the transmission delay will be
L=R sec. Propagation delay is the time required to propagate all bits of a packet over a
link. This time depends highly on the physical medium of the link the packet's bits are
propagated on.

These network delays signi cantly impact the performance of most internet applica-
tions. [KR22]

2.3.3 P99 Latency

In this work we consider P99 latency as a specic type of latency, which describes the
99th percentile of latency data. In a network context this could mean 99% of requests
have a latency below or equal to the P99 latency. This is usually used to measure network
latency without outliers in a system to get a value which is near the average experience.
In principal this does not have to be the 99th percentile but can also be an arbitrary
percentage XX de ning the PXX latency.

234 RIT

One possible method to determine the latency in a network is to measure [...] the time it
takes for a small packet to travel from client to server and then back to the client [KR22].

This value is referred to as Round Trip Time (RTT). Because the packet can travel over
di erent paths in the network, the RTT can sometimes di er for the same two end systems.

[KR22]

2.3.5 Response time

Response time is another unit of measurement for a kind of latency. It is the time an
end system is required to wait until it receives the last packet from a response in full,
starting with the establishment of the TCP connection of the associated request. More
speci cally, it is the time it takes from the moment the rst bit of the request is sent
until the last bit of the matching response is received. Consequently, the response time
includes not only the time required to send all packets from request and response but also
the processing time between request and response. [KR22]

23.6 HTTP

Hypertext Transfer Protocol (HTTP) is a stateless application layer protocol used to
access the web and API services. It has three major version which are used today. Namely
HTTP1.1 and HTTP2, which use the Transmission Control Protocol (TCP) as their
underlying transport layer protocol, and lastly HTTP3, which is based on Quick UDP

Section 2 Torben Immanuel Heine 5
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Internet Connections (QUIC). QUIC is a new protocol in the application layer, which
uses the User Datagram Protocol (UDP), but serves itself as a transport level service.

By default, connections are persistent and allow pipelining. Persistent connections
reuse the same TCP connections for subsequent requests, in contrast to non persistent
connections, which need to reopen a new TCP connection for every request. Pipelining
allows to send multiple request without having to wait for the response of the previous
one, in the same TCP connection.

When using HTTP, the client and server communicate by exchanging HTTP messages.
HTTP de nes how these messages are structured and exchanged. HTTP messages are
either request or response messages. A request message has a request line, multiple header
lines and a body. The request line consist of the method that is being used, the requested
resource, identied by an Uniform Resource Locator (URL), and the protocol version.
There are several possible methods that can be used, but the meth@&aETand POSTre
the ones used most. The header lines are key-value pairs, separated by a new line at
the end, which each set their own argument. For example: Thidost header sets the
Host where the request goes to and th&uthorization header usually contains an access
token to authenticate with. The body is used for additional content. While being usually
empty for GETrequests, the response from the web server usually depends on the body's
contents, when using thePOSTnethod. An example of an HTTPGETrequest is shown in
listing 1.

GET /somedir/page.html HTTP/1.1
- www.someschool.edu
. close
- Mozilla/5.0
o fr

Listing 1: An example of an HTTP request message, taken from [KR22]

A response message consist of a status line, which contains a status code and status
message as well as the used protocol version, multiple header lines, structured the same
as in the request message, and a body with the requested data. An example of an HTTP
response is shown in listing 2. [KR22]

HTTP/1.1 200 OK
. close
: Tue, 18 Aug 2025 15:44:04 GMT
. Apache/2.2.3 (CentOS)
- Tue, 18 Aug 2025 15:11:03 GMT
6821
. text/htmll

(data data data data data ...)

Listing 2: An example of an HTTP response message, taken from [KR22]

Section 2 Torben Immanuel Heine 3]
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2.3.7 Reverse proxy

A reverse proxy is a proxy servérthat is located in front of the server it proxies and

is usually used to intercept a clients request to this server in some way. It acts as an
intermediate network entity between the client and the server, on the server-side. The
reverse proxy accepts request for the server and can perform intermediate processing
before forwarding the request to the server. To a client it looks like it communicates
directly with the server, when in reality the reverse proxy forwards the requests and
responses between client and server. The intermediate processing can range from load
balancing up to modifying unencrypted tra c data, if applicable.

2.3.8 OpenAl API

The OpenAl API is the de-facto standard for inferring an LLM over a web API. It comes
with many endpoints to interact with the LLM. In particular, it provides an HTTP
POSTendpoint POST https://baseurl/chat/completions 3, to predict the next model
response in a chat conversation. The endpoint takes several parameters, sucimasel,

to identify which LLM to infer, or messages to provide the list of messages from the
conversation. Every message has a role and a modality. There are three di erent roles
that de ne how the model treats the message. The rolddser and Assistant tell that
the message is from the end user or from the model itself, respectively. The third role
Developer tells the model special instructions to follow, regardless of the user input.
Depending on the model, di erent modalities are supported and can be embedded in
the prompt. For example, to include an image into the conversation, the image can be
encoded into base64 and set as tlmage_url eld of a new messagé.

3 Methodology

To measure how di erent image formats and compression qualities impact the performance
of model inference, we build a framework to conduct a series of tests. This framework
consists of three python programs. A client, a reverse proxy and a modi ed mock LLM.

The client is required because the connections bottleneck is expected to be at the users
end and consequently the images should be compressed on the route between the user
and the data center of the LLM. The reverse proxy is required since the client uses image
formats for the compression that are potentially not supported by all LLM and therefore
need to be converted to a compatible format. The mock LLM is required to provide the
simulation of inferring a Large Language Model.

The client  provides a command-line interface (CLI) to receive input and control pa-
rameters. First, the client reads the provided input images and converts them into the

2mod_proxy - Apache HTTP Server Version 2.4, Accessed on 5 January 2026 https://httpd.ap
ache.org/docs/current/mod/mod_proxy.html

3Chat Completions | OpenAl API Reference, Accessed on 13 January 2026 https://platform.ope
nai.com/docs/api-reference/chat/create

4Images and vision | OpenAl API, Accessed on 13 January 2026 https://platform.openai.com/
docs/guides/images-vision

Section 3 Torben Immanuel Heine 7
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target format as well as compresses the images with the set quality parameter, if applica-
ble. To convert the images between di erent formats and qualities we use Pilléya fork

of the Python Imaging Library (PIL), since it is simple and supports almost every format,
that we use. Furthermore it contributes to ensuring that our results remain comparable.
JPEG XL is the only format which is not supported by Pillow yet. To compensate, we
use a subprocess call to libj&| the JPEG XL reference implementation, as soon as JPEG
XL is involved in the conversion. We rst considered to use a plugin that adds support for
JPEG XL to Pillow ’, but decided against it once we found out it performs poorly com-
pared to libjxl. Next, the images are encoded in base64 and included in a predesigned
prompt for the LLM. The prompt instructs the LLM to classify the image into a category
from a set of prede ned ones. Additionally the prompt constrains the LLM to answer
with the category word only. This helps to ensure that we receive the same kind of re-
sponse whenever possible, so that the results remain comparable. By e ectively limiting
the result size to exactly one word, we should receive approximately the same amount of
data for each response. The prompt is shown in listing 3. The completed prompt is then

You are a strict image classi er. Classify the image given by the user into
exactly one category from [green_tulip, orange_tulip, red_tulip]. Respond
with the category name only. No explanations, punctuation or additional text!

Listing 3: The prompt sent to the LLM

sent to the chat/completions endpoint of the reverse proxy in an OpenAl API compliant
request. Lastly the client measures the response time of the request, together with other
relevant data such as the size of the converted image, the target format, the target quality
and the response from the LLM. This data is then logged for later evaluation.

The reverse proxy  accepts requests and forwards them to the LLM. Respectively the
responses from the LLM are forwarded back to the client. The reverse proxy implements
the chat/completions endpoint of the OpenAl API. Requests that are directed to
this endpoint are processed to establish compatibility for unsupported image formats.
If the request contains an image in a format which is not supported by the LLM, it
will be converted back to a PNG, which is supported. Images in supported formats
are forwarded directly and not processed in any way. Requests that are directed to the
reverse proxy other than thechat/completions endpoint are forwarded directly. We
choose FastAPf to implement the API and endpoints because FastAPI is a fast, modern
and well established library for building APIs in python.

The mock LLM simulates the behavior and responses of a real LLM, independently of
the input. The original mock LLM from Mahdi Enayati® has been adopted and adapted to
suit the needs of this work. Originally it supported only text input and returned a stream

SPython Pillow, Accessed on 10 January 2026 https://python-pillow.github.io/

6JPEG XL image format reference implementation, Accessed on 10 January 2026 https://github
.com/libjxI/libjxI

pillow-jpegxl-plugin, Accessed on 10 January 2026 https://github.com/IsotrOpy/pillow-jpe
gxl-plugin

8FastAPI, Accessed on 10 January 2026 https://fastapi.tiangolo.com/

9mock LLM, Accessed on 21 January 2026 https://gitlab-ce.gwdg.de/hpc-team/scalable-a
i/openai-api-mock-lim-server/
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response. The functionality of the mock LLM has been extended to accept multi modal
input as well as to return a response in JavaScript Object Notation (JSON). The mock

LLM is used to achieve results that are reproducible and have a predictable performance.
In addition, this prevents unnecessary waste of resources.

Setup We installed the reverse proxy on a virtual server in the same data center as the
LLM service. We did this to minimize the propagation delay and the number of hops
between the reverse proxy and the LLM service. This reduces the end-to-end delay and
RTT of the response time. For the same reason, we installed the mock LLM on the same
virtual server as the reverse proxy. The client is operated on a laptop, equipped with
an AMD Ryzen 7 7840U CPU and 32 GiB of DDR5 memory. Besides, we run every
request one by one in a serial manner and not parallelized or pipelined. By doing this
we minimize the queuing delay and packet loss towards zero, so that the queuing delay
becomes negligible.

We limit the throughput of the system the client is running on to gure out how
di erent image formats perform under certain network conditions. To achieve this, we
use a tool called Wondershapét, a tra c shaper script, that allows us to limit the
throughput of any network interface to a desired number of kilobits per second (Kbps).
We rst attempted to con gure an Apache!! web server as a reverse proxy for the actual
reverse proxy and limit the throughput with the mod_ratelimit > module. However, this
did not work as expected since the rate limit is not applied to the request message but
only to the response message.

Con guration To conduct our series of tests, we provide three test images of di erent
colored tulips. A green tulip, an orange tulip and a red tulip. All of these images are
represented in the PNG image format. The test images can be seenin g. 5 in appendix A.
For every image we test all possible combinations of target format and quality parameters.
The target formats are JPEG, PNG, WebP and JPEG XL. The quality settings are 25,
50, 75 and 100. Each of these runs is tested with both the mock LLM and an actual
LLM service. For the latter, we use the API of the chat-ai servicg, provided by the
GWDG. As our model of choice, we select internvl2.5-8b as it is a smaller model with
8 billion parameters and the capability of processing images. Additionally, the following
throughput limitations are put on these tests: 1000 Kbps, 10000 Kbps and 100000 Kbps.
Lastly, all of these tests in our series are repeated 10 times for the mock LLM and 5 times
for the real LLM service, to account for random error.

When running our tests, we ensure that all of the clients connections are wired and that
no other network processes are running, besides the operating system, that could in uence
the measurement. The measurements are carried out at night when the workload of the
LLM service is lower.

Owondershaper, Accessed on 12 January 2026 https://github.com/magnificO/wondershaper

1 The Apache HTTP Server Project, Accessed on 12 January 2026 https://httpd.apache.org/

2mod_ratelimit - Apache HTTP Server Version 2.4, Accessed on 12 January 2026 https://httpd.
apache.org/docs/current/mod/mod_ratelimit.html

3ChatAl, Accessed on 12 January 2026 https://github.com/gwdg/chat-ai
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4 Evaluation

Figure 1: This gure shows the benchmark results for the response time of the mock LLM
with a throughput limitation of 200Mbps. It di erentiates between quality and format of
sent test images.

Figure 2: This gure shows the benchmark results for the response time of the mock LLM
with a throughput limitation of 10Mbps. It di erentiates between quality and format of
sent test images.

Section 4 Torben Immanuel Heine 10
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Figure 3: This gure shows the benchmark results for the response time of the mock LLM
with a throughput limitation of 1Mbps. It di erentiates between quality and format of
sent test images. The response time is represented on a base-2 logarithmic scale.

Figure 4: This gure shows the Cumulative distribution function (CDF) for the response
time of the mock LLM with a throughput limitation of 100Mbps. It di erentiates between
the di erent image formats.

Figure 1 shows the distribution of the response time in seconds of an image sent to the
mock LLM with a throughput limitation of 100Mbps. A di erentiation is made between
the set target format and set quality parameter, used to convert the image. Images that are
converted with their quality parameter set to 25, 50 or 75 show the highest response time
for their target format set to PNG, followed by JPEG XL, JPEG and WebP respectively.
There is no notable di erence between the three quality settings. Images with a quality
parameter set to 100 show the highest response time for the target format set to JPEG
XL, followed by PNG, JPEG and WebP respectively. The response time of all target
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formats with this quality parameter is higher than for the three other quality settings,
except for PNG. Figure 2 shows the same as g. 1, but for a throughput limitation of
10Mbps. The same observations apply, except that JPEG XL has a lower response time
than PNG, for a quality parameter of 100. Figure 3 shows the same as g. 2, but for a
throughput limitation of 1Mbps. The same observations apply, except that JPEG XL has

a lower response time than JPEG, for quality parameters 25, 50 and 75. Additionally,
the response time for all target formats except PNG is lower at a quality parameter of 25
compared to 50 and lower at 50 compared to 75.

Figure 6 is constructed in the same manner as g. 1, g. 2 and g. 3, except that the
images are not sent to the mock LLM but to the real LLM service. The same relationships
are observed.

Figure 4 shows a CDF of the response time of images sent to the mock LLM with a
throughput limitation of 100Mbps. A di erentiation is made between the image format
that is used to convert the images. Figure 7 shows the same for throughput limitations
of 10Mbps and 1Mbps. Both gures are consistent with and support the relationships
observed before.

5 Discussion

Interpretation The relationships observed in section 4 answer the research questions
RQ1, RQ3 and RQ4. Since there are combinations of image format and quality parame-
ter, that have notably lower response time than other combinations, the answer to RQ1
is: Yes, it is possible to signi cantly reduce latency of the model inference using image
compression.

For RQ3, the results indicate that PNG, JPEG and WebP all perform similarly under
di erent network conditions, in the sense that the relationship between them is main-
tained. Only JPEG XL behaves di erently under changing network conditions. The
lower the number of Mbps that the throughput is limited to, the more the response time
decreases, relative to the other formats. This is most likely because JPEG XL is the
only image format which is not natively supported by the LLM and is therefore converted
back to a PNG at the reverse proxy. This conversion requires extra processing time that
Impacts the measured response time. The more the throughput is limited, the less of an
impact this extra processing time has and the more the compression performance prevails.

Regarding RQ4, the observations indicate a partial impact of the compression quality
to the response time. For all network conditions and image formats, except PNG, the
response time decreases, when the quality parameter decreases from 100 to 75. From 75
to 50 and 25, there is no change in the response time, for faster network connections such
as 100Mbps and 10Mbps. For slower network connections like 1Mbps, the response time
decreases, when the quality parameter decreases from 75 to 50 and 25. This could mean
that the image formats operate di erently for a quality parameter of 100 than for one
of 75, 50 or 25. For example, switching from lossless to lossy compression. For PNG
there is no change in the response time at all for all quality parameters. This happens
because PNG does not support lossy but only lossless compression and therefore ignores
the quality parameter.

Limitations ~ When conducting the series of tests, all images are always sent to the
reverse proxy rst before being sent to the LLM. This happens regardless of whether
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the images need to be converted back to a PNG or not. Since most formats are natively
supported by the LLM, namely PNG, JPEG and WebP, there is no need to convert images
with these formats and therefore no need to sent the images to the reverse proxy rst and
not directly to the LLM. Due to the additional hop they su er an unnecessary processing
delay through the revers proxy, even though they are not converted back but forwarded
only.

Furthermore it turned out that the quality parameter, that is used to convert the
images, is not uniform among all formats. This means that two images, that are converted
with di erent formats but with the same quality parameter, not necessarily share the
same visual quality compared to a reference image. Therefore the results from our series
of tests shown in section 4 are not comparable between di erent formats, regarding the
quality parameter. As a result, RQ2 can not be answered with this methodology. It
appears to be a non trivial problem, to determine the visual quality of an image, relative
to a reference image or absolute. There are di erent metrics that attempt to solve this
problem, which could have been used in this work. Such metrics could be mean squared
error (MSE), structural similarity index measure (SSIM) or Butterauglt®. Given that,
we could determine the relative quality of an image, but still could not directly generate
an image with that quality. This is another problem for which an additional algorithm
would have to be developed.

6 Conclusion

In this work, the impact of image compression on the latency of model inference was
investigated. We developed a set of tools, to compress images with di erent settings and
measure their inference on LLMs. Series of tests, with these tools, have been performed to
benchmark the response time for di erent image compressions under di erent conditions.
The results have been evaluated and discussed to answer most of our research questions.

We derived, that it is possible to signi cantly reduce latency of the model inference
using image compression. During the evaluation and discussion of the impact of di erent
network conditions, it was discovered that JPEG XL is the only image format that be-
haves di erently for changing network conditions, as it performs better for slower network
connections. Additionally we discovered, that for image formats, that support lossy as
well as lossless compression, the quality parameter only impacts the response time when
changing from 100 to 75.

Furthermore, we discussed that the quality parameter is not uniform, among di er-
ent image formats and that this led to our results not being comparable to each other.
Consequently, RQ2 could not be answered. Hence, it is di cult to recommend a specic
image format. Simply based on what the data shows, WebP appears to be promising and
users should encouraged to try it out for their work ows. We conclude that other metrics,
to determine the relative visual quality of an image, would need to be used to solve this
problem.

In future work, such metrics like the MSE, the SSIM or Butteraugli could be used to
compare the response time of di erent image formats with the same visual quality and
answer RQ2. Moreover, it could be investigated how the accuracy of an LLM changes
with di ering visual quality. For example, through image classi cation tasks.

“putteraugli, Accessed on 13 December 2025https://github.com/google/butteraugli
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