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Abstract

Large Language Models (LLMs) generate highly coherent text, but they frequently
suffer from hallucinations in specialized domains. Retrieval-Augmented Generation
(RAG) addresses this by providing LLMs with external knowledge to ensure factual
accuracy. However, highly regulated environments require extreme precision. Using
university regulations as a case study, we evaluate sparse (BM25), dense embedding-
based, and hybrid (Reciprocal Rank Fusion) retrieval strategies under a strict chunk-
level evaluation regime, including Chain-MRR, to analyze how ranking adaptations
and structural context influence retrieval accuracy in regulated domains.
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Declaration on the use of ChatGPT and comparable tools
in the context of examinations

In this work I have used ChatGPT or another AI as follows:

□ Not at all

✓□ During brainstorming

□ When creating the outline

✓□ To write individual passages, altogether to the extent of 5% of the entire text

✓□ For the development of software source texts

□ For optimizing or restructuring software source texts

□ For proofreading or optimizing

□ Further, namely: -

I hereby declare that I have stated all uses completely.
Missing or incorrect information will be considered as an attempt to cheat.

ii



Contents

List of Tables v

List of Listings v

List of Abbreviations vi

1 Introduction 1
1.1 Objectives and Research Question . . . . . . . . . . . . . . . . . . . . . . . 1

2 Data and Document Processing 1
2.1 Document Collection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
2.2 PDF Parsing and Normalization . . . . . . . . . . . . . . . . . . . . . . . . 2
2.3 Section-Aware Text Construction . . . . . . . . . . . . . . . . . . . . . . . 2
2.4 Chunking Strategy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

3 Retrieval Pipeline 2
3.1 Index Construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
3.2 Retrieval Strategies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
3.3 Post-Processing and Final Ranking . . . . . . . . . . . . . . . . . . . . . . 3

4 Dataset Construction 3
4.1 Query Typology and Design . . . . . . . . . . . . . . . . . . . . . . . . . . 3
4.2 Transition to Chunk-Level Gold Standards . . . . . . . . . . . . . . . . . . 4
4.3 Validation and Refinement . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
4.4 Data Cleaning and Exclusions . . . . . . . . . . . . . . . . . . . . . . . . . 6

5 Evaluation Methodology 6
5.1 Retrieval-Only Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
5.2 Relevance Definition and Normalization . . . . . . . . . . . . . . . . . . . . 6
5.3 Evaluation Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
5.4 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

6 Results 7
6.1 Overall Retrieval Performance . . . . . . . . . . . . . . . . . . . . . . . . . 7
6.2 Performance by Query Type . . . . . . . . . . . . . . . . . . . . . . . . . . 8
6.3 Impact of Chunking . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
6.4 Effect of Section Prefix Ablation . . . . . . . . . . . . . . . . . . . . . . . . 10
6.5 Candidate Depth Ablation . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
6.6 Principal Findings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

7 Discussion 11
7.1 Divergent Failure Modes: Ranking vs. Recall . . . . . . . . . . . . . . . . . 11
7.2 The Latency-Precision Trade-off . . . . . . . . . . . . . . . . . . . . . . . . 12
7.3 The Chunking Dilemma: Semantic dilution vs. Lexical Context . . . . . . 12

iii



8 Limitations and Future Work 12
8.1 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
8.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

9 Conclusion 14

References 15

A Code samples A1
A.1 Text Normalization Logic . . . . . . . . . . . . . . . . . . . . . . . . . . . A1
A.2 Chunk-level hit@k . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . A2
A.3 Chain-MRR Calculation . . . . . . . . . . . . . . . . . . . . . . . . . . . . A3

B Document Sources A4

iv



List of Tables
1 Overall retrieval performance. . . . . . . . . . . . . . . . . . . . . . . . . . 8
2 Retrieval performance by query type. . . . . . . . . . . . . . . . . . . . . . 9
3 Impact of chunking configuration on retrieval performance (k = 8). . . . . 10
4 Ablation Study: Impact of removing hierarchical section prefixes. . . . . 10

List of Listings
1 Examples from the evaluation dataset. The Multi-Hop case (lines 9–17)

defines a list of required passages, that have to be retrieved for a successful
hit, Single-Hop queries (lines 2–6) only have one gold-passage. . . . . . . . 4

v



List of Abbreviations
API Application Programming Interface

BM25 Best Matching 25

Chain-MRR Chain Mean Reciprocal Rank

IR Information Retrieval

LLM Large Language Model

MMR Maximal Marginal Relevance

MRR Mean Reciprocal Rank

nDCG Normalized Discounted Cumulative Gain

OCR Optical Character Recognition

PDF Portable Document Format

RAG Retrieval-Augmented Generation

RRF Reciprocal Rank Fusion

vi



Chunk-level Retrieval Evaluation in RAG Systems: A Case Study on University Regulations

1 Introduction
The evaluation of Information Retrieval (IR) systems mostly focus on web-scale datasets
[Lew+20] and metrics such as Hit@k and Mean Reciprocal Rank (MRR) [Che+24], where
gold standards are defined at the document level. While effective for short, unstructured
corpora, these metrics can be increasingly unreliable for long, highly structured regulatory
documents, where relevant information is often found in a specific paragraph or clause.
Therefore, retrieving the correct document does not guarantee the retrieval of the precise
passage required for an accurate answer. Retrieval errors can contribute to “hallucina-
tions” or plausible but factually incorrect responses in Retrieval-Augmented Generation
(RAG) pipelines [Mag+25].

To address these issues, this study sets the focus on an isolated, chunk-level retrieval
evaluation instead of an end-to-end RAG performance. To conduct this, we introduce a
granular gold standard at the paragraph level and use metrics such as Chain Mean Re-
ciprocal Rank (Chain-MRR), which specifically accounts for the sequential dependencies
and precise ranking of chunks within a structured document. By focusing on retrieval,
not generation, we prevent the language model from masking retrieval failures through
prior knowledge or paraphrasing [SZ24].

1.1 Objectives and Research Question

This work establishes a chunk-level gold standard specifically for Portable Document
Format (PDF)-based university regulations, using them as a use case for high-precision
retrieval in regulated domains. We evaluate the performance of sparse, dense, and hybrid
retrieval strategies across varying query complexities, including keyword-based, semantic,
and multi-hop questions. By prioritizing ranking quality at a small, fixed cutoff, we ensure
that a retriever is only credited if it identifies the exact target phrase or phrases within
the top results. Therefore, this paper addresses the following research question:

How do sparse, dense, and hybrid retrieval strategies perform in identifying
text chunks within PDF-based university regulations, and to what extent do
adaptations improve their effectiveness across varying query complexities?

By focusing on granular relevance and strict retrieval-only testing, this work provides a
realistic application of IR performance in long, structured PDF documents, highlighting
why improvements in general recall do not necessarily translate to accuracy in regulatory
scenarios.

2 Data and Document Processing
2.1 Document Collection

The corpus consists of 14 PDF-based university regulations1, including examination rules,
study regulations, and subject-specific curricula (a total of 272 pages). These Regula-
tions were chosen based on their thematic coherence and cross-references, enabling the

1All documents are publicly available via the official websites of the Georg-August-Universität Göt-
tingen; URLs and retrieval dates are listed in Appendix B.
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construction of realistic multi-hop queries. These documents are characterized by formal
legal language and a hierarchical structure (chapters, sections and paragraphs).

2.2 PDF Parsing and Normalization

Documents were processed exclusively via the Docling conversion framework [Aue+24] to
ensure structural integrity. Unlike basic extraction tools, Docling employs a multimodal
layout analysis that eliminates layout noise, such as headers and footers, while preserving
the logical flow of the content. PDFs are decomposed into normalized Block objects,
where each block contains:

• Content: The cleaned, visible text.

• Metadata: Page references and semantic labels, e.g. paragraph, list, or heading.

• Structural Data: The relative position of the block within the document’s logical
hierarchy.

2.3 Section-Aware Text Construction

To keep hierarchical context, we implemented a section-aware indexing strategy. Rather
than storing structure as isolated metadata, section paths were added directly to the
content of paragraph and list blocks (e.g., “Section: Chapter X > § Y. Text: . . . ”).

This ensures that structural context informs the embeddings, simplifying semantic and
multi-hop retrieval where information is referenced implicitly.

2.4 Chunking Strategy

Following normalization, the text is segmented into retrieval units using sentence-based
chunking. To ensure comparability between retrieval strategies, a consistent configuration
is applied across the entire corpus if not stated otherwise. Based on established best
practices in RAG architectures [Lew+20; IG21], we utilize a chunk size of 500 tokens with
an overlap of 150 tokens. This configuration intends to preserve enough local context
while still maintaining a high signal-to-noise ratio for the retriever. We partially explore
alternative chunk sizes and overlaps in Section 6.3, however, a systematic optimization of
chunking parameters is outside the scope of this work.

3 Retrieval Pipeline
3.1 Index Construction

To ensure a consistent and controlled comparison, all experiments utilize a single, shared
VectorStoreIndex implemented using the LlamaIndex framework (version 0.14.7). The
document collection, sentence-based chunking configuration, and embedding model re-
main fixed across all trials. By re-using a persisted index, we isolate the retrieval strategy’s
performance from factors like preprocessing or indexing variability.
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3.2 Retrieval Strategies

We evaluate three primary retrieval strategies implemented via the LlamaIndex framework
[Liu22]. Each strategy is designed to address different linguistic challenges.

• Sparse Retrieval (BM25): Implemented using the BM25Retriever [RZ09], it tar-
gets exact terminology, numerical values, and legal references, e.g., paragraph num-
bers. Best Matching 25 (BM25) operates on the internal docstore and is configured
with a language-specific tokenizer to optimize precision for German university reg-
ulations.

• Dense Retrieval: This strategy implements an embedding-based retriever (as_retriever)
to capture semantic relationships and paraphrases that avoid keyword matching
[Kar+20]. It makes retrieval easier when queries use conceptual descriptions rather
than exact regulatory terminology.

• Hybrid Retrieval (RRF): Utilizing the QueryFusionRetriever, this approach
combines sparse and dense outputs via Reciprocal Rank Fusion (RRF)[CCB09]. By
merging lexical and semantic signals, the hybrid strategy attempts to achieve higher
ranking stability across various query types without needing supervised re-ranking
data.

3.3 Post-Processing and Final Ranking

To maintain consistency, all retrievers are put in a custom TopKFinalWrapper. It is a
custom implementation designed to ensure controlled evaluation across all retrievers by
providing the two following functions:

1. Deduplication: Ensures that the result set contains unique Node IDs, preventing
redundant information from taking the limited k slots.

2. Top-k Truncation: Limits the output to a fixed kfinal to ensure that evaluation
metrics display ranking quality under identical conditions.

4 Dataset Construction
4.1 Query Typology and Design

The dataset contains natural language queries in German, specifically designed to tar-
get granular regulatory passages. To evaluate diverse retrieval challenges, queries are
categorized into three types:

• Keyword: Queries (a total of 9) targeting explicit terminology, numerical values,
or identifiers.

• Semantic: Queries (a total of 10) requiring conceptual understanding or para-
phrases.

• Multi-hop: Queries (a total of 5) requiring the aggregation of information across
multiple sections or documents.

Section 4 Corinna Liley 3
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4.2 Transition to Chunk-Level Gold Standards

Initial experiments used document-level gold labels, where retrieval was considered suc-
cessful if any chunk from the correct document was returned. While this reached near-
perfect Hit@k scores, manual inspection revealed that the retrieved content often didn’t
contain the specific information required for an accurate answer. To address this "preci-
sion gap", we redefined the gold standard at the chunk level.

Gold references were manually extracted as the minimal regulatory statements needed
to answer a query correctly. These passages are taken from the Docling output to main-
tain the same structure as the indexed units. For multi-hop queries, the gold standard
includes all necessary passages, needing the retriever to identify the complete set of rele-
vant information.

Listing 1 shows the structure of our manually built evaluation dataset (testset.py).
It highlights

1 # Example of a Single-Hop (Keyword) query
2 "physik_grade_improvement": {
3 "query": "Wie oft dürfen bestandene Modulprüfungen im Fach Physik zur

Notenverbesserung wiederholt werden?",↪→

4 "type": "keyword",
5 "gold": ("bis zu zwei bestandene Modulprüfungen"),
6 },
7

8 # Example of a Multi-Hop query (requires multiple distinct chunks)
9 "cross_lehramt_biologie_modules": {

10 "query": "Welche fach-spezifischen Module müssen im Lehramtbezogenen Profil
absolviert werden und welches biologische Modul erfüllt die fachdidaktische
Kompetenz?",

↪→

↪→

11 "type": "multi-hop",
12 "gold": [
13 "beiden Studienfächern das jeweils in der Modulübersicht gesondert

ausgewiesene Modul zur fachdidaktischen Kompetenz",↪→

14 "Einführung in die Didaktik der Biologie"
15 ],
16 }

Listing 1: Examples from the evaluation dataset. The Multi-Hop case (lines 9–17) defines
a list of required passages, that have to be retrieved for a successful hit, Single-Hop queries
(lines 2–6) only have one gold-passage.

Multi-hop as well as single-hop queries benefit from this increased granularity. To il-
lustrate the difference between document-level and chunk-level evaluation, Figure 1 shows
a representative hard-negative scenario.
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Query:
“Wie oft dürfen bestandene Modul-

prüfungen im Fach Physik zur Noten-
verbesserung wiederholt werden?”

Retrieved Chunk (Hard Negative):
Source: Pruefungsordnung_Physik.pdf

Content: “Voraussetzung für die Zulassung
zur Bachelor-Arbeit im Studienfach
Physik ist der Nachweis von 48 C...”

Retrieval System

Document-Level Eval
(Standard Metric)

SUCCESS (Hit)

because Source matches
Pruefungsordnung_Physik.pdf

(False Positive)

Chunk-Level Eval
(This Study)

FAILURE (Miss)

because content
does NOT contain

the specific Gold Passage:
“...bis zu zwei bestandene

Modulprüfungen...”

Figure 1: Comparison of Evaluation Logic using a ’Hard Negative’ example. Standard
document-level metrics (left) score a success because the document is correct, despite
the fact that the retrieved text is irrelevant. Our Chunk-Level approach (right) correctly
identifies the failure.

This example highlights that document-level success can conceal retrieval failures at
the passage level. Strict validation ensures the evaluation reflects whether answer-critical
information is actually retrievable, which is essential in regulatory contexts where wrong
retrieval can lead to incorrect conclusions.

4.3 Validation and Refinement

To ensure the integrity of the benchmark, two validation steps were implemented:

1. Gold Coverage Validation: Prior to evaluation, a procedure verifies that every
gold passage is fully contained within at least one chunk under the current configu-
ration. This prevents "inevitable failures" caused by chunk boundaries.

2. Granularity and Evaluation Logic: To ensure gold coverage despite chunk
boundaries, long regulatory statements were decomposed into semantically coher-
ent sub-passages. We adopt a strict retrieval criterion: a query is only considered
successful if the retriever identifies the complete set of required gold passages within
the top-k results. This logic applies both to multi-hop queries and to fragmented
single-hop queries where a single answer is distributed across multiple gold passages.
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4.4 Data Cleaning and Exclusions

Queries and the corresponding documents impacted by severe PDF parsing errors because
of complex tabular layouts were excluded. This ensures that the evaluation reflects the
performance of the retrieval strategies rather than limitations in document conversion or
Optical Character Recognition (OCR) technology.

5 Evaluation Methodology
5.1 Retrieval-Only Evaluation

To eliminate distracting factors in evaluation such as Large Language Model (LLM)-
based hallucinations, this study applies a retrieval-only framework. Retrieval quality is
evaluated by comparing retrieved chunks directly against chunk-level gold passages.

5.2 Relevance Definition and Normalization

Let C = {c1, . . . , ck} be the ranked list of retrieved chunks for a query q, and G =
{g1, . . . , gm} be the set of required gold passages. A chunk ci is considered relevant to a
gold passage gj if:

norm(gj) ⊆ norm(ci) (1)

The normalization function norm(·) includes lowercasing, whitespace collapse, and re-
moval of non-alphanumeric characters while preserving German umlauts (ä, ö, ü, ß).

For single-hop queries with only one gold passage (m = 1), retrieval is successful
if at least one ci ∈ C matches g1. For multi-hop queries and single-hop queries with
multiple gold passages (m > 1), we use AND-semantics : retrieval is successful only if
every gj ∈ G is covered by at least one chunk in C.

5.3 Evaluation Metrics

We utilize a set of granular metrics to assess ranking and coverage:

• Chunk Hit@k: Chunk Hit@k (Strict): A binary indicator (0 or 1). Unlike standard
Hit@k which requires only one relevant item, we enforce a strict success criterion:
the metric is 1 only if the complete set G is retrieved within the top-k. Partial
retrieval is counted as a failure (0), reflecting the necessity of complete information
in regulatory contexts. In the following sections, unless stated otherwise, the term
Hit@k refers to the Strict Chunk-Level Hit@k defined above.

• Mean Reciprocal Rank (MRR): The reciprocal rank of the first relevant chunk.

MRR =
1

|Q|

|Q|∑
i=1

1

ranki

(2)

where |Q| denotes the total number of queries and ranki refers to the position of the
first relevant chunk for the i-th query.
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• Chain-MRR (Bottleneck MRR): To account for gold passage lists, we define
Chain-MRR as the reciprocal of the rank at which the last required gold passage
appears:

Chain-MRR =

{
1

maxj(rank(gj))
if all gj ∈ G are retrieved

0 otherwise
(3)

where rank(gj) is the index of the first chunk containing gj.

• nDCG@k: Normalized Discounted Cumulative Gain (nDCG) evaluates ranking
quality using binary relevance across the top-k positions [JK00; Wan+13].

• Latency: We distinguish between clean latency (pure execution) and end-to-end la-
tency (including backoff penalties due to Application Programming Interface (API)
rate limits).

5.4 Experimental Setup

Experiments were controlled using a fixed keval = 8 to balance evidence coverage with
ranking sensitivity. keval = 8 remains sufficiently small to expose ranking errors, particu-
larly in multi-hop queries where required passages may appear at different depths, while
limiting the effect of a late but technically correct retrieval leading to a hit = 1.

• Indexing: All strategies share a VectorStoreIndex with chunks of 500 tokens (150-
token overlap).

• Models: Dense retrieval utilizes e5-mistral-7b-instruct[Wan+24]; sparse re-
trieval uses BM25 with German language configuration.

• Hybrid: Combination via Reciprocal Rank Fusion (RRF).

• Robustness: All calls use exponential backoff to ensure deterministic execution
despite API rate limits.

6 Results
All results are recorded with a fixed evaluation cutoff of k = 8 retrieved chunks. Success
and ranking quality are measured exclusively at the granular chunk level based on the
strict relevance definition from Section 5. Unless noted otherwise, section prefixes are
enabled.

6.1 Overall Retrieval Performance

Table 1 summarizes the performance across all queries. Hybrid retrieval (RRF)
achieves the highest coverage with a Hit@8 of 0.875 and the highest ranking precision
(MRR = 0.743). Sparse retrieval (BM25) has extremely low clean latency (< 10ms),
while showing lower ranking precision compared to dense and hybrid. Notably, the dif-
ference between clean and e2e latency shows the significant overhead of the exponential
backoff mechanism utilized to manage API rate limits.

Section 6 Corinna Liley 7
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Figure 2: Overall retrieval performance across strategies (Table 1).

Table 1: Overall retrieval performance.

Strategy Hit@8 MRR Chain-MRR nDCG@8 Lat. cleana Lat. e2ea

Sparse (BM25) 0.750 0.675 0.564 0.692 9 209
Dense (Emb.) 0.792 0.661 0.578 0.689 2977 3178
Hybrid (RRF) 0.875 0.743 0.658 0.765 4970 5171

Note: Mean values across all queries. Configuration: Chunking 500/150, k = 8. Hit@8
refers to the strict Chunk-Level metric (exact passage match) as defined in 5.3.

a Latency in milliseconds (ms). Clean denotes pure execution time; e2e includes expo-
nential backoff for API rate limits.

6.2 Performance by Query Type

Performance varies significantly across query types, as shown in Table 2. For Key-
word queries, sparse retrieval is very effective (Hit@8 = 0.889), matching hybrid-level
effectiveness with higher computational efficiency. In contrast, Multi-hop queries rep-
resent the most challenging scenario. While hybrid retrieval achieves perfect coverage
(Hit@8 = 1.0), the low Chain-MRR values across all strategies (max. 0.440 for Dense)
indicate that identifying the complete set of required passages remains a primary bottle-
neck in structured PDF retrieval.
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Chunk-level Retrieval Evaluation in RAG Systems: A Case Study on University Regulations
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Figure 3: Strict Chunk-Level Hit@8 across query types.
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Figure 4: Chain-MRR across query types.

Table 2: Retrieval performance by query type.

Query Type Strategy n Hit@8 MRR C-MRRa nDCG@8

Keyword
Sparse (BM25) 9 0.889 0.778 0.778 0.806
Dense (Emb.) 9 0.889 0.630 0.630 0.686
Hybrid (RRF) 9 0.889 0.833 0.833 0.835

Semantic
Sparse (BM25) 10 0.700 0.570 0.570 0.591
Dense (Emb.) 10 0.700 0.600 0.600 0.626
Hybrid (RRF) 10 0.800 0.667 0.667 0.684

Multi-hop
Sparse (BM25) 5 0.600 0.700 0.169 0.688
Dense (Emb.) 5 0.800 0.840 0.440 0.819
Hybrid (RRF) 5 1.000 0.733 0.324 0.801

Note: Configuration uses Chunking 500/150 and k = 8. Hit@8 refers to the
strict Chunk-Level metric (exact passage match) as defined in 5.3.

a C-MRR denotes Chain-MRR.
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6.3 Impact of Chunking

Table 3 shows that increasing chunk size generally improves Hit@8. However, Dense
retrieval performs worse in ranking quality (MRR drops from 0.722 to 0.577) when
moving to larger chunks (700/250), likely because of the "watered" semantic signals in
longer text segments.

Table 3: Impact of chunking configuration on retrieval performance (k = 8).

Chunkinga Strategy Hit@8 MRR Chain-MRR nDCG@8 Lat. cleanb Lat. e2eb

280 / 80
Sparse (BM25) 0.667 0.579 0.514 0.636 7 208
Dense (Emb.) 0.792 0.722 0.588 0.745 2976 3177
Hybrid (RRF) 0.833 0.729 0.613 0.746 4259 4460

500 / 150
Sparse (BM25) 0.750 0.675 0.564 0.692 9 209
Dense (Emb.) 0.792 0.661 0.578 0.689 2977 3178
Hybrid (RRF) 0.875 0.743 0.658 0.765 4970 5171

700 / 250
Sparse (BM25) 0.833 0.793 0.671 0.776 8 209
Dense (Emb.) 0.833 0.577 0.525 0.621 2126 2328
Hybrid (RRF) 0.917 0.742 0.679 0.757 3779 4142

Note: Values are means across all queries. Hit@8 refers to the strict Chunk-Level metric (exact
passage match) as defined in 5.3.

a Format denotes: Token Size / Token Overlap.
b Latency in milliseconds (ms). Clean refers to pure execution time; e2e includes exponential backoff

delays.

6.4 Effect of Section Prefix Ablation

To quantify the contribution of hierarchical section paths, which are enabled by default
in this study, we made an ablation analysis. Table 4 illustrates the performance delta
observed when these prefixes are omitted.

Table 4: Ablation Study: Impact of removing hierarchical section prefixes.

Query Type ∆ Hit@8 ∆ MRR ∆ C-MRR

Keyword ≈ 0 ↑a –
Semantic ≈ 0 ↓ –
Multi-hop ↓ ↓ ↓

Note: The table reports the performance dif-
ference (∆) relative to the baseline. Configu-
ration: k = 8, chunking 500/150. Hit@8 refers
to the strict Chunk-Level metric (exact pas-
sage match) as defined in 5.3.

a Observed increase was slight.

Legend of Symbols:
↓ Decrease in metric
↑ Increase in metric

≈ 0 Negligible change
– Metric not applicable

The results show that the absence of section prefixes leads to a decrease in all metrics
for Multi-hop queries. For Semantic queries, the removal results in a lower MRR,

Section 6 Corinna Liley 10
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while Hit@8 remains unchanged. In the case of Keyword queries, the omission of
prefixes leads to a slight increase in MRR, while coverage remains constant as well.

6.5 Candidate Depth Ablation

Varying the candidate pool size for sparse, dense, and hybrid retrieval did not change
any of the reported evaluation metrics. All relevant chunks are already retrieved within
the smaller candidate pools. To further validate this observation, we also evaluate a
maximum candidate depth configuration (sparse = 100, dense = 100, hybrid RRF =
160). Under this upper-bound setting, hit@8 (Chunk-Level metric as defined in 5.3),
MRR, chain-MRR, and nDCG@8 remain unchanged across all query types, too. Queries
that fail at smaller candidate depths also fail under this configuration, while retrieval
latency increases drastically.

6.6 Principal Findings

In conclusion, the experimental evaluation reveal the following insights regarding the
retrieval of university regulations:

1. Hybrid Superiority vs. Latency Costs: The Hybrid (RRF) strategy consis-
tently outperforms standalone sparse or dense methods, achieving a peak Hit@8 of
0.875. This shows that the combination of lexical exactness (BM25) and seman-
tic proximity (Dense) is essential for navigating queries in the field of university
regulations, which often vary between legal terminology and conceptual queries.
Nevertheless, the trade-off is a considerable increase in latency.

2. Divergent Chunking Sensitivity: Sparse and dense retrievers show opposing re-
actions to increased context. While BM25 benefits from larger chunks (700 tokens),
dense embedding performance weakens (MRR drops to 0.577).

3. Importance of Structural Metadata: The ablation study confirms that hierar-
chical section prefixes are essential for Multi-hop queries. Removing this context
leads to a measurable drop in both coverage and ranking quality.

4. Retrieval Ceiling: Increasing the candidate pool size (depth) delivers no perfor-
mance gains. This shows that current retrieval failures are not caused by the low
k=8, but by fundamental semantic mismatches or vocabulary gaps that cannot be
solved simply by retrieving more chunks.

These observations underscore that optimizing a RAG system for this domain is not
a linear problem of "more context" or "more candidates," but requires balancing the
opposing behaviors of lexical and semantic retrieval.

7 Discussion
7.1 Divergent Failure Modes: Ranking vs. Recall

Our analysis reveals two bottlenecks (see Section 6.2). For Hybrid and Dense retrieval,
the limitation is ranking quality. In particular the inability to prioritize the right
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passages above topically related noise, as shown by the gap between perfect coverage
(Hit@8 = 1.0) and low ranking (Chain−MRR = 0.324) in multi-hop scenarios (Table 2,
Figure 3, Figure 4). However, for Sparse retrieval, the bottleneck remains recall. The
drastic drop in Multi-hop performance (Hit@8 = 0.600, Table 2, Figure 3) shows that
without semantic linking, keyword matching frequently fails to retrieve the relevant chunk
entirely. Therefore, while increasing k slightly helps Dense/Hybrid strategies, it becomes
less effective for Sparse retrieval where the vocabulary gap cannot be filled by search
depth alone.

7.2 The Latency-Precision Trade-off

While Hybrid retrieval (RRF) achieves the highest robustness, its computational cost is
significant (see Section 6.1). Our benchmarks show a clean latency of nearly 5 seconds
per query, compared to just under 3 seconds for the standalone dense retriever or ≈ 9ms
for the sparse retriever (Table 1). Although RRF effectively links the gap between lexical
and semantic search, in most experiments Hit@8 for RRF is only slightly higher than
for standalone dense retrieval with additional 2 seconds of processing time (Table 1).
In production environments for University Regulations, the near-instantaneous nature
of sparse retrieval or the moderate speed of dense-only approaches might be preferable.
Hybrid systems should therefore only be applied if the architecture allows this overhead.

7.3 The Chunking Dilemma: Semantic dilution vs. Lexical Con-
text

Our ablation study on chunk sizes reveals a fundamental difference between retrieval
strategies (see Section 6.3). As shown in Table 3, while Sparse retrieval benefits signifi-
cantly from larger window sizes (Hit@8 rises from 0.667 to 0.833), Dense retrieval shows
the opposite trend, declining in ranking quality (MRR drops to 0.577 at 700 tokens). .

This is because of semantic dilution. In regulatory documents, a 700-token chunk
usually covers several different rules or paragraphs. When a dense retriever tries to squeeze
all these different topics into a single vector, the result is noisy. The specific information
needed to answer the query gets lost. On the other hand, sparse (BM25) benefits from
larger chunks simply because the statistical probability of containing the exact keyword
combination increases.

8 Limitations and Future Work
8.1 Limitations

The following limitations must be taken into account:

• Document Parsing: Parsing quality was treated as a set condition for this study.
Therefore, documents with severe OCR errors were excluded.

• Dataset Specificity: The dataset is highly specialized, consisting of 14 complex
regulatory documents. While this scale is limited and difficult to generalize, it was
a necessary trade-off to allow the creation of a manually verified Chunk-Level Gold
Standard.

Section 8 Corinna Liley 12



Chunk-level Retrieval Evaluation in RAG Systems: A Case Study on University Regulations

• Evaluation Logic: Because our use of strict matching, we prioritize exact wording
over similar meaning. While this is essential for legal verification, it introduces a
potential source of false negatives in the evaluation, where a semantically correct
passage might be penalized for minor differences.

8.2 Future Work

Based on the identified bottlenecks in ranking and structural integrity, future work could
isolate the following parameters:

Retrieval Logic & Tuning

• Maximal Marginal Relevance (MMR): Implementing MMR re-ranking to bal-
ance relevance with diversity, preventing result sets from being flooded by very
similar passages from the same section [CG98].

• Query Expansion: Generating variations of the user query to bridge the vocabu-
lary gap, particularly for Sparse retrieval failures.

• BM25 Parameters: Fine-tuning term frequency saturation and length normaliza-
tion specifically for German legal texts.

Data Engineering & Structure

• Chunk Size & Overlap: Systematic testing of set lengths (400, 500, 700 tokens)
and varying overlaps to minimize boundary loss.

• Section Prefixes: Evaluating the impact of varying hierarchy depths and format-
ting styles in the text.

• Normalization: Refining the handling of legal symbols (e.g., "§", "Abs.") to pre-
vent tokenizing artifacts from influencing retrieval scoring.

Model & Architecture

• Embedding Models: Benchmarking alternative models such as E5 (large/base)
or Qwen against the current Mistral baseline.

• MMR after Fusion: Applying redundancy reduction specifically after the RRF
merge to clean up the final context window.

Evaluation Refinement

• Matching Strictness: Experimenting "Soft Matching" metrics that address minor
formatting differences or OCR artifacts to distinguish actual retrieval failures from
evaluation noise.

• keval Sensitivity: analyzing performance at stricter (Top-3, Top-5) versus broader
k (Top-10, Top-20) to determine the optimal context window size for the LLM.
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9 Conclusion
This study investigated the effectiveness of sparse, dense, and hybrid retrieval strategies
for navigating the complex structure of PDF-based university regulations. By shifting the
evaluation focus from document-level metrics to a granular, chunk-level gold standard,
we identified critical performance bottlenecks.

Our primary contributions are the following. First, we demonstrate that hybrid re-
trieval (RRF) is the most robust strategy for regulatory domains with a trade-off on
computational cost, as it successfully merges lexical precision with semantic flexibility.
Second, we show that the integration of hierarchical section prefixes is not only an
enhancement but a necessity, because it ensures that individual clauses retain their nor-
mative context. Third, our analysis utilizing Chain-MRR and the Maximum-Depth ex-
periment reveals that the primary challenge in institutional RAG is not only the omission
of information (recall), but especially the exact prioritization (ranking) of the complete
set of required passages.

For academic institutions and other highly regulated environments, this work demon-
strates that improving RAG accuracy depends on refining structure-aware chunking and
ranking precision. Future developments should focus on adaptive re-ranking models that
can find fragmented information across documents, implementing agentic workflows that
can refine retrieval queries [Asa+24]. While this case study is limited in scale, it serves as
a methodological framework for building more reliable and verifiable AI assistants. Such
systems are essential for navigating complex institutional environments with the precision
required by legal and administrative standards.
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A Code samples
This appendix provides the technical implementation of the evaluation metrics and nor-
malization logic. The complete source code, including all retrieval strategies, evaluation
logic, and the full set of queries and gold passages, is publicly available at: https://
github.com/corinnaliley/Chunk-level-Retrieval-Evaluation-in-RAG-Systems-.git

A.1 Text Normalization Logic

To ensure a fair "Strict Match" evaluation, both retrieved chunks and gold-standard
passages are pre-processed using the following routine. This prevents punctuation and
formatting artifacts from causing false negatives.

1 import re
2

3 def normalize(text: str) -> str:
4 """
5 Standardizes text for strict substring matching.
6 Preserves German umlauts while removing structural symbols (e.g., §).
7 """
8 if not text:
9 return ""

10

11 # 1. Lowercase for case-insensitivity
12 text = text.lower()
13

14 # 2. Collapse all whitespaces (newlines/tabs) into single spaces
15 text = re.sub(r"\s+", " ", text)
16

17 # 3. Remove all non-word characters except spaces.
18 # Note: In Python 3, \w is Unicode-aware and preserves ä, ö, ü, ß.
19 # This removes punctuation and symbols like §, (, ), [, ], ., etc.
20 text = re.sub(r"[^\wäöüß ]", "", text)
21

22 return text.strip()
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A.2 Chunk-level hit@k

As defined in Section 5, a retrieval for a query is only considered successful if every
required gold passage is present within the set of retrieved chunks.

1 def evaluate_hit_rate(retrieved_nodes, gold_passages):
2 """
3 Implementation of the strict chunk-level hit rate.
4 Expects a list of LlamaIndex NodeWithScore objects.
5 """
6 # Extract raw text from nodes (MetadataMode.NONE to avoid noise)
7 node_texts = [n.node.get_content().lower() for n in retrieved_nodes]
8 norm_chunks = [normalize(c) for c in node_texts]
9

10 # A query is a "Hit" only if ALL passages are found
11 for gold in gold_passages:
12 gold_norm = normalize(gold)
13 if not any(gold_norm in chunk for chunk in norm_chunks):
14 return 0.0 # Failure: missing at least one required piece
15

16 return 1.0 # Success

Section A Corinna Liley A2



Chunk-level Retrieval Evaluation in RAG Systems: A Case Study on University Regulations

A.3 Chain-MRR Calculation

For queries with multiple required passages, the ranking quality is defined by the position
of the "last" necessary passage found in the results.

1

2 def compute_chain_mrr_exact(nodes, gold_passages):
3 """
4 Calculates MRR based on the bottleneck (the highest rank among
5 all required gold passages). Treated as an 'AND' condition.
6 """
7 if not gold_passages:
8 return 0.0
9

10 # Normalize all required gold passages
11 gold_norm = [normalize(t) for t in gold_passages]
12 # Track the rank at which each gold passage is first found
13 gold_ranks = [None] * len(gold_norm)
14

15 # Iterate through retrieved chunks (1-indexed)
16 for idx, n in enumerate(nodes, start=1):
17 chunk_text = n.node.get_content(metadata_mode=MetadataMode.NONE) or ""
18 chunk_norm = normalize(chunk_text)
19

20 for i, g in enumerate(gold_norm):
21 # If not yet found, check if current chunk contains this gold passage
22 if gold_ranks[i] is None and g and (g in chunk_norm):
23 gold_ranks[i] = idx
24

25 # If even one required passage is missing, the entire chain fails
26 if any(r is None for r in gold_ranks):
27 return 0.0
28

29 # The Chain Rank is the rank of the passage found deepest in the results
30 chain_rank = max(r for r in gold_ranks if r is not None)
31

32 # Calculate MRR based on this bottleneck rank
33 chain_mrr = 1.0 / float(chain_rank) if chain_rank > 0 else 0.0
34 return chain_mrr
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B Document Sources
Document URL Retrieval

date

Allgemeine Prüfungsordnung (APO) https://www.uni-goettingen.de/
de/version+am+i+05/10.02.2023+
[barrierefrei]/672631.html

2026-11-11

Allgemeine Zulassungsordnung
(AZO)

https://www.uni-goettingen.de/
de/version+am+i+04/06.02.2024+
[barrierefrei]/121812.html

2026-11-11

Ordnung über das Teilzeitstudium https://www.uni-goettingen.de/
de/version+am+i+27/12.09.2023+
[barrierefrei]/680189.html

2026-12-10

Zugangs- und Zulassungsordnung
(M.Sc. Angew. Informatik)

https://www.uni-goettingen.de/de/
version+am+i+20/14.04.2021/488069.html

2026-11-11

Prüfungs- und Studienordnung (M.Sc.
Angew. Informatik)

https://www.uni-goettingen.de/de/
version+am+i+31/07.10.2025/702835.html

2026-11-11

Ordnung zur Sicherung guter wis-
senschaftlicher Praxis

https://uni-goettingen.
de/de/document/download/
e08f9bb2e90a936f77cbfb3ac14acca2.
pdf/Ordnung%20Sicherung%20guter%
20wissenschaftlicher%20Praxis.pdf

2026-11-11

Prüfungs- und Studienordnung (B.Sc.
Angew. Informatik)

https://www.uni-goettingen.de/de/
version+am+i+31/07.10.2025/702833.html

2026-11-11

Fachspezifische Bestimmungen – Fach
Biologie

https://www.uni-goettingen.de/de/
version+am+22/18.10.2007/83483.html

2026-11-11

Fachspezifische Bestimmungen – Stu-
dienfach Physik

https://www.uni-goettingen.
de/de/document/download/
1bf09a27d4dea9d192c291f1d88fd720.pdf/
Physik_StO2009pdf.pdf

2026-11-11

Professionalisierungsbereich im
Lehramtbezogenen Profil

https://uni-goettingen.
de/de/document/download/
243106b899c3ae4639652c816a934c33.pdf/
PO_Prof.Bereich_AM2009.pdf

2026-11-11

Prüfungsordnung Zwei-Fächer-
Bachelor

https://www.uni-goettingen.
de/de/document/download/
8b47bb678060096256658b3f030b1426.pdf/
2F%C3%A4BA_PStO_AllgemTeil_2022.pdf

2026-11-11

Studienordnung Physik https://www.uni-goettingen.
de/de/document/download/
80a7d36c1d839de8daa11a0738924d7b.pdf/
BA%20Physik%20PStO%20AM2025.pdf

2026-11-11

Studienordnung Biologie https://www.uni-goettingen.de/de/
version+am+23/25.10.2007/83493.html

2026-11-11

Studienordnung Zwei-Fächer-
Bachelor

https://www.uni-goettingen.
de/de/document/download/
dc28b6ae85fcb5394053fe6708817d50.pdf/
StO_Prof.Bereich_AM2009.pdf

2026-11-11

Table B.1: Corpus documents with source URLs and retrieval dates.
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