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Abstract

Recent advancements and the widespread adoption of large language models (LLMs)
have created new opportunities for their application. When combined with text-to-speech
(TTS) and speech-to-text (STT) technologies, these models can work together to make
Al more accessible and interactive. This project presents the design and implementation
of a web-based Voice Processing Pipeline that enables seamless voice input processing
through natural speech. Developed with Next.js 14 and React 18, the system captures
spoken input via browser-based audio recording, processes it through multiple Al
services, and delivers audio responses using high-quality speech synthesis, resulting in
an intuitive voice-to-audio processing experience.

Keywords: Voice Processing Pipeline, Large Language Models (LLMs), Speech-to-Text
(STT), Text-to-Speech (TTS)
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1 Introduction

The emergence and widespread adoption of large language models (LLMs) such as
GPT-4, Claude, and Meta’s Llama series have demonstrated unprecedented capabilities
in understanding and generating human-like text, opening new possibilities for more
natural and intuitive interfaces between humans and machines. Building on this trend,
Chat Al [3] has demonstrated how LLMs can be securely hosted on HPC infrastructures.
The service provides two complementary access modes:

1. Browser-based front end — users can interact with the models through a
web-based chat interface Chat Al.

2. Programmatic APl access — developers and researchers can integrate the
hosted models directly into applications and workflows.

Voice-based interfaces represent a paradigm shift toward more accessible and intuitive
computing experiences, leveraging humanity’s most fundamental communication
method: speech. The convergence of advanced speech recognition, sophisticated
language understanding, and high-quality speech synthesis technologies has made it
possible to create voice processing systems that can engage users through natural
speech interaction.

While powerful Al models exist, they remain largely confined to text-based interactions.
By integrating speech-to-text (STT), large language models (LLM), and text-to-speech
(TTS) technologies into a cohesive web-based platform, we aim to democratize access
to Al capabilities and create more inclusive computing experiences. Specifically, we
propose a processing pipeline to build a voice-enabled Al processing system.
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Figure 1: Pipeline for the proposed voice processing system.

The source code for this project is available on GitLab.


https://chat-ai.academiccloud.de/chat
https://gitlab-ce.gwdg.de/narges.lux/llm-interaction

2 Technical Background

As highlighted above, large language models (LLMs) have enabled powerful text-based
interaction; however, their adoption for voice-based communication remains limited.
While [3] provides a browser-based front end for text interactions, it does not support
voice-based interaction. Notably, [3] also offers programmatic access to models hosted
on HPC infrastructure. In this project, we leverage these HPC-hosted models to build an
end-to-end pipeline that enables voice interaction with LLMs, integrating speech-to-text
(STT), language model inference (LLM), and text-to-speech (TTS) components. To
realize a voice processing system, we integrate three core components—STT, LLM, and
TTS—each of which plays a crucial role in enabling seamless voice interaction. In the
following sections, we discuss each component in detail.

2.1 Speech-to-Text (STT) Model

The speech-to-text (STT) component is a critical part of the voice-enabled Al assistant,
responsible for converting spoken audio into text that can be processed by the large
language model. For this purpose, we utilize OpenAl’s Whisper Large v2 [6], a widely
adopted state-of-the-art automatic speech recognition (ASR) system. The model weights
and documentation are publicly available via Hugging Face.

Whisper Large v2 follows the transformer-based encoder—decoder architecture
characteristic of the Whisper family. The encoder processes log-Mel spectrograms
derived from raw audio signals to generate high-level latent representations, while the
decoder produces the corresponding text tokens. This architecture enables the model
to capture detailed temporal and spectral structure, supporting accurate transcription
across a wide variety of acoustic conditions. Compared to earlier Whisper releases,
the v2 model introduced refinements in training and optimization strategies, improving
decoding stability and multilingual alignment. Whisper Large v2 was trained on a
large-scale multilingual and multitask dataset comprising hundreds of thousands of
hours of audio collected from the web. This diverse corpus includes varied accents,
languages, speaking styles, and recording environments, contributing to the model’s
robustness and strong performance in real-world scenarios. Like other models in the
Whisper family, Whisper Large v2 supports multilingual speech recognition as well
as automatic speech translation into English. These capabilities eliminate the need
for specialized per-language ASR systems and simplify integration into applications
that interact with users across different linguistic backgrounds. Its resilience to noise,
overlapping speech, and inconsistent microphone conditions makes it well suited for
conversational Al interfaces.

Within our pipeline, the STT module captures audio input from the browser interface
and forwards it to the Whisper Large v2 model hosted on our HPC infrastructure. The
model returns the transcribed text, which is then processed by the LLM component.
The reliability and stability of Whisper Large v2 ensure consistent, accurate transcription,
forming the foundation for a seamless, natural voice-based interaction experience.


https://huggingface.co/openai/whisper-large-v2
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Figure 2: OpenAl Whisper Architecture [8]

2.2 Large Language Model (LLM)

The Large Language Model (LLM) component is responsible for interpreting the
transcribed text and generating contextually appropriate responses. In this project, we
employ Meta’s LLaMA 3.1 8B model [5], a state-of-the-art open-source LLM designed for
efficiency and strong performance across a wide range of natural language processing
tasks. Notably [3], hosts a plethora of models, and a comprehensive list can be
found here. While we opted for LLaMA 3.1 8B, any other model hosted on the HPC
infrastructure could also be utilized depending on the specific requirements of the
application.

Meta’s LLaMA 3 represents the third generation of large language models developed
by Meta, released in 2024 as open-weight models for both research and practical
applications. The series initially included models with 8 billion (8B) and 70 billion (70B)
parameters, later followed by a larger 405 billion parameter version. In this project,
we employ the LLaMA 3.1 8B variant, which is built upon an optimized Transformer
architecture that leverages multi-head self-attention and feed-forward layers to effectively
capture long-range dependencies in text. With 8 billion parameters, it achieves a strong
balance between computational efficiency and expressive capacity, making it well-suited
for deployment on HPC infrastructure. The model supports multiple languages, including
English, German, French, Italian, Portuguese, Hindi, Spanish, and Thai, and its weights
and documentation are publicly available via Hugging Face. Within our system, the LLM
module processes transcribed text from the STT component to generate meaningful
responses, which are then converted into speech by the TTS component. Leveraging
HPC resources ensures low-latency inference, enabling real-time, natural interaction.


https://docs.hpc.gwdg.de/services/chat-ai/models/index.html
https://huggingface.co/meta-llama/Llama-3.1-8B

(a) A standard Transformer architecture [9] (b) The overall architecture of Llama 3 [5]

2.3 Text-to-Speech (TTS)

The text-to-speech (TTS) component serves as the final stage of the voice processing
workflow, responsible for converting the language model’s text output into natural-sounding
speech. For this purpose, we employ XTTS v2 [1], a state-of-the-art multilingual neural
TTS system developed by Coqui Al. The model weights and documentation are publicly
available via Hugging Face.

XTTS v2 is based on a transformer architecture optimized for speech synthesis. It
combines an autoregressive text-to-spectrogram generator with a high-fidelity vocoder,
ensuring natural and intelligible output. The model supports 17 languages and features
multi-speaker capabilities with zero-shot voice cloning. In practice, this allows XTTS v2 to
mimic a target speaker’s voice using only a short reference audio clip, without requiring
additional training data.

Training was performed on a large multilingual dataset composed of both public and
internal corpora. For English, the dataset included 541.7 hours from LibriTTS-R, 1812.7
hours from LibriLight, and additional audiobook-style internal data. For other languages,
most of the data was sourced from the Common Voice corpus. In total, the XTTS dataset
spans 17 languages, making it one of the largest resources for multilingual zero-shot
TTS.

Within our pipeline, the TTS module receives the transcribed text response from the LLM
and processes it through the XTTS v2 API hosted on HPC infrastructure. The module
handles text preprocessing, chunking, and synthesis, returning high-quality waveform
audio that is streamed back to the browser interface for playback.


https://huggingface.co/coqui/XTTS-v2
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Figure 4: XTTS model architecture [7]



3 Description of the Project

The existing Chat Al platform, while powerful in text-based interactions, faces several
limitations in voice-based communication. Currently, it relies on web-based automatic
speech recognition (ASR), which introduces several challenges:

* Limited accuracy and language support.

* Inconsistent performance across different browsers and devices.

 Lack of control over the underlying speech recognition models.

* No ability to customize or optimize the ASR system for specific use cases.

Although the VoiceAl service allows users to upload audio files for transcription and
translation (English only), it does not support direct audio input in real time.

This pipeline implements a one-way voice processing workflow where users provide
voice input and receive Al-generated audio responses. In this pipeline, the browser
records audio, which is then processed by a speech-to-text (STT) module, interpreted
by a large language model (LLM), converted back into speech by a text-to-speech (TTS)
module, and finally played back in the browser. This framework serves as a foundation
for replacing web-based ASR and can later support integration of voice functionality into
ChatAl as a comprehensive voice service.

3.1 System Architecture and Implementation

The Voice processing system is implemented using a modern web-based architecture
that integrates multiple Al services into a cohesive pipeline. The system is built on Next.js
14 with React 18. Next.js was suggested for this project by Dr. Narges Lux because
it provides a full-stack solution that aligns perfectly with the project requirements. Its
built-in APl routes (e.g., /api/stt, /api/llm, /api/tts) eliminate the need for a
separate backend server, enabling seamless integration of Al services. By combining
frontend React components and backend API logic in a single codebase, Next.js
simplifies development, deployment, and maintenance, making it an ideal framework
for a production-ready voice Al application that can later be integrated into the ChatAl
platform as a service.

3.2 Project Directory Structure

The project follows a well-organized directory structure that reflects the Next.js 14 App
Router architecture and maintains a clear separation of concerns:


https://voice-ai.academiccloud.de/

1llm-interaction/

+-- app/ # Next.js App Router directory
+-— api/ # API routes (backend endpoints)
| +-- stt/ # Speech-to-text endpoint
I | \-- route.js # STT API implementation
| +-- 1lm/ # Language model endpoint
I | \-- route.js # LLM API implementation
| \-- tts/ # Text-to-speech endpoint
I \-- route.js # TTS API implementation
+-- components/ # React components

I

I

I

I

I

I

I

I

I | +-- AudioControls.js # Audio recording interface

| | +-- AudioControls.module.css # Audio controls styling
I | +-- AudioPlayer.js # Audio playback interface

I I \-- AudioPlayer.module.css # Audio player styling

|  +-- hooks/ # Custom React hooks

| |  +-- useRecorder.js # Audio recording logic

I I +-- useAudioRecording. js # Audio recording management
| | +-- useAudioPlayback.js # Audio playback management
| | \-- useSession.js # Session management

I

I

I

I

I

I

|

+-- next.config.mjs

+-- tailwind.config.mjs
+-- package.json

\-- .env.local

Next.js configuration
TailwindCSS configuration
Dependencies and scripts

+-- utils/ # Utility functions
| +-- api.js # API management utilities
| \-- logger.js # Logging system
+-- globals.css # Global styles
+-- layout. js # Root layout component
+-- page.js # Main application component
+-- page.module.css # Main page styling
+-- public/ # Static assets
#
#
#
#

Environment variables
Directory Structure Explanation:

« app/ — Contains all application code following the Next.js App Router convention.
Each subdirectory represents a route or feature area and enables file-based routing
and API route creation.

 app/api/ — Backend API layer:
— stt/route. js: Handles speech-to-text processing using the Whisper model.
— 1llm/route. js: Manages interactions with the LLaMA 3.1 language model.
— tts/route. js: Processes text-to-speech synthesis using XTTS v2.

» app’/hooks/ — Custom React hooks:
— useRecorder. js: Encapsulates audio recording logic with real-time analysis.
— useAudioPlayback. js: Manages audio playback and player controls.

+ app/utils/ — Utility functions:

— api.js: Centralized API management with error handling and retry logic.



— logger.js: Structured logging system for debugging and monitoring.

» Configuration Files — Includes next.config.mjs for Next.js configuration,
tailwind.config.mjs for styling, package. json for dependencies and scripts, and
.env.local for environment variables.

3.3 Frontend Architecture

The frontend is implemented using a modular, component-based architecture that
maintains a clear separation of concerns. The main application component,
app/page.js, coordinates the entire voice interaction workflow, managing state
transitions across the recording, processing, and playback phases.

State management relies on React hooks, with custom hooks encapsulating the core
audio processing logic. The useRecorder hook provides audio recording functionality,
including real-time audio level analysis and automatic silence detection. Dedicated
components such as AudioControls. js and AudioPlayer.js handle user interaction
and playback, each supported by individual styling modules for maintainability.

Audio processing functions are implemented through custom React hooks that use the
Web Audio API for frequency analysis with a 256-point FFT. This enables accurate
monitoring of audio levels and automatic recording termination based on configurable
silence detection (default timeout: 20 seconds).

The user interface is designed for seamless voice interaction, featuring a clean
and minimalist layout with language selection options (English/German), as well as
comprehensive error handling with clear user feedback. Responsive design principles
ensure consistent performance across devices, while proper cleanup of audio contexts,
revocation of object URLs, and efficient resource management support stable operation
during extended usage sessions.
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Figure 5: User Interface States

3.4 Backend Architecture

The backend consists of three dedicated API endpoints that form the core processing
pipeline. Implemented through Next.js API routes, these endpoints include: /api/stt
for speech-to-text conversion using OpenAl’s Whisper Large v2 model, /api/11lm for
language model processing with Meta’s LLaMA 3.1 8B, and /api/tts for text-to-speech
synthesis using XTTS v2.

3.4.1 Speech-to-Text (STT) Endpoint

The STT endpoint (app/api/stt/route.js) handles audio transcription by interfacing
with the Whisper Large v2 model hosted on HPC infrastructure. The endpoint accepts
audio files via FormData, with a maximum file size of 50MB, ensuring reasonable resource
usage while accommodating recordings of varying durations.

Upon receiving an audio file, the endpoint performs validation checks including file
existence and size verification. The audio is then forwarded to the Whisper API
endpoint /vi/audio/transcriptions with the model specified as whisper-large-v2
and response format set to plain text. The API returns the transcribed text directly, which
is then processed and validated before being sent back to the client.

The implementation includes error handling with automatic retry logic for transient
failures. Network errors, timeouts, and server errors (5xx status codes) trigger
exponential backoff retry attempts, with a maximum of 3 retries and a maximum delay
of 10 seconds between attempts. Each request is subject to a 30-second timeout to
prevent indefinite hanging, and all operations are logged for monitoring and debugging
purposes.



3.4.2 Large Language Model (LLM) Endpoint

The LLM endpoint (app/api/llm/route. js) processes transcribed text through Meta’s
LLaMA 3.1 8B Instruct model to generate contextually appropriate responses. The
endpoint implements language-aware processing, supporting both English and German
using language-specific system prompts that guide the model’s behavior and output
language.

A critical aspect of the LLM implementation is the stateless nature of the API, which
requires the system prompt to be included in every request. The system prompts
are carefully crafted to ensure responses are optimized for text-to-speech synthesis,
with explicit instructions to maintain responses under 500 tokens, use natural spoken
language, and avoid markdown or code blocks that would be problematic for TTS
conversion. The English system prompt instructs the model to always respond in English
regardless of input language, while the German prompt ensures responses are always
in German, providing consistent language-specific behavior.

The request configuration includes a maximum token limit of 500 tokens and a
temperature setting of 0 to ensure deterministic and concise responses suitable for voice
output. The endpoint constructs the API request with a messages array containing both
the system prompt (selected based on the target language) and the user’s transcribed
text, sending it to https://chat-ai.academiccloud.de/v1/chat/completion.

The LLM endpoint implements sophisticated cancellation support through the
AbortController API, allowing clients to cancel ongoing requests. This is particularly
important for long-running operations where users may want to interrupt processing. The
implementation combines client-side abort signals with server-side timeout controllers,
ensuring requests can be cancelled either by user action or timeout expiration. Retry
logic follows the same pattern as the STT endpoint, with exponential backoff for retryable
errors while respecting client cancellation requests.

3.4.3 Text-to-Speech (TTS) Endpoint

The TTS endpoint (app/api/tts/route. js) converts LLM-generated text responses into
high-quality speech audio using the XTTS v2 model. The endpoint implements language
specific voice synthesis settings, with different configurations for English and German to
optimize pronunciation and naturalness for each language.

The implementation employs a single-request strategy, attempting to generate the
complete audio output in one API call to the XTTS v2 service. This approach minimizes
latency and avoids potential audio concatenation artifacts. The request includes
language-specific parameters such as speaker voice selection (female voice for both
languages), language code, and speech speed (1.15 for English, 1.05 for German). A
unique session ID is generated for each request to ensure proper language isolation on
the TTS service side.

While the codebase includes a fallback chunking mechanism for handling very long
texts, this functionality is currently not actively used due to challenges with WAV file
concatenation. The chunking implementation (splitTextIntoChunks) is designed
to split text at sentence boundaries, with language-specific maximum chunk lengths
(1000 characters for English, 800 for German), but the primary workflow prioritizes
single-request synthesis for optimal audio quality.
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The endpoint returns audio data in WAV format with a sample rate of 22050 Hz, ensuring
consistent audio quality. Response headers include metadata such as language, audio
format, and quality indicators to aid client-side processing. The implementation includes
the same robust error handling and retry mechanisms as other endpoints, with extended
timeout periods (up to 90 seconds) for the initial single-request attempt to accommodate
longer text processing.

3.4.4 Error Handling and Resilience

All three APl endpoints share a common error handling strategy implemented through
the shared utility module (app/utils/api.js). The system defines a custom APIError
class that extends the standard JavaScript Error class, incorporating HTTP status codes
for proper error propagation to clients.

The retry mechanism implements exponential backoff with the following configuration:
» Maximum retries: 3 attempts
« Initial retry delay: 1 second
» Maximum delay: 10 seconds

» Retryable conditions: Network errors, timeouts (AbortError), and server errors
(HTTP 5xx status codes)

Client errors (HTTP 4xx status codes) are not retried, as they typically indicate invalid
requests that would fail on subsequent attempts. The exponential backoff formula
ensures that retry delays increase geometrically:

delay = min (RETRYJDELAY x QretryCount MAXJJELAY)

Request cancellation is supported through the AbortController API, which allows
clients to signal cancellation through the request’s signal property. The implementation
properly handles cleanup of timeout handlers and event listeners when requests are
cancelled, preventing resource leaks. Cancelled requests return a 499 status code
(Client Closed Request) and do not trigger retry attempts.

3.4.5 Logging and Monitoring

The backend implements a comprehensive logging system (app/utils/logger. js) that
provides structured logging with multiple levels (ERROR, WARN, INFO, DEBUG). Each
API endpoint creates a child logger with a specific context (STT, LLM, or TTS), enabling
filtered log analysis. The logging system supports both console output with formatted
messages and optional persistence to browser localStorage for client-side debugging.

Log entries include contextual metadata such as request parameters, response sizes,
processing durations, token usage (for LLM), and retry counts. This information facilitates
performance monitoring, error diagnosis, and usage analytics. The logger implements
batch processing to minimise performance overhead and includes automatic cleanup of
old log entries to prevent storage exhaustion.

11



(node:85648) ExperimentalWarning: buffer.File is an experimental feature and might change at any time
(Use “node --trace-warnings ...  to show where the warning was created)
INFO 9:10:39 PM STT +32ms
Message: Processing STT request
Metadata: { fileType: , fileSize: , fileName:
POST [fapi/fstt in 1663ms
INFO 9:10:40 PM STT +1352ms
Message: STT request successful
Metadata: { textLength: , retryCount: }
INFO 9:10:40 PM STT +1320msms
Message: STT processing complete
Metadata: { textLength: , fileSize:
Compiled /api/llm in 85ms (237 modules)
INFO 9:10:40 PM LLM +3ms
Message: Processing LLM request
Metadata: { inputLength: , maxTokens: , language:
POST [fapi/llm in 414ms
INFO 9:10:41 PM LLM +272ms
Message: LLM request successful
Metadata: {
responselLength:
promptTokens:
completionTokens:
totalTokens:
withinLimit:
retryCount:

INFO 9:10:41 PM LLM +270msms
Message: LLM processing complete
Metadata: {

responselLength: 5
promptTokens: a
completionTokens: ,
totalTokens: ,
withinLimit:

Compiled /fapi/tts in 89ms (240 modules)
INFO 9:10:41 PM TTS +3ms
Message: Processing TTS request
Metadata: { textLength: , words: , sentences: 4, language:
INFO 9:10:41 PM TTS +3ms
Message: Starting high-quality TTS generation
Metadata: {
totalTextLength: 5
language: .
sessionld:

}
POST [api/tts in 1466ms
INFO 9:10:42 PM TTS +1323ms
Message: Single API call successful - no chunking needed
Metadata: { language: , audioSize: , textLength:
INFO 9:10:42 PM TTS +1323ms
Message: TTS processing complete
Metadata: { language: , audioSize: , textLength:

Figure 6: Structured backend logs showing STT, LLM, and TTS processing steps.

3.5 Optimization Approaches Undertaken

Achieving low latency in this pipeline is essential, and several optimization techniques
were explored. The first approach involved model pre-loading to reduce cold-start latency.
However, this strategy is fundamentally limited by the execution model of Next.js API
routes, which are initialized on demand rather than at application startup. As a result, the
preloading logic only executes when the API route is first accessed, the corresponding
module is imported, or a request is made to that endpoint. Consequently, model
pre-loading does not occur during initial application startup, limiting its effectiveness in
eliminating cold-start latency.

The second approach involved splitting the LLM response into multiple chunks and
making separate TTS API calls for each chunk. This method aimed to reduce latency by
parallelizing or streaming processing. While we attempted to process chunks in parallel,
synchronization and ordering issues arose. Several strategies for concatenating the
resulting WAV files were also tested, but we were unable to merge them successfully; the
resulting audio contained loud static, making the TTS output inaudible. Consequently,
this technique was ultimately abandoned in favour of the single-request strategy.

Finally, we focused on prompt engineering and limiting the LLM response by capping
the number of tokens. Prompt engineering is the practice of crafting instructions, or

12



prompts, to guide a generative Al model to generate desired outputs [2]. So we added
prompt-level constraints through the system prompt. The system prompt enforces
TTS-friendly formatting, restricts the model output to approximately 500 tokens to reduce
latency, and ensures that responses are generated in the user-selected language
(English or German).

The most significant latency optimization, however, occurs within the TTS endpoint.
The implementation prioritizes generating the full audio output through a single API
request rather than splitting text across multiple requests. This approach eliminates
overhead from repeated network round trips, audio concatenation, and synchronization
management, and also avoids audio artifacts such as static that emerged during
experimental WAV merging. The TTS API call is executed with an extended timeout of
90 seconds to support longer texts, although this limit is rarely approached due to the
LLM’s token cap.

On the frontend, direct blob-to-URL conversion further minimizes latency. When the TTS
endpoint returns audio data, it is immediately wrapped in a blob and converted into an
object URL using URL. createObjectURL(), enabling instant playback without file system
access or additional encoding operations. Playback begins automatically once the audio
is loaded, reducing user-perceived delay.

A minimal delay (setTimeout with Oms) defers URL creation to the next event loop tick,
allowing React to process the state update and schedule a re-render, which helps prevent
race conditions when the audio player component accesses the updated state.

13



4 Future Work

Now that a functional voice processing pipeline is in place, the project offers numerous
promising directions for future development. Integrating the system with Chat Al
and improving end-to-end latency are two of the most immediate opportunities for
enhancement. Currently, unimodal models exist that can directly accept audio input and
produce audio output; incorporating such models could significantly reduce latency and
simplify the interaction pipeline, as this approach would eliminate the need for multiple
sequential service calls required in the current workflow.

LLaMA-Omni, proposed in [4], represents a promising direction for future enhancement
of our system. It introduces a fully end-to-end architecture designed specifically for
low-latency speech interaction with large language models. Unlike cascaded pipelines
that rely on separate ASR, LLM, and TTS modules, LLaMA-Omni integrates a pretrained
speech encoder, a speech adaptor, an LLM, and a streaming speech decoder within a
single model. This design eliminates the need for explicit speech transcription, enabling
the model to generate both text and speech responses simultaneously from speech input.
Built on the LLaMA-3.1-8B-Instruct model and trained on the InstructS2S-200K dataset
of paired speech instructions and speech responses, LLaMA-Omni achieves significantly
lower response latency (reported as low as 236 ms) while producing more natural and
conversational outputs than prior speech-language models. However, the fully end-to-end
nature of LLaMA-Omni limits architectural flexibility, as individual ASR, LLM, and TTS
components cannot be independently selected or replaced. Incorporating an approach
of this kind could substantially improve both the responsiveness and the overall user
experience of our voice interaction pipeline. However, we were not able to evaluate
LLaMA-Omni within this project, as it is not currently deployed on the HPC infrastructure.
Running the model locally is also not feasible given its GPU requirements.

Another important direction for future work is implementing conversation history and
context management to enable multi-turn dialogues. This would transform the system
from a single-query interface into a fully conversational assistant. Achieving this would
involve introducing session tracking, managing the LLM’s context window, and potentially
incorporating vector-based storage for longer-term memory. Additionally, adopting
WebSocket based communication would allow bidirectional streaming for real-time audio
input and output. Such capabilities would support continuous, natural conversations
where users can interrupt the system, ask follow-up questions, or engage in fluid
back-and-forth dialogue without explicitly starting or stopping audio recordings.
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5 Conclusion

This project successfully demonstrates the design and implementation of a complete
voice processing pipeline that integrates speech-to-text, large language model inference,
and text-to-speech synthesis into a cohesive web-based application. By leveraging
HPC hosted Al services, we have created a system that enables natural, responsive
voice-based interaction with large language models.

The project achieved several notable technical contributions. It integrates Whisper Large
v2, LLaMA 3.1 8B, and XTTS v2 into a seamless end-to-end voice interaction pipeline,
implemented within a modular Next.js 14 architecture that supports maintainability,
extensibility, and reliability. Robust error handling, cancellation mechanisms, and careful
resource management further enhance system stability. Several targeted optimisation
strategies, including token-limited LLM responses, a single-request TTS approach, and
efficient blob-to-URL audio handling, contribute to low-latency performance even within
the constraints of Next.js's on-demand route execution model.

The project also highlights several challenges. Cold-start latency remains unavoidable
because of the execution behaviour of Next.js API routes, and early experiments with
chunk-based TTS processing were abandoned due to persistent audio artifacts during
WAV concatenation. The pipeline currently processes tasks sequentially, which simplifies
correctness and error handling but prevents the use of parallel processing techniques that
may offer additional performance benefits.

Overall, the system provides a strong foundation for voice-enabled Al interactions that
can be extended and integrated into larger platforms. The combination of speech
recognition, language understanding, and speech synthesis into a seamless user
experience represents an important step toward more accessible and intuitive human—Al
interaction. As voice interfaces continue to expand in relevance, systems such as this
pipeline will play an increasingly meaningful role in making advanced Al capabilities
broadly accessible.
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