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Abstract
In this lab report, we set up a runtime environment for executing ONNX workloads on
an ET-SoC-1-based inferencing platform. We begin with a quick overview of ONNX
and introduce the basics of the manufacturer-provided ONNX model runner application
following their quickstart guide, then expand upon this by running part of a popular
inference benchmark and briefly discussing the results. Finally, an outlook for further
(impending) research will be provided and any arisen challenges will be discussed.
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ONNX models for inference work on RISC-V

DISCLAIMER: This report was independently written and is not sponsored, endorsed,
or influenced by any of the parties mentioned within. The author has no affiliations,
financial or otherwise, with any of the entities discussed in this report. The opinions
expressed are solely their own and are based on their personal research and analysis, unless
stated otherwise. Find more resources here: https://gitlab.gwdg.de/jonas.hafermas/onnx-
ba-prep
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1 Introduction
The global and overwhelmingly rapid rise of Artificial Intelligence (AI) and all its related
and constituting fields like Machine Learning (ML) and especially Deep Learning led to
a stark fragmentation of toolchains.
While the underlying math of established models is largely universal, its digital repre-
sentation can vary widely across companies and communities. A handful of development
frameworks and ecosystems exist alongside each other (PyTorch or TensorFlow are some
of the bigger names that come to mind) with somewhat little means of interoperability.

Toolchain-agnostic formats like Open Neural Network Exchange (ONNX) seek to open up
ML model exchange between different platforms and disentangle the development process
of new models to allow for easier transition from research to production environments.
Platform-specific runtime implementations provide the bare metal interfacing required to
make the most out of the hardware running or training ONNX models, which can signif-
icantly reduce reliance on proprietary hardware and software solutions as manufactured
by global AI companies like Nvidia.

In the spirit of this paradigm, novel and open computing architectures like Reduced
Instruction Set Computer (RISC)-V (pronounced risk-five) are also garnering attention
with their highly flexible and transparent hardware designs.
The ET-SoC-1 chip originally developed by Esperanto Technologies is the world’s first
dedicated computing and inference platform that is based on a RISC-V manycore design
approach, harnessing the processing power of over 1000 vector-capable, low-power ET-
Minion cores to purportedly achieve a remarkably high performance-per-watt.
For running ML workloads, Esperanto has implemented their own ONNX runtime envi-
ronment, which we will set up in this lab project to explore the hardware-agnostic nature
of the format and how it could be used to substantiate the inference performance claims
made by Esperanto Technologies.
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2 Getting started with ONNX
2.1 ONNX what is this

At the heart of ONNX lies the idea that Machine Learning implementations are based
on a central, mathematical workflow which can be represented by some execution graph
structure.
This graph is composed of nodes, which in turn represent an Operator, a standardised
implementation of some mathematical operation important to Machine Learning models
(for example various forms of matrix multiplications).
Each Operator has a number of attributes (a matrix multiplication usually has two at-
tributes: the two matrices to be multiplied) and a domain (basically a set) it belongs to,
with a large number of pre-implemented Operators shipping as part of the default ai.onnx
domain (matrix operators, image transformations, Convolutional Neural Network (CNN)-
layering, ...).

Figure 1: Basic linear regression and corresponding example graph model

Thusly defined models can then be serialised and saved in an efficient manner, requiring
only an ONNX runtime environment which can be implemented in any language, as long
as it allows execution of all basic ONNX Operators. Additionally, metadata like model
authorship, documentation or model version should be recognised. In the same manner,
custom Operator domains can be defined within the runtime for utilisation of special
hardware capabilities.
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2.2 Building the environment

We will start by building and setting up the ONNX runtime environment following Es-
peranto’s Quickstart Guide. Below is a helpful illustration taken from said guide which
describes the relationship between the different components of the ONNX runtime. During
our first steps, we will focus on what happens inside the ONNX Model Runner application
and use readily pre-processed datasets.

Figure 2: Overview of Esperantos ONNX runtime environment

First, we have to build the runner. We note briefly that the runner also accepts Caffe2
models, but due to the deprecation/integration of the format into PyTorch, we will not
be discussing it further in this report. Esperanto provides their own development docker
image, which we can enter by typing the following:

1 [root@esperanto4 ~]# et_docker --develop prompt

Inside the container, we want to extract our model runner files to some easily discoverable
location such as the home directory, enter the directory and create the build environment
using CMake.

1 root@Docker:~# tar -xf onnx-model-runner-1.6.0.tar.gz && cd onnx-model-runner-1.6.0
2 root@Docker:~/onnx-model-runner-1.6.0# cmake -S . -B build \
3 -DCMAKE_TOOLCHAIN_FILE=$ET_HOST_TOOLCHAIN \
4 -DCMAKE_BUILD_TYPE=Release

We can now compile and install the runner application:

1 root@Docker:~/onnx-model-runner-1.6.0# cmake --build build
2 root@Docker:~/onnx-model-runner-1.6.0# cmake --install build

Internet access should not be needed on a machine which already has the Esperanto SDK
installed; as such, we can ignore the warnings from jsonschema. After installation has
finished, we can check if everything has been built and installed correctly by displaying
the help message:
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1 root@Docker:~# ONNXModelRunner --help
2 ONNX Model Runner 1.6.0, Copyright (C) 2022 Esperanto Technologies, Inc.
3

4 Usage: ONNXModelRunner [OPTION]... [FILE]
5 Options:
6 -h, --help Print this help message
7

8 Mandatory options:
9 -mf, --model-info-file <filename> JSON file with the model description

10 (optional if FILE is provided)
11 -df, --dataset-info-file <filename> JSON file with the dataset description
12

13 Optional options:
14 -f, --force Overwrite output file if already exists.
15 -c, --compile-only Compile the specified model
16 -i, --num-inferences <N> Number of inferences to execute (default:1)
17 -t, --num-threads <N> Number of inference threads (default: 64)
18 ------------------------------- <output shortened> --------------------------------

As we can see, two JavaScript Object Notation (JSON) files are mandatory inputs for
the runner: One describing the dataset we want to work with, another detailing the
model we want to work the data with. Since these JSON files tend to be quite intricate,
Esperanto recommends using helper scripts to automatically generate them based on the
model (class) one wishes to deploy. Explaining the exact JSON schematics used for the
descriptors would go beyond the scope of this report, instead we will showcase the basics
with a simple example and implore advanced users to refer to their documentation instead.
Esperanto also provides helper scripts for a range of model classes, including Deep Learn-
ing Recommendation Models (DLRM) as part of the MLPerf Inference Benchmark Suite[1],
which will become relevant throughout the report.

2.3 Experiment 1: DLRM MLPerf 10GB

Our first working example is a DLRM[2], which differ meaningfully from other Deep
Learning models in that they operate on categorical values, often resulting in much larger
parameter sets and training times. Even though this particular version is no longer part
of the current MLPerf Benchmark Suite, it still makes for a great first example due to its
relative simplicity. We start by creating the model descriptor

1 root@Docker:~/test1# cat << EOF > model-desc.json
2 {
3 "name": "DLRM MLPerf (10GB)",
4 "class": "Generic",
5 "format": "ONNX",
6 "model_file": "$MODELS/dlrm_s_pytorch_10GB.onnx"
7 }
8 EOF

where $MODELS describes the location of the ONNX model file alongside its individual
dependencies (weight files, embeddings, etc).
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Next, we create the dataset descriptor:

1 root@Docker:~/test1# cat << EOF > dataset-desc.json
2 {
3 "name": "Criteo DLRM MLPerf 10GB",
4 "model": "Generic",
5 "inputs": [
6 {"name": "input.1", "type": "float<2048x13>"},
7 {"name": "lS_i", "type": "index64<26x2048>"},
8 {"name": "lS_o", "type": "index64<26x2048>"}
9 ],

10 "inferences": [
11 {
12 "name": "inference-1",
13 "tensors": {
14 "input.1": "$DATA/inference-1/input.1.bin",
15 "lS_o": "$DATA/inference-1/lS_o.bin",
16 "lS_i": "$DATA/inference-1/lS_i.bin"
17 }
18 },
19 ----------------------------------------------------------------------------------
20 <output shortened>
21 ----------------------------------------------------------------------------------
22 {
23 "name": "inference-1024",
24 "tensors": {
25 "input.1": "$DATA/inference-1024/input.1.bin",
26 "lS_o": "$DATA/inference-1024/lS_o.bin",
27 "lS_i": "$DATA/inference-1024/lS_i.bin"
28 }
29 }
30 ]
31 }
32 EOF

We can see that for this model, the input data consists of 1024 binary tensor dumps of
batch size 2048. Again, $DATA here should be substituted with the actual location of the
inference binaries.
Now that we have both the required descriptors, we can execute the model via the runner
application:

1 root@Docker:~/test1# ONNXModelRunner \
2 --preload-inputs \
3 --num-threads 64 \
4 --model-info-file model-desc.json \
5 --dataset-info-file dataset-desc.json \
6 --output-format json \
7 --output-file output.json \
8 --num-inferences 1024

Esperanto recommends preloading the inputs into RAM to increase throughput if possible,
and since our machine has 32 (hyperthreaded) cores in total, we can safely set the number
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of threads to 64. After execution has concluded, we can source another helper script to
determine the accuracy of our inferences:

1 root@Docker:~/test1# python3 ../onnx-model-runner-1.6.0/scripts/accuracy/dlrm-
2 mlperf-accuracy.py \
3 --batch 2048 \
4 --golden-file $DATA/dlrmCriteoMlPerf10GBInfFiles/dlrm_results.txt \
5 output.json
6

7 Num.Inferences: 2,097,152
8 Num.Matches: 1,634,920
9 Accuracy: 77.96%

Since this is but a basic demonstration of the general workflow, the accuracy data does
not mean that much for now. Comparing it to MLPerfs reference implementation quality
goal (81.07%) shows somewhat similar accuracy, which is a start for this experimental
platform.
In the next section, we will execute a custom model, namely the popular ResNet50 which is
a very robust image classification solution that is also used as part of the MLPerf Inference
Benchmark Suite and as such could provide exciting impulses for further evaluation of
the ET-SoC-1.
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3 Custom ONNX example
3.1 System Overview

Since we will be running a (hopefully) reproducible benchmarking workload on actual
ET-SoC-1 cards, a short system overview is in order:

1. CPU: 2 x 16-core Intel Xeon Gold 6326 @ 2.90 GHz

2. RAM: 512 GiB DDR4-ECC @ 3200 MT/s

3. Accelerator: 8 x ET-SoC-1

4. OS: Rocky Linux 9.6

5. Container OS: Ubuntu 22.04

3.2 Experiment 2: ResNet50

Instead of using the older ResNet50 version shipping with the Esperanto SDK techdemo,
we are going to grab a newer, pretrained and validated variant from the ONNX Model
Zoo. We start in a similar manner to the first experiment and generate a model descriptor:

1 root@Docker:~/test2# cat << EOF > model-desc.json
2 {
3 "name": "ResNet50 v1.7",
4 "class": "ImageClassifier",
5 "pixel_order": "RGB",
6 "format": "ONNX",
7 "model_file": "resnet50-v1-7.onnx",
8 "inputs": [
9 {"name": "data", "type": "float<{batchSize}x3x224x224>"}

10 ]
11 }
12 EOF

Here, we choose the ImageClassifier model class since Esperanto has already imple-
mented a post processing pipeline for it, which can potentially ease interpretation of our
inference results. Additionally, we take into consideration that the model zoo explicitly
mentions RGB encoding for the input images.
Our dataset for this task will be the famous imagenet2012 challenge dataset, which has
been preprocessed by taking a 224x224 px center cropping of each image. For the dataset
description file, we can again use one of Esperantos helper scripts provided with the model
runner application which can reduce errors arising from manually editing large JSON files.
It is important for dataset descriptors to be somewhat separated from the raw data (in
this case, the precropped png images).

1 root@Docker:~/test2# python3 ~/onnx-model-runner-1.6.0/scripts/
2 helpers/mk-dataset-desc-from-imagenet.py "/root/test2/imagenet2012/data/" \
3 --relative-paths 'data' \
4 | tee imagenet2012/dataset-imagenet.desc.json
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This gives us a dataset descriptor not dissimilar to the DLRM example above:

1 root@Docker:~/test2/# less dataset-imagenet.desc.json
2 {
3 "name": "ImageNet 2012",
4 "model": "ImageClassifier",
5 "inputs": [
6 {
7 "name": "input",
8 "type": "float<1x3x224x224>"
9 }

10 ],
11 "inferences": [
12 {
13 "name": "ILSVRC2012_val_00000001",
14 "tensors": {
15 "input": "data/ILSVRC2012_val_00000001.png"
16 }
17 },
18 -----------------------------------------------------------------------------------
19 <output shortened>
20 -----------------------------------------------------------------------------------
21 {
22 "name": "ILSVRC2012_val_00050000",
23 "tensors": {
24 "input": "data/ILSVRC2012_val_00050000.png"
25 }
26 }
27 ]
28 }
29 EOF

Here, our input tensor is of size 1x3x224x224 (query size, RGB, height, width) because
the query size will be handled by the runner via the –num-inferences option.
To see how well ET-SoC-1 accelerator cards scale, we start with a single card (device
number 0, in this case), which we achieve by passing the corresponding flag on docker
container creation:

1 [root@esperanto4 ~]# et_docker --develop --etsoc-device=0 prompt

We will be running 50000 inferences across all images of the dataset since that is also the
most common sample size used with MLPerf.

1 root@Docker:~/test2# ONNXModelRunner \
2 --preload-inputs \
3 --num-threads 64 \
4 --model-info-file model-desc.json \
5 --dataset-info-file imagenet2012/dataset-imagenet.desc.json \
6 --input-tensors-mapping '{"input":"data"}' \
7 --output-format json \
8 --output-file output.json \
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9 --onnx-symbols '{"N":"1"}' \
10 --num-inferences 50000

Note that we have to map the input tensor name from the dataset descriptor to the input
definition inside the model descriptor file. Moreover, the model from the ONNX Model
Zoo by default uses N as its batch size descriptor, which we have to manually redefine as
1.

1 [14:35:24.209] Processors available: 64
2 [14:35:24.209] Creating the running environment.
3 LOGGER NOT INITIALIZED:
4 ET[RUNTIME][TH:140164673389888]: Connecting to socket /var/run/et_runtime/pcie.sock
5 [14:35:24.210] INFO [Client.cpp->Client:78]
6 [14:35:24.227] Loading the model: ResNet50 v1.7
7 [14:35:24.443] Compiling the model.
8 [14:35:27.365] Uploading the code to the device.
9 [14:35:27.386] Create the inference requests.

10 [14:35:27.386] Inferences: 50000
11 [14:35:27.386] Batch size: 1
12 [14:35:27.425] Loading all input tensors data.
13 [14:35:35.459] Launching 50000 inference requests.
14 [14:37:09.717] Waiting for results processing...
15 [14:37:09.752] All inferences processed.
16 [14:37:09.752] Unregister the code from the device.
17 [14:37:09.752] N.Inferences: 50000
18 [14:37:09.752] Time elapsed: 94.259 sec
19 [14:37:09.752] Throughput: 530.455 inf/sec

Next, we will calculate our inference accuracy values using the helper script as described
in the quickstart section. An excerpt from the output file can be found in the appendix.

1 root@Docker:~/test2# python3 ../onnx-model-runner-1.6.0/scripts/accuracy/image-clas
2 sifier-accuracy.py \
3 --golden-file imagenet2012/true_predictions.txt \
4 --top-k 1 \
5 output.json
6

7 Total Inf.: 50,000
8 Exact Matches: 37,049
9 Top-1 Matches: 37,049

10

11 Accuracy Exact: 74.10%
12 Accuracy Top-1: 74.10%

Again, comparing the accuracy scores to MLPerfs reference implementation accuracy
(76.456%) shows that the implementation is not quite sufficient to meet the official bench-
marking standards, for a variety of possible reasons (unoptimised code, older ONNX
opsets, ...). It could also be that the validated ONNX model from the model zoo which
we used does in fact achieve a lower accuracy than the reference implementation, which
we did not investigate in this report.
In any case, we will now run the same inference test again with all 8 cards present in our
system (default option when spawning docker container without options):

Section 3 Jonas Hafermas 10

https://github.com/mlcommons/inference/tree/r4.0/vision/classification_and_detection


ONNX models for inference work on RISC-V

1 ------------------------------- <output shortened> --------------------------------
2 [15:29:48.563] N.Inferences: 50000
3 [15:29:48.563] Time elapsed: 26.255 sec
4 [15:29:48.563] Throughput: 1904.396 inf/sec

Compared to the single card benchmark, we can observe a 3.58 times higher inference
throughput. Since the ONNX models are pretrained and all we do is inferencing, accuracy
should remain the same across any number of accelerator cards, which is indeed the case:

1 Total Inf.: 50,000
2 Exact Matches: 37,049
3 Top-1 Matches: 37,049
4

5 Accuracy Exact: 74.10%
6 Accuracy Top-1: 74.10%

Once more, the result shows that with a bit more work and possibly the right models,
benchmarking standards could be met, increasing comparability to other platforms. More-
over, power statistics across all accelerator cards can be found in the gitlab repository.
While a detailed examination would go beyond the scope of this report, the apparently
quite low power consumption (max avg of 40.34 W per card) and heat generation (max
avg 44,88 °C per ET-Minion core; data for whole SoC not yet available) peaks of the
ET-SoC-1 could provide an interesting angle for future research. For our purposes, the
power-normalised single-card performance of the ET-SoC-1 amounts to 13.15 inf/W.
We can broadly compare this to cTunings ResNet50 results from the v3.0 benchmark run,
where a single Nvidia Tesla T4 card achieves a score of 4078.45 samples/sec at 70 W
maximum power consumption, leading to a power-normalised score of 58.26 samples/W.
Since the document does not immediately define "samples" to mean anything other than
"inferences", we assume the terms to be comparable.
Of course, these comparisons highlight the need for further research. Whereas the T4
card uses a highly optimized, CUDA-based implementation of the reference model, our
test system only deployed a pre-trained, "vanilla" solution from the model zoo, with
much performance being possibly left on the table. In addition, the incredible speed and
bandwidth of the T4s 16 GiBs of GDDR6 memory are tough to rival using the LPDDR4X-
based solution found in the Esperanto system. Lastly, even the power efficiency of RISC-V
has to yield to Nvidias mature process technology in this case, as the resources behind
hardware designs such as the ET-SoC-1 pale in comparison to Nvidias R&D budget, which
amounted to a whopping 7.3 billion USD in 2023.
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4 Challenges and Outlook
Overall, the Esperanto-provided ONNX model runner solution is a robust and functional
solution. Some smaller issues stemming from faulty JSON formattings or WIP parsing
options came up, indicating that the product is still meant mainly for evaluation purposes
and is far from finished. As of right now, the ONNXModelRunner seems to be little more than
a wrapper for another application onnx-model-runner, which supports the full breadth
of Esperantos glow implementation, albeit very cluttered and with little documentation.
An unsucessful attempt at executing the exact ONNX Resnet50 model found in the
MLPerf repo reveals unsupported operations on all available opset versions, leading to
a segfault because of a single tensor type that does not seem to be supported yet (the full
execution output can be found in the appendix). Indeed, after this one could ask if there
still is a need for a separate ONNX runtime implementation such as this one when widely
adopted solutions which promise easy extendability exists. Perhaps further research could
seek to integrate the glow backend into such a runtime environment as a novel execution
provider.

Secondly, the benchmarking values can only be treated as a rough example. Taking a
look at one of the latest MLPerf benchmarking round results, a substantial problem in
ML benchmarking remains the wide range of hardware configurations, even more so than
in traditional benchmarking.
While companies like Intel may deploy CPUs like their newest Xeon Server chips, Nvidia
might throw their H200 datacenter cards at the benchmarks, and Google in turn might
make use of their independently developed Trillium Tensor Processing Unit (TPU). Pro-
viding some semblance of comparability would inevitably go beyond the scope of this lab
report, which aimed to serve as an exploration of ML processing capabilities of an equally
novel platform that is the ET-SoC-1.

Further research should concentrate on how the underlying RISC-V architecture could
benefit the inference ecosystem and beyond, especially with regards to one of its central
strengths: low power consumption. While first inference results did not look that promis-
ing, a normalised performance-per-watt analysis across a variety of different (proper)
benchmark suites could shed more light on what really makes RISC-V a great platform
to be excited about in the future.
This also coincides with the technology of Esperanto having been acquired by american
company AINekko, which aims to eventually make the ET-SoC-1 the center of a more
open ML ecosystem where accelerator devices are less of a proprietary black box than they
are today. Their software can be found on github and future research could surely benefit
their open code base as well. Indeed, even though the results discussed in this report do
not promise cutting-edge performance, what they do show is that somewhat efficiently
executing ML workloads on non-proprietary platforms is possible, and that is a boon for
everyone except those few hardware manufacturers dominating current markets.
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Example of output.json contents:

1 [
2 {
3 "error": "success",
4 "id": "1",
5 "predictions": {
6 "imagenet2012/data/ILSVRC2012_val_00000002.png": [
7 {
8 "label": "795",
9 "probability": 19.272357940673828

10 }
11 ]
12 },
13 "tensors": [
14 {
15 "binary": [
16 223,
17 -----------------------------------------------------------------------
18 <output shortened>
19 -----------------------------------------------------------------------
20 66
21 ],
22 "dump": "shape: ( 1 1000 )\nelemkind: float\nmax: 19.27236 min: -6.147
23 95 avg: 0.00013\n[[-1.36296, -2.55061, 0.66435, 0.61863, 0.51020, 1.64
24 207,
25 -----------------------------------------------------------------------
26 <output shortened>
27 -----------------------------------------------------------------------
28 -2.10740, 0.83958, -3.02847, -0.02807, 0.77003], \n]",
29 "name": "resnetv17_dense0_fwd"
30 }
31 ]
32 },
33 -----------------------------------------------------------------------------------
34 <output shortened>
35 -----------------------------------------------------------------------------------
36 {
37 "error": "success",
38 "id": "1016",
39 "predictions": {
40 "imagenet2012/data/ILSVRC2012_val_00001017.png": [
41 {
42 "label": "579",
43 "probability": 20.528179168701172
44 }
45 ]
46 },
47 "tensors": [
48 {
49 "binary": [
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50 244,
51 -----------------------------------------------------------------------
52 <output shortened>
53 -----------------------------------------------------------------------
54 191
55 ],
56 "dump": "shape: ( 1 1000 )\nelemkind: float\nmax: 20.52818 min: -6.061
57 36 avg: 0.00014\n[[-4.82653, -2.75198, -2.62496, -3.17222, -3.22384,
58 -2.45205,
59 -----------------------------------------------------------------------
60 <output shortened>
61 -----------------------------------------------------------------------
62 -2.93788, -2.15528, -4.55555, 0.06715, -0.67296], \n]",
63 "name": "resnetv17_dense0_fwd"
64 }
65 ]
66 }
67 ]

Verbose output of the MLPerf Resnet50 execution attempt:

1 root@Docker:~/test3# ONNXModelRunner --preload-inputs --num-threads 64 --model-info
2 -file model-desc.json --dataset-info-file imagenet2012/dataset-imagenet.desc.json
3 --input-tensors-mapping '{"input":"input_tensor:0"}' --output-format json --output
4 -file output.json --onnx-symbols '{"unk__616":"1"}' --num-inferences 50000 --verbose
5 [19:01:45.696] Processors available: 64
6 [19:01:45.696] Set device params:
7 "dev": "--gccCompileThreads=64"
8 "glow-threads": "64"
9 "runDir": "/tmp/etsoc"

10 "active-shires": "32"
11 "runtime-socket-name": "/var/run/et_runtime/pcie.sock"
12 "runtime-socket": "true"
13 "device-type": "silicon"
14 [19:01:45.696] Creating the running environment.
15 LOGGER NOT INITIALIZED:
16 ET [RUNTIME][TH:140226850379072]: Connecting to socket /var/run/et_
17 runtime/pcie.sock
18 [19:01:45.698] Using deviceID=0
19 2025/12/29 19:01:45 697174 INFO [Client.cpp->Client:78] LOGGER NOT INITIALI
20 ZED:
21 ET [RUNTIME][TH:140226850379072]: Connecting to socket /var/run/et_
22 runtime/pcie.sock
23 [19:01:45.712] Loading the model: ResNet50 v1.5
24 [19:01:45.712] ONNX model file: resnet50_v1.onnx
25 [19:01:45.712] Inputs: {{"input_tensor:0": "float<1 x 3 x 224 x 224>"}}
26 [19:01:45.712] Using ONNX symbols:
27 "unk__616": "1"
28 [19:01:45.920] Compiling the model.
29 [19:01:48.796] Uploading the code to the device.
30 [19:01:48.810] Create the inference requests.
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31 [19:01:48.810] Inferences: 50000
32 [19:01:48.810] Batch size: 1
33 [19:01:48.810] Using input tensor names mapping:
34 [19:01:48.810] "input": "input_tensor:0"
35 [19:01:48.810] Normalization mode: 0..1
36 [19:01:48.810] Channel order: RGB
37 [19:01:48.810] Layout: NCHW
38 [19:01:48.849] Loading all input tensors data.
39 [19:01:56.353] Starting the async processor: expecting 50000 results.
40 [19:01:56.353] Launching 50000 inference requests.
41

42 error: internal error: tensor element type not supported: 10
43 2025/12/29 19:01:56 369035
44

45 ***** FATAL SIGNAL RECEIVED *******
46 Received fatal signal: SIGSEGV(11) PID: 4101
47

48 ***** SIGNAL SIGSEGV(11)
49

50 ******* STACKDUMP *******
51 stack dump [1] /usr/local/esperanto/.conan/data/g3log/1.3.3/_/_/package/dd
52 43fc7008bc0c9489d84e1fc9fd072720084d43/lib/libg3logger.so.1.3.3+0x157b8 [0x
53 7f891be637b8]
54 stack dump [2] /lib/x86_64-linux-gnu/libc.so.6+0x42520 [0x7f891e2fa520]
55

56 stack dump [3] /usr/local/esperanto/.conan/data/neuralizer/0.18.0/_/_/pack
57 age/2f2fa7baad0f9652f1fd7759c777b278d748d864/lib/libneuralizer.so : neura::
58 PersExecHandler::getOutputCopies()+0x139 [0x7f891c60fe39]
59

60 stack dump [4] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d
61 60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : glow::ETSOCFunctio
62 n::getKernelTensorsFromDevice(glow::ETSOCExecutionInfo&) const+0x3a [0x7f89
63 1de2785a]
64

65 stack dump [5] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d
66 60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : glow::ETSOCFunctio
67 n::afterRun(glow::PlaceholderBindings const&, std::filesystem::path const&,
68 glow::ETSOCExecutionInfo&, glow::TraceContext&, std::vector<neura::Recorded
69 LaunchInfo, std::allocator<neura::RecordedLaunch
70 Info> > const&)+0x71 [0x7f89
71 1de2b6e1]
72

73 stack dump [6] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : glow::ETSOCFunction::execute(glow::ExecutionContext*, glow::ETSOCExecution
74 Info&, std::function<void (unsigned long)>)+0x49d [0x7f891de2c09d]
75

76 stack dump [7] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : glow::runtime::ETSOCDeviceManager::runFunctionETSOC(unsigned long, std::
77 string, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >, std::function<void (unsigned long)>, std::function<void (unsigned long, glow::detail::GlowError, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >)>)+0xe7f [0x7f891de091bf]
78

79 stack dump [8] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : glow::runtime::ETSOCDeviceManager::runFunctionImpl(unsigned long, std::
80 string, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >, std::function<void (unsigned long)>, std::function<void (unsigned long, glow::detail::GlowError, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >)>)+0xf3 [0x7f891de156f3]
81
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82 stack dump [9] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : glow::runtime::QueueBackedDeviceManager::runFunction(std::string, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >, std::function<void (unsigned long, glow::detail::GlowError, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >)>, std::function<void (unsigned long)>)::{lambda()#1}::operator()()+0xf9 [0x7f891de0ff69]
83

84 stack dump [10] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : std::_Function_handler<std::unique_ptr<std::__future_base::_Result_base, std::__future_base::_Result_base::_Deleter> (), std::__future_base::_Task_setter<std::unique_ptr<std::__future_base::_Result<void>, std::__future_base::_Result_base::_Deleter>, std::__future_base::_Task_state<glow::runtime::QueueBackedDeviceManager::runFunction(std::string, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >, std::function<void (unsigned long, glow::detail::GlowError, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >)>, std::function<void (unsigned long)>)::{lambda()#1}, std::allocator<int>, void ()>::_M_run()::{lambda()#1}, void> >::_M_invoke(std::_Any_data const&)+0x30 [0x7f891de10080]
85

86 stack dump [11] ONNXModelRunner : std::__future_base::_State_baseV2::_M_do_set(std::function<std::unique_ptr<std::__future_base::_Result_base, std::__future_base::_Result_base::_Deleter> ()>*, bool*)+0x2d [0x556c01d7239d]
87 stack dump [12] /lib/x86_64-linux-gnu/libc.so.6+0x99f68 [0x7f891e351f68]
88

89 stack dump [13] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libETSOC.so : std::__future_base::_Task_state<glow::runtime::QueueBackedDeviceManager::runFunction(std::string, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >, std::function<void (unsigned long, glow::detail::GlowError, std::unique_ptr<glow::ExecutionContext, std::default_delete<glow::ExecutionContext> >)>, std::function<void (unsigned long)>)::{lambda()#1}, std::allocator<int>, void ()>::_M_run()+0x10d [0x7f891de0cd6d]
90

91 stack dump [14] /usr/local/esperanto/.conan/data/glow/0.17.0/_/_/package/6d60a83107c8c0786b1afc0083d70d180b278a62/lib/libSupport.so : glow::ThreadExecutor::threadPoolWorkerMain()+0x555 [0x7f891ef845a5]
92 stack dump [15] /lib/x86_64-linux-gnu/libstdc++.so.6+0xdc2b3 [0x7f891e6c32b3]
93 stack dump [16] /lib/x86_64-linux-gnu/libc.so.6+0x94b43 [0x7f891e34cb43]
94 stack dump [17] /lib/x86_64-linux-gnu/libc.so.6+0x126a00 [0x7f891e3dea00]
95

96 Exiting after fatal event (FATAL_SIGNAL). Fatal type: SIGSEGV
97

98 Segmentation fault (core dumped)
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